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Inference Under the Coalescent

M. Stephens

Department of Statistics, University of Oxford, UK

This chapter introduces some modern statistical methods for extracting information from molecular
population genetic data. The methods are based on use of the coalescent to model the genealogy
relating a random sample of chromosomes from a population, and help us to say something about
the demographic and genetic factors which shaped the evolution of populations from which the
samples were taken. Unlike methods which rely on summaries of the observed data, such as pairwise
differences, or sample heterozygosity, these coalescent-based methods of inference make full use
of the high resolution of modern genetic data. However, their complexity can be rather off-putting
to a novice user. The aim of this chapter is to provide practical guidelines for those who wish
to apply the methods using existing software, and sufficient theoretical background to understand
how the methods work, at least in outline. The chapter also provides an introduction to importance
sampling and Markov chain Monte Carlo – statistical methods which are likely to play a major
role in analysis of future genetic data.

8.1 INTRODUCTION

Genetic data collected from populations are potentially useful for answering a variety of
interesting questions. These questions could relate to, for example,

ž the genetic forces, such as mutation and recombination, which have affected the
evolution of a particular chromosomal segment or locus.

ž the historical relationships amongst different subpopulations. In humans this includes
the relationships amongst different ethnic groups, and the times and routes of major
migrations.

ž the ancestry of the sampled chromosomes, including for example the ages of partic-
ular mutations which are carried by some of the chromosomes.

This chapter describes some modern statistical methods for answering these kinds of
questions.
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Historically, inference in these settings has been based on summaries of the data, such
as pairwise differences, or sample heterozygosity. In contrast, the methods we describe
here make use of the full genetic data, and so can provide more accurate inference
than is possible using simple summary statistics. These modern methods are sometimes
described as ‘coalescent-based’, as they make use of a theoretical innovation known as
the coalescent (see Nordborg, this volume, for an introduction). Other methods which
might reasonably be described as ‘coalescent-based’, but do not make use of the full
genetic data (see, for example, Tavaré et al., 1997; Li and Fu, 1999, Pritchard et al.,
1999), are not covered here. The better examples of these other methods can provide
attractive alternatives to the full-data approach in terms of computational speed, ease of
implementation, and robustness to modelling assumptions. However, performing inference
based on summary statistics risks discarding much of the information in the full data (see
Donnelly and Tavaré, 1995, for example). Approaches which make use of the full data
provide a yardstick against which such methods can be judged, and hopefully they will
lead to the development of better, computationally-convenient methods based on efficient
summaries of the data.

The chapter is aimed at those who wish to use and understand full-data coalescent-
based inference methods. We give practical guidelines, with theoretical background and
examples. Mostly we examine very simple models. This is partly for reasons of simplicity,
and partly because these inference methods are in their infancy, and software is available
for only a limited range of demographic models and types of genetic data (a selection of
available software is listed at the end of the chapter). Nonetheless, the range is growing
all the time, and the methods are likely to become more widely applicable. Most of the
principles we cover will continue to hold in more complex settings.

While inference under the coalescent is the focus and motivation of this chapter, many
of the concepts and ideas discussed are of more general interest. For example, the next
section gives a brief introduction to the ideas underlying likelihood inference, and a
discussion of the relative merits of maximum likelihood and Bayesian approaches. Later
sections include descriptions of computationally-intensive statistical methods, such as
importance sampling and Markov chain Monte Carlo, which have proved useful in a
wide range of statistical applications, including some related to genetics. Most of the
comments we make on these methods apply quite generally, and not only to problems
involving the coalescent.

8.1.1 Likelihood-based Inference

Broadly speaking, likelihood-based methods of drawing inference from data proceed by
treating the observed data as having arisen from some random process, or model, certain
aspects of which are unknown. We refer to these unknown quantities as parameters.
Typically the aim of a statistical analysis is to use the data to estimate the parameters
of the model, and (importantly) to assess the degree of uncertainty associated with these
estimates.

More explicitly, likelihood-based inference requires calculation of the probability,
P�Dj �, of observing data D if the parameters of the model take the value  . The
likelihood L� � is defined to be this quantity considered as a function of  :

L� � D P�Dj �. �8.1�
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In the population genetics context, the data D are typically the genetic types of a
random sample of chromosomes1 from a population. Their distribution depends in a
complex way on many unknown parameters, relating to both the demographic history of
the population (e.g. population size, migration rates) and the underlying genetic mecha-
nisms (e.g. mutation and recombination rates). It is not usually possible to write down an
explicit expression for the likelihood of these parameters.

For example, consider a population evolving according to the Wright–Fisher model.
That is, the population evolves in non-overlapping generations, with constant size N chro-
mosomes, with the number of offspring of the chromosomes in each generation being
symmetric multinomial, independently of their genetic types (i.e. evolution is neutral).
Assume a simple mutation model with K possible genetic types, or alleles, with the
distribution of the type of the offspring of a parent of type i being given by

P (offspring of typejjparent of type i� D �1 � 
�υij C 
pij, �8.2�

where υij D 1 if i D j and 0 otherwise, and P D �pij� is a known transition matrix.
Thus with probability 1 � 
 the offspring is an identical copy of the parent, but with
probability 
 a mutation occurs according to the transition matrix P. Taken together, these
demographic and mutation processes specify a model for the evolution of the population,
with two unknown parameters, N and 
. The models are amongst the simplest imaginable,
avoiding the complications of fluctuating population size, selection or recombination for
example. Nevertheless, if we examine the genetic types D of a random sample of n
chromosomes taken from the population after it has been evolving for a long period of
time, and ask ‘how should we calculate the likelihood L�N,
� D P�DjN,
�?’, the answer
is far from obvious.

It turns out in this case that the probability P�DjN,
� actually depends on N and 

only through their product2 N
, and not otherwise on the individual values of N and

. As a result, it is common to define the scaled mutation parameter3 � D 2N
, and
write the probability P�DjN,
� as P�Dj��. We can then concentrate on calculating the
likelihood L��� for the single parameter �. For concreteness, the remainder of the chapter
concentrates on this problem, though most of the methods described can be extended to
more complex problems with more parameters (see Section 8.5.1).

Although reduction of the model to a single parameter simplifies things slightly, it
is still not possible to write down an explicit expression for the likelihood. However,
using methods described in later sections, we can approximate it accurately. Figure 8.1
shows an approximation of the (log-)likelihood surface for data on the betaglobin gene
from Harding et al. (1997). We now consider how such a likelihood surface can be used
to estimate the parameter �, and to assess the uncertainty associated with this estimate.
There are two common approaches: the maximum likelihood approach and the Bayesian
approach.

1 In this chapter, when we refer to chromosomes we typically mean ‘chromosomal segments’.
2 Actually this is only an approximation which is derived by assuming N is large, and 
 is small, but it is an

extremely accurate approximation in practice.
3 Our definition is based on our earlier definition of N as the number of chromosomes in the population.

An alternative is to define N to be the number of individuals in the population, in which case there are 2N
chromosomes if the individuals are diploid, and � D 4N
.
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Figure 8.1 (a) Estimated log-likelihood for the betaglobin data from Harding et al. (1997). The
vertical solid line indicates the maximum likelihood estimate, while vertical dotted lines indicate
the approximate 95% confidence interval found by taking values of � for which the likelihood is
within 2 log-likelihood units of the maximum. (b) Posterior density of � for the same data, with
uniform prior on �. The vertical solid line indicates the posterior mode, while vertical dotted lines
indicate a 95% credible region. In this case the 95% confidence interval and the 95% credible
region are almost identical.

Maximum likelihood inference

Perhaps the most common likelihood-based approach to parameter estimation is to esti-
mate � by the maximum likelihood estimate, O�, being that value of � which maximizes
the likelihood L���. The uncertainty associated with this estimate is typically expressed by
giving a 95% confidence region for �, which is a set of values of � which has the rather
tricky and non-intuitive interpretation that if you sampled data from the model repeatedly,
and created confidence regions in the same way, in 95% of cases the region would contain
the true value of �. The trickiness of this interpretation must be the source of more confu-
sion than almost any other basic statistical concept. Without dwelling on the issue, we
note that it is not correct to say that the probability that � lies in the confidence region is
0.95, which is the intuitive interpretation most people would like to place on the interval:
in order to make such statements one must take a Bayesian approach, as outlined below.

There is a rather general and elegant statistical theory underlying the maximum like-
lihood approach to inference. The theory says that under suitable conditions O� will be
asymptotically4 normally distributed with mean the ‘true’ value of �, and that the log-
likelihood ratio statistic,

 D �2 log
L��0�

L�O�� , �8.3�

4 The term asymptotically here means ‘as the amount of data tends to infinity’. The implicit hope is that
asymptotic results will be reasonable approximations for reasonably large amounts of data. This is, of course,
not always the case.



INFERENCE UNDER THE COALESCENT 217

has asymptotically a chi-squared distribution, under repeated sampling from the model,
if �0 is the ‘true’ value of �. A useful consequence of this is that an approximate 95%
confidence interval for a one-dimensional parameter � may be obtained by considering
those � for which the log-likelihood is within two units of the maximum log-likelihood.
The maximum likelihood estimate of � for the betaglobin data (Figure 8.1) is � D 2.75,
and an approximate 95% confidence interval found in this way is [1.73, 4.91].

Note that we emphasize the phrase ‘under suitable conditions’ in the previous paragraph.
This is because in the sorts of applications considered here, these suitable conditions often
fail to hold, destroying the validity of the asymptotic theory, and making the construction
of valid confidence intervals very much more difficult. The reason why the conditions
often fail to hold in genetics applications is that, unlike most statistical problems where
observed data are independent, the types of randomly sampled chromosomes are not
independent, due to the fact that they share ancestry. In the same way that you and
your parents are related, and your genetic types are not independent, randomly sampled
chromosomes are also (more distantly) related, and their types are not independent. These
relationships between sampled chromosomes are of course exactly those which lead to
the coalescent. While this lack of independence does not in itself necessarily preclude
the standard theory applying, in many settings it is known that the standard theory does
not hold, and in other settings it is at best unclear. The standard method for obtaining
confidence intervals from the likelihood, and indeed any procedure which relies on the
asymptotic chi-squared distribution of the likelihood ratio statistic, must therefore be used
with caution in population genetics applications.

Proponents of the maximum likelihood approach sometimes claim that it has the advan-
tage (over the Bayesian approach described below) of ‘objectivity’, in that the opinion of
the researcher should not affect the results obtained. However, this is only partially true
since specification of the likelihood function itself typically requires subjective judgments
to be made about what to include in the model. For example, is it plausible to assume
that all sites mutate at an equal rate? Should we assume that the population has grown
linearly or exponentially? Can we ignore selection and/or recombination? The answers
to such questions are often unclear, and in practice it is necessary to make some subjec-
tive modelling assumptions in order to proceed. Furthermore, the maximum likelihood
approach provides no coherent way in which to make use of information we have about
parameters in the model from sources other than the data: from archaeological or anthro-
pological sources, or previous genetics studies, for example. The Bayesian approach to
inference allows such information to be included in the analysis.

Bayesian inference

Bayesian methods also make use of the likelihood in performing inference for parameters
in the model, but they allow (indeed, require) the incorporation of ‘prior information’ about
the model parameters. Formally, information about the parameters � must be expressed
by specifying a prior or pre-data distribution P��� for �. The distribution P��� is weighted
towards those � which are considered most likely according to our prior information. This
prior information is then combined with the likelihood by multiplying them together to
give the posterior or post-data distribution P��jD�:

P��jD� D L���P���/P�D�. �8.4�
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From this equation we see that P��jD� will be large for values of � which are both
well supported by the data (i.e. have high likelihood) and are consistent with our prior
information (high P���).

The post-data distribution represents our beliefs about the parameters, taking into
account both our prior information and the observed data. It is often convenient to
summarize these beliefs in some way. For example, it is common practice to report a
point estimate for � (usually the mode of the post-data distribution) and to specify a 95%
credible region for �, which is a set of values  satisfying P�� 2 jD� D 0.95. Unlike a
confidence region, a 95% credible region has the natural interpretation that the probability
that � is in the region is 0.95. Another nice feature is that the Bayesian approach does not
rely on asymptotic arguments, and so is valid in settings where the standard likelihood
theory fails.

For the betaglobin data, taking our prior distribution on � to be uniform in the range 0
to 10, thus favouring no particular value of � in that range above any others,5 the posterior
distribution of � is shown in Figure 8.1 The mode of the distribution is at � D 2.75, and
the 95% credible region with the highest posterior probability is [1.73, 4.82]. Thus, in
this case, the Bayesian and maximum likelihood approaches provide similar results. In
later examples results from the two approaches differ rather more than here.

Despite the apparant advantages of the Bayesian approach over the maximum likelihood
approach, there is still considerable resistance to it from many statistical authorities. Often
their concerns centre around the ‘subjective’ nature of the Bayesian method. Since the
post-data distribution depends on the specified prior distribution, different researchers with
differing prior beliefs may come to differing conclusions. In some cases, given enough
data, the post-data distribution is dominated by the likelihood, and the conclusions drawn
become relatively insensitive to the prior distribution used. Nevertheless, in practice it is
often the case that conclusions do depend quite sensitively on the prior distribution, and
it is important to recognize this. Such a result may seem unsatisfactory, but is simply a
reflection of the fact that there is sometimes insufficient information in the data to make
robust inferential statements.

It may be clear from the above discussion that the author’s preferences lean towards
the Bayesian approach to inference. However, the methods we examine may be used to
compute likelihood surfaces, and thus allow either a Bayesian or maximum likelihood
approach to be taken.

8.2 THE LIKELIHOOD AND THE COALESCENT

In following sections we consider methods of accurately approximating the likelihood
L���. These methods make use of ideas from coalescent theory, and those unfamiliar with
these ideas will find it helpful to study the companion chapter by Nordborg (this volume)
before proceeding.

The coalescent, and related processes, describe the distribution of the unknown tree
T relating a random sample of chromosomes. Here we wish to be deliberately vague
about what we mean by the ‘tree’: it might be simply the genealogy relating the sampled

5 This prior is convenient for the purposes of illustration. As we discuss later, rather than placing a prior
distribution on � D 2N
, it makes more sense to consider priors for N and 
 separately.
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chromosomes (see for example Figure 7.3 and accompanying text), or it might also include
the mutations on the branches of the genealogy. What matters is that if we knew the tree
then we could calculate6 the probability of the data P�DjT, ��.

We emphasize that although the tree relating the sampled individuals plays a major role
in the computational methods we consider here, it is a very different role from that played
by the tree in phylogenetic analyses (see Huelsenbeck and Bollback, Chapter 15, this
volume). In population genetics applications, interest typically focuses on the demographic
history of populations, and the tree relating randomly sampled individuals from those
populations is of interest only in so far as it informs us about the demographic history.
Nevertheless, many population genetics studies have focused on the problem of estimating
quantities relating to the tree (i.e. ancestral inference). In particular estimating the time
since the most recent common ancestor, TMRCA, of the sampled chromosomes, and the
ages of mutations in the tree, have become common objectives.7 Formally, these questions
involve the post-data distribution8 of the tree, P�TjD�, which is often easy to find using
methods we describe later. We anticipate that in the future focus will shift away from
estimating the tree, and towards estimating parameters in a model for the demographic
history of populations under study (e.g. times of major migration events in human history).

In attempting to approximate the likelihood L���, it turns out to be helpful to write it
as an average over all possible trees:

L��� D P�Dj�� D
∑
T

P�DjT, ��P�Tj��. �8.5�

This is helpful because every term in this sum is easy to calculate: we noted earlier that
we can calculate P�DjT, ��, and the pre-data distribution of the tree relating the sampled
individuals, P�Tj��, is given by basic coalescent theory (see Nordborg, this volume).
However, in most cases equation (8.5) cannot be used directly to evaluate the likelihood,
because the number of terms in the sum is so huge that it simply cannot be calculated
in a reasonable amount of time. For example, the number of tree topologies relating 10
chromosomes is 2 571 912 000.

In fact, since the branch lengths of the tree T are generally continuous quantities, the
sum above ought really to be written as an integral. For example, the likelihood should
be written as

L��� D P�Dj�� D
∫

P�DjT, ��P�Tj�� dT. �8.6�

This makes exact computation of the likelihood even harder, and most of the remainder of
this chapter is spent examining efficient methods of approximating this integral, and others
like it. Note that the integration takes place over the space of all possible T, which is a big
space! Numerical integration methods, such as Gaussian quadrature, which typically work
well for integrals in one or two dimensions, are difficult to apply to problems such as

6 In the case where T is the genealogy of the sampled chromosomes this calculation can be done using the
peeling algorithm (Felsenstein, 1981).

7 As noted by Wilson and Balding, (1998), while the TMRCA of a sample of chromosomes may not be the
most important time in human history, it has become central to the interpretation of genetic samples through
its widespread use.

8 In the coalescent framework, the tree T is the result of a random process (the evolution of the population),
and not a parameter in the model. This is true even when taking the maximum likelihood approach to inference.
Thus it is technically correct to talk of the distribution of T, rather than the likelihood of T.
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these, and the approximation of such high-dimensional integrals is now most commonly
performed using Monte Carlo (i.e. simulation-based) methods.

A naive Monte Carlo method of approximating (8.6) is based on the idea that if a
random variable X has density fX�x�, then the mean of any function of X, g�X� say, may
be approximated by simulating many values X�1�, X�2�, . . . , X�M� from the distribution
with density fX, and forming the average:

E�g�X�� D
∫
g�x�fX�x� dx ³ 1

M

M∑
iD1

g�X�i��. �8.7�

With suitable conditions on the function g, this approximation will be good provided M
is sufficiently large (formally the error tends to 0 as M tends to infinity). Applying this
idea to (8.6) gives

L��� D
∫

P�DjT, ��P�Tj�� dT ³ 1

M

M∑
iD1

P�DjT �i�, ��, �8.8�

where9 T �1�, T �2�, . . . , T �M� ¾ P�T j��. The approximation (8.8) is easy to implement,
since P�T j�� can be simulated from using coalescent methods, and P�DjT �i�, �� is easily
calculated. Unfortunately the approximation is also next to useless for problems involving
samples of more than a few chromosomes. The reason for this is that P�DjT �i�, �� will
be very small for all but a few of the T �i� we simulate. Only the few larger values
will contribute significantly to the sum (8.8), but almost all of our effort will be spent
calculating the very small terms which contribute negligible amounts to the sum. Typically
the proportion of trees which actually contribute significantly to the sum is less than one
in a million, and in such cases the method becomes hopelessly inefficient.

8.3 IMPORTANCE SAMPLING

Importance sampling (see Ripley, 1987, for background) is a standard statistical method
for improving the efficiency of Monte Carlo integration. The idea is simple, and based
on rectifying the inefficiency of the approximation (8.8) by concentrating simulation and
computational effort on the more ‘important’ trees, being those trees for which P�DjT, ��
is relatively large, or in other words those trees which are more consistent with the
observed data. Importance sampling (IS) was first used in this context by Griffiths and
Tavaré (1994a; 1994b; 1994c), though they derived their method in a rather different
way, as a way of solving recursive equations. Similar methods have since been applied,
by themselves and others, to a variety of genetic systems and demographic models (see, for
example, Griffiths and Marjoram, 1996; Griffiths and Tavaré, 1997; 1999; Nielsen, 1997;
Bahlo and Griffiths, 2000). The connection between the Griffiths–Tavaré method and IS
was pointed out by Felsenstein et al. (1999) and Stephens and Donnelly (2000) show how
this observation can be exploited to develop substantially more efficient algorithms.

9 The notation ¾ in what follows means ‘are distributed as’.
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The IS method is based on rewriting (8.6) as

L��� D
∫

P�DjT, ��P�T j�� dT

D
∫

P�DjT, ��P�T j��
Q�T �

Q�T � dT, �8.9�

where Q�Ð� is any distribution satisfying the condition

Q�T � > 0 whenever P�DjT, ��P�T j�� > 0. �8.10�

(This condition is required essentially to avoid division by 0.) The distribution Q�Ð� is
referred to as the IS distribution, or proposal distribution. Straightforward Monte Carlo
approximation of (8.9) gives

L��� ³ 1

M

M∑
iD1

P�DjT �i�, ��
P�T �i�j��
Q�T �i��

, �8.11�

where T �1�, T �2�, . . . , T �M� ¾ Q�T �.
By choosing the distribution Q carefully, this method of approximation is very much

more efficient than (8.8). For example, when estimating L��� the optimal choice QŁ
� for

Q depends on � and is the post-data distribution of the tree T given the genetic data D
and the parameter �:

QŁ
� �T � D P�T jD, �� D P�T j��P�DjT, ��

P�Dj�� D P�T,Dj��
P�Dj�� . �8.12�

Intuitively this choice of Q directs more sampling and computational effort towards trees
which have larger values of P�DjT, ��, and thus avoids the inefficiency associated with
the naive approximation (8.8) discussed previously. In fact, for Q D QŁ

� , every term in
the sum (8.11) is the same:

P�DjT �i�, ��P�T �i�j��
QŁ
� �T �i��

D P�D, T �i�j��
P�D, T �i�j��/P�Dj�� D L���, �8.13�

and the variance of the estimator (8.11) is 0, or in other words the approximation becomes
exact. This seems almost too good to be true, and in most situations this is indeed the
case, the problem being that we do not know the distribution required in (8.12). In fact,
to implement (8.11) we must be able to do two things:

ž simulate (directly) from Q�Ð�;
ž calculate Q�T �i�� for each T �i�.

For Q D QŁ
� we are not able to do either of these things.

Nevertheless, the observation that QŁ
� �T � D P�T jD, �� is helpful, as it gives us an insight

into which choices of Q may be sensible. In particular, it seems that when attempting
to estimate L��� at a particular value of �, a good strategy would be to choose Q to
closely approximate QŁ

� . This is the strategy pursued in Stephens and Donnelly (2000),
who found it to be a very successful way of developing good IS methods in many cases.
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8.3.1 Likelihood Surfaces

The approximation (8.11) allows us to approximate the likelihood surface L��� at all values
of �, using samples from a single Q�T �. However, since the optimal IS function (8.12)
depends on �, it is clear that no one choice of Q can be optimal for all � simultaneously,
and that the efficiency of the resulting estimator for L��� may vary with �. Suppose that
we have constructed an IS function Q�0�T � to approximate QŁ

�0
�T �, for some fixed value

�0, and consider using this IS function to estimate the likelihood curve L��� at all values of
�, using (8.11). A strategy along these lines was adopted in Griffiths and Tavaré (1994a),
which refers to �0 as the ‘driving value’ for �, and has since been frequently employed in
implementations of IS schemes. Intuitively we might expect this IS function to be most
efficient in estimating L��� for values of � near �0, and less efficient for � far away from
�0. For reasons discussed in Stephens and Donnelly (2000), this can tend to cause such
methods to underestimate the likelihood for values of � away from the driving value �0.
This can have two rather undesirable consequences. First, it can cause the estimate of the
likelihood surface to have its maximum near �0, even when the true likelihood surface
has its maximum elsewhere. Second, if the driving value �0 is near the maximum of the
true likelihood surface then the estimate of the likelihood may tend to be more highly
peaked about �0 than the true likelihood.10 The severity of these effects is rather difficult
to predict: in some cases they cause few problems, while in others the effects can be
extreme. It is important to bear this in mind when using these methods.

In order to avoid such problems we might try using a different IS function to estimate
the likelihood at each value of �. That is, we might use an IS function Q�i to estimate the
likelihood L��i� on a grid of values, � D �1, �2, . . . , �R, say. In order to obtain efficient
estimates at all values of � we need Q�i to be a good approximation to the optimal IS
function QŁ

�i . This ‘pointwise’ approach to estimating the likelihood surface is somewhat
wasteful in that it requires a set of samples from Q�i for each i, but at each point in
the grid it uses only one of these samples to estimate the likelihood. A more efficient
approach, which is in some sense a combination of the ‘pointwise’ and ‘driving value’
approaches, is to use a sample from a single IS function,

Q�T � D 1

R

R∑
iD1

Q�i�T �, �8.14�

to estimate the likelihood surface at a grid of values of �. A stratified sample from this
IS function could be obtained by pooling samples of equal size from each of the Q�i�T �.
It can be shown that using (8.14) is guaranteed to be more efficient (by some reasonable
criterion) than using the pointwise approach. However, while this more efficient approach
is straightforward in principle, it needs to be coded into the software being used. Where
this is not the case, it is advisable to at least compare estimates of the likelihood surfaces
using different driving values in order to check that this is not causing problems. If
the surfaces found using different driving values are very different, then a ‘pointwise’
approach may be safer, if rather time-consuming.

10 This is important because it would cause estimated confidence intervals or credible regions to be too small.
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8.3.2 Ancestral Inference

IS schemes also provide a straightforward way of approximating the post-data distribution
of the tree P�T jD, ��. Define the weight w�i� associated with tree T �i� by

w�i� D W�i�

M∑
jD1

W�j�

, �8.15�

where

W�i� D P�DjT �i�, ��
P�T �i�j��
Q�T �i��

. �8.16�

It is easy to show that the distribution with weight w�i� on tree T �i� is an approximation
to the post-data distribution P�T jD, ��. As a result it is straightforward to approximate
quantities of interest relating to the tree by forming a weighted average of these quantities
over the sampled trees. For example, the expected value of TMRCA can be approximated by

E�TMRCA� ³
∑
i

w�i�TMRCA�T �i��. �8.17�

8.3.3 Application and Assessing Reliability

One of the most important considerations when applying computationally intensive methods
such as these is whether the results obtained are reliable. When applying IS methods this
comes down to whether the number of iterations M is sufficiently large for the approxima-
tions being made to be reasonably accurate. Unfortunately the value of M required varies
drastically from problem to problem, and so no simple answer exists to the question ‘How
many iterations must I use?’. However, a simple and generally effective procedure is to
run the algorithm several times with different seeds for the pseudo-random number gener-
ator, and to check that the same results are obtained each time. If the results differ greatly
with each run then the runs are too short. Here we confine ourselves to a single illustrative
example: a more detailed discussion and more examples can be found in Stephens and
Donnelly (2000).

Our illustration comes from applying the Griffiths – Tavaré method, implemented in
the program genetree, to the betaglobin data from Harding et al. (1997), where a
more comprehensive analysis and discussion of the biological significance of the results
can be found. Five different approximations to the likelihood surface, based on runs of
length M D 10 000, using a driving value11 of � D 5.0, are shown in Figure 8.2(a). The
reasonably large differences between the runs indicate that the runs are perhaps rather too
short to give reliable results. Five approximations based on runs of length 1 000 000 shown
in Figure 8.2(b) exhibit much less variation. We conclude that for these data genetree
requires perhaps millions of iterations to deliver reliable results. This sort of requirement is

11 Earlier we warned that care must be taken when using a ‘driving value’ to approximate the likelihood
surface. In this case we checked that using pointwise estimates, or different driving values, gives very similar
answers. In general using a driving-value approach with genetree tends to give reasonable results in models
without migration or growth. However, once growth and migration are included in a model more care may be
required.
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Figure 8.2 Estimated log-likelihoods for the betaglobin data from Harding et al. (1997). (a) Five
different curves, each obtained using M D 10 000 iterations. (b) Five different curves, each obtained
using five different seeds, each using M D 1 000 000 iterations.

typical. Indeed, for problems involving migration between subpopulations and/or growth,
many more iterations are typically required, which can result in the method becoming
prohibitively time-consuming (perhaps months or even years of computer time). In order
to tackle such problems, improved IS methods along the lines of Stephens and Donnelly
(2000) are likely to be required.

A notable feature of the curves in Figure 8.2 is that although many of the curves are at
different heights, they are all a similar ‘shape’, and peak at the same place. Exactly why
this occurs is not really well understood, but it appears often to be the case, at least in
settings not involving population growth, migration or recombination. It is important to
stress that when sufficient iterations have been performed, all curves should in theory be
both the same height and shape. If they are not all the same height it is a sign that the
algorithm has not been run for long enough. In some cases, as here, the results obtained
when the algorithm has been run long enough do not differ in most practical terms from
the results obtained from a short run. However, in other cases they may differ, and you
can only find out by doing the longer runs!

8.4 MARKOV CHAIN MONTE CARLO

8.4.1 Introduction

Markov chain Monte Carlo (MCMC) has recently become a very popular technique in
computational statistics (some useful background can be found in Gilks et al., 1996).
Essentially it is a method for producing samples from a distribution which is not easy
to simulate from directly. For example, we noted that to answer questions about the tree
relating the sampled chromosomes, it would be helpful to simulate from the conditional
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distribution of the tree given the data, P�T jD�. Although this is difficult to achieve directly,
it is relatively straightforward, at least in principle, using MCMC methods. Further, as we
will also see later, these methods can also be used to approximate the likelihood surface
for �. We begin though by explaining the basics of MCMC techniques.

Suppose we wish to generate trees from some distribution ��T � which is difficult (or
impossible) to simulate from directly (e.g. ��T � D P�T jD�). Informally, MCMC methods
achieve this by starting at some initial tree T �0�, and moving randomly from tree to tree in
such a way that, in the long run, the frequency with which trees are visited is proportional
to ��T �. The question that MCMC methods answer is how we can move randomly from
genealogy to genealogy so that this is achieved. We consider here perhaps the most
important and widely used MCMC method: the Metropolis–Hastings algorithm. The idea
is that relatively arbitrary methods of moving randomly from genealogy to genealogy
can be modified to create an algorithm with the required properties. Let Q denote some
method of moving randomly from tree to tree, with Q�T ! T 0� being the probability that,
if we start at T then we move to T 0. The following algorithm ensures that, in the long
run, the frequency with which trees are visited is proportional to ��T �.

Starting at some initial starting point, iterate the following steps:

1. Given the ith genealogy T �i�, draw a genealogy T 0 from Q�T �i� ! T 0�.

2. With probability A, given by

A D min
(

1,
��T 0�Q�T 0 ! T �i��

��T �i��Q�T �i� ! T 0�

)
, �8.18�

accept the proposed genealogy, and set T �iC1� D T 0. Otherwise reject the proposed
genealogy and set T �iC1� D T �i�.

Note that when a proposed genealogy is ‘rejected’ in the above algorithm, the new
tree is the same as the current tree. It is important that these duplicate trees are counted,
and not simply discarded. The distribution Q is often referred to as the proposal distri-
bution, and the probability A is referred to as the acceptance probability. Calculating A
requires being able to calculate the transition probabilites Q, which is usually easy, and
the ratio ��T 0�/��T �, which is also often easy, even if ��T � itself cannot be calculated.
For example, in the case ��T � D P�T jD, ��, we have

��T 0�
��T �

D P�T 0jD, ��
P�T jD, �� D P�T 0,Dj��

P�T,Dj�� D P�T 0j��P�DjT 0, ��
P�T j��P�DjT, �� , �8.19�

which we can calculate just as we could calculate the terms of the sum (8.5).
Under relatively weak conditions on Q (see Gilks et al., 1996, for example), which are

usually easily satisfied in practice, it is straightforward to show that T �1�, T �2�, T �3�, . . .
form a Markov Chain with stationary distribution ��Ð�, and that T �b�, for sufficiently
large b, is approximately a sample from ��Ð�, the distribution we wished to sample from.
Furthermore, for sufficiently large k, T �b�, T �bCk�, T �bC2k�, . . . may be treated as approxi-
mately independent samples from ��Ð�. The value b is known as the burn-in, while k is
referred to as the thinning interval.

Why does this algorithm work? Some helpful intuition can be obtained by considering
the special case where the proposal distribution Q is symmetric, in that Q�T ! T 0� D



226 M. STEPHENS

Q�T 0 ! T � for all T and T 0. In this case the acceptance probability for moving from T
to T 0 becomes A D min�1, ��T 0�/��T ��. Thus moves which are accepted tend to be to
trees for which ��T 0� is relatively large, and moves which are rejected tend to be from
trees for which ��T � is relatively large. As a result the algorithm tends to spend more
time exploring those trees with large values of � than those with small values, which is
at least a necessary condition for it to work.

8.4.2 Choosing a Good Proposal Distribution

Although in theory the above algorithm works for any choice of proposal distribution Q
which satisfies the required conditions, in practice choice of Q can have a very strong
effect on the efficiency of the method, or in other words on what values of b and k
are ‘sufficiently large’. Even for good choices of Q, the values of b and k required can
be large for problems of moderate size: tens of thousands or millions, for example. For
bad choices of Q the values of b and k required are so large as to make the approach
infeasible. How to choose a good proposal Q is therefore an important issue.

Unfortunately it is often difficult to predict in advance whether one particular Q will
perform better than another, although there are some general guidelines. For example,
it is desirable for Q to at least occasionally propose moves to ‘good’ trees, being those
with a high value for �. Otherwise almost every proposed tree will be rejected, and
the algorithm will remain stuck where it is. Similarly, algorithms which always propose
only very small changes to the current tree will tend to explore the set of all possible
trees rather slowly. Algorithms which exhibit this kind of behaviour are sometimes called
‘sticky’. Conversely, algorithms which move very freely between very different trees are
said to ‘mix well’. Ideally, then, we want our proposal distribution to propose moves
which (i) are to trees which are very different from the current tree, and (ii) have a high
probability of acceptance. It is typically difficult to find a proposal which achieves both
these aims: proposals which propose big moves tend to have low acceptance rates. A
common strategy is to simply experiment with different schemes, trying various ad hoc
modifications until a scheme which performs well (in that it moves quickly between
different plausible trees) is found. This strategy has practical merit, and is acceptable
since in principle these ad hoc modifications do not affect the validity of the algorithm.
Nevertheless it often remains tricky to assess how well a scheme is performing, even after
it has been implemented and the results can be examined.

8.4.3 Likelihood Surfaces

There are many ways of using MCMC methods to calculate likelihood surfaces for �, and
we now examine some of these in detail. Although it is possible to use MCMC methods
to estimate the likelihood surface itself, in practice it is very much easier to estimate
a relative likelihood surface; that is, a function QL��� which satisfies QL��� D ˛L��� for
some unknown constant ˛. Knowledge of a relative likelihood surface is sufficient for
most applications: in particular, it allows the parameters to be estimated using either the
maximum likelihood or Bayesian approach. We distinguish here between two types of
method: those which keep � fixed, and those which allow � to vary.
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� fixed

Suppose T �1�, T �2�, . . . , T �M� is an MCMC sample from P�T jD, �0� for some fixed �0.
Then we might attempt to estimate the likelihood surface using P�T jD, �0� as an IS
distribution:

L��� D
∫

P�Dj�, T �P�T j�� dT

D
∫

P�Dj�, T �P�T j��
P�T jD, �0�

P�T jD, �0� dT

³ 1

M

M∑
iD1

P�Dj�, T �i��P�T �i�j��
P�T �i�jD, �0�

. �8.20�

However, this estimator is of little use as we cannot evaluate P�T �i�jD, �0�. In fact we
noted earlier that we could not use P�T jD, �0� as an IS function since we could neither
simulate from it directly nor calculate it explicitly. MCMC methods allow us to simulate
from it indirectly, but do not solve the problem of calculating it explicitly. However,
writing

P�T �i�jD, �0� D P�T �i�,Dj�0�

P�Dj�0�
D P�T �i�,Dj�0�

L��0�
�8.21�

and substituting into (8.20), we obtain

L���

L��0�
³ 1

M

M∑
iD1

P�D, T �i�j��
P�D, T �i�j�0�

, �8.22�

which we can evaluate, and which gives us an estimate of a relative likelihood surface,
QL��� D ˛L���, where the unknown constant ˛ D [L��0�]�1.

What can be said of the efficiency of the estimate (8.22)? Well, recall that P�T jD, �0�
was identified as the optimal IS function for estimating L��� at � D �0, but that this
efficiency will be reduced for other values of �. Similarly, it is the optimal IS function for
estimating QL��� at � D �0, and efficiency will be reduced for other values of �. However,
the value of QL��� at � D �0 is known by definition to be L��0�/L��0� D 1.0, so ‘optimality’
at this point is very easy to achieve. Of more concern is the potential lack of efficiency for
other values of �, which can cause severe problems. We repeat the warning that lack of
efficiency in these methods needs to be taken seriously, as it can easily lead to estimates of
the (relative) likelihood which are wrong by orders of magnitude. In particular, likelihood
surfaces estimated in this way may have a peak near �0 even when the true likelihood
surface has its peak away from �0, or, if the true likelihood surface has a peak near �0,
may be more peaked about �0 than the true surface.

One approach to addressing this problem is based on the fact that the estimator (8.22)
for QL��� will be most efficient, and hence most reliable, for values of � which are
‘close’ to �0. Suppose we wish to estimate the relative likelihood on a grid of values
of � D ��1, �2, . . . , �R�, where �1 < �2 < . . . < �R. If �2 is close enough to �1 then we can
accurately estimate L��2�/L��1� using (8.22) and a sample of trees from P�T jD, �1�. Simi-
larly, if �3 is close enough to �2 then we can accurately estimate L��3�/L��2� using (8.22)
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and a sample of trees from P�T jD, �2�. We can then estimate

L��3�

L��1�
D L��3�

L��2�
ð L��2�

L��1�
,

and, continuing in this way, can estimate L��i�/L��1� for i D 1, 2, . . . , R, and thus construct
an estimate of the relative likelihood surface.

Note that the above procedure requires MCMC samples from P�T jD, �i� for i D
1, 2, . . . , R� 1, and thus requires us to run R� 1 independent Markov chain simulations.
In fact, given that we have to generate these samples anyway, there is a more efficient way
of combining them than the naive method we have just described. It is an iterative method
due to Geyer (1991), who named it ‘reverse logistic regression’. Its implementation in
this context is described by Kuhner and et al. (1995).

� varying

MCMC schemes can also be used to produce an MCMC sample,

���1�, T �1��, ���2�, T �2��, . . . , ���M�, T �M���,

from P��, T jD� for any given prior distribution on �. Instead of simply wandering around
different T, the algorithm must now also explore different possible values for �. One way
to achieve this is to define a proposal distribution Q which proposes a move from the
current pair of values ��, T � to a new pair of values ��0, T 0�, and then accepts or rejects
this proposal in the same way as before (replacing ��T � with ��T, ��). More commonly,
methods can be developed which alternately propose changing T and changing �, as in
Wilson and Balding (1998).

This approach arises most naturally from the Bayesian approach to inference, when we
would be interested in the post-data distribution for �. However, since the post-data distri-
bution for � is proportional to the prior P��� times the likelihood L���, it is straightforward
to obtain an estimate of a relative likelihood surface from an estimate of the post-data
density, simply by dividing by the prior density (which is usually easy to calculate). The
simplest (though not the best) method of estimating the post-data density of � is to plot a
histogram of the � values in an MCMC sample ���1�, T �1��, ���2�, T �2��, . . . , ���M�, T �M��.
Thus, these methods can provide a useful computational tool for likelihood-based infer-
ence in general, and need not be confined to Bayesian analyses.

8.4.4 Ancestral Inference

The use of MCMC methods to perform ancestral inference is relatively straightforward.
For example, if T �1�, T �2�, . . . , T �M� is an MCMC sample from P�T jD, �� for some fixed
value of �, then the expectation of TMRCA given this value of � can be approximated by
the straightforward Monte Carlo method

E�TMRCAjD, �� D
∫
TMRCA�T �P�T jD, �� dT �8.23�

³ 1

M

M∑
iD1

TMRCA�T �i��. �8.24�
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Provided the MCMC scheme mixes reasonably well, this approximation will be accurate
for moderate values ofM. Other quantities of interest relating to the ancestry of the sample,
such as the expected age of a particular mutation, can be approximated in a similar way.
There is, though, a slight complication: what value of � should be used to make these esti-
mates? In a maximum likelihood framework, it is natural to use the maximum likelihood
estimate for �. However, this approach ignores the fact that in practice we do not know the
true value of �, and there may be considerable uncertainty associated with any estimate
of �. There does not seem to be an obvious way around this problem without moving
to the Bayesian framework, which provides a coherent way of taking into account the
uncertainty in our estimate of �. For example, if �T �1�, ��1��, �T �2�, ��2��, . . . , �T �M�, ��M��
is an MCMC sample from P�T, �jD�, then

E�TMRCAjD� D
∫
TMRCA�T �P�T jD� dT �8.25�

³ 1

M

M∑
iD1

TMRCA�T �i�� �8.26�

is an estimate of the expected value of TMRCA which takes into account the uncertainty
associated with �.

8.4.5 Example Proposal Distributions

As we noted earlier, in principle there is a huge amount of flexibility in choice of proposal
distribution Q. Not surprisingly, then, several different suggestions for choice of suitable
Q have been made. We examine two of the earliest suggestions here. Examples of other
MCMC schemes include Beaumont (1999) and Nielsen (2000). At the current time it is
an open question which of the available proposals is best suited to which contexts: as
researchers gain wider experience of these methods, the answer to this question should
become clearer.

The examples we discuss below are illustrated in Figures 8.3 and 8.4. These figures
show trees relating a sample of five individuals, each typed at a single microsatellite
locus, for which each individual’s genetic type may be represented by an integer (shown
at the bottom of the tree.) In what follows, it is worth remembering that alleles which
are closer numerically are likely to be more closely related (so a ‘7’ is likely to be more
closely related to a ‘6’ than to a ‘3’).

The Beerli–Kuhner–Yamato–Felsenstein (BKYF) ‘conditional coalescent’ proposal

This is the proposal described in Beerli and Felsenstein (1999) and Felsenstein et al.
(1999). They refer to it as a ‘conditional coalescent’ proposal, because a new tree is
formed from the current tree by removing one of the branches and resimulating it from
the appropriate coalescent process, conditional on all the other branches staying fixed. For
the case of samples from a single panmictic population it proceeds (in outline) as follows:

1. Choose a node, x, uniformly at random from all nodes other than the root on the
current tree.

2. Remove the parent node of x (marked x0 in Figure 8.3) from the tree, together
with the lineage joining x to x0.
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Figure 8.3 Illustration of the BKYF ‘conditional coalescent’ proposal, which is a proposal distri-
bution for moving from one tree (left) to another (right), as explained in the text.
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Figure 8.4 Illustration of the Wilson and Balding ‘branch-swapping’ algorithm, which is a proposal
distribution for moving from one tree (left) to another (right), as explained in the text.

3. Starting from x, simulate a lineage towards the root of the tree. At any given time
this lineage coalesces at constant rate with each lineage existing in the tree at that
time. (If necessary, the lineage above the current root is extended backwards in
time.)

4. Eventually the branch from x will coalesce with another branch, to create a new
node (marked y in Figure 8.3).
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A more detailed description of this proposal, including a natural extension for samples
from several different populations, is given in Beerli and Felsenstein (1999).

The Wilson and Balding (WB) ‘branch-swapping’ proposal

In order to design their proposal distribution, Wilson and Balding (1998) augmented
their tree to include details of the genetic types at every node. In outline, the proposal
distribution proceeds as follows:

1. Choose a node, x, uniformly at random from all nodes other than the root on the
current tree.

2. Remove the parent node of x (marked x0 in Figure 8.4) from the tree, together
with the lineage joining x to x0.

3. Choose a node, y, above which to attach the branch which formerly attached x
to the tree, weighting the choice of y towards nodes which have a type which is
similar to the type at x.

4. Attach the branch leading from x somewhere above y, creating a new node
(labelled y0 in Figure 8.4) where the join occurs.

5. Choose a type label for the newly created node, weighting this choice towards
those types which are close to the types at both x and y (i.e. favouring types
between the types at x and y).

Comparing the BKYF and WB proposals

The BKYF and WB proposal distributions have an important qualitative difference. By
augmenting the genealogy to include the genetic types at the internal nodes, Wilson
and Balding were able to design an ‘intelligent’ proposal distribution which tends to
make sensible choices for where to move branches. In particular, step 3, which tends
to reattach the branch leading to x at a sensible point in the tree, would be impossible
without information on the types at the internal nodes. In contrast, the behaviour of the
BKYF proposal does not even depend on the observed genetic types at the tips of the
tree, and as a consequence moves to very ‘unlikely’ trees may often be proposed (and will
usually be rejected). For example, the move illustrated in Figure 8.3 is to a tree which is
rather inconsistent with the observed data, and so would most likely be rejected. Such a
move has reasonable probability under the BKYF proposal, but small probability under
the WB proposal. One might wonder whether there is ever a good reason for choosing a
less ‘intelligent’ scheme. The answer is that the intelligence of the WB scheme comes at
a cost: the expanded sample space which results from including the types at the internal
nodes. In order for the MCMC scheme to explore the space properly it is now necessary
for it to explore not only all plausible trees, but also all plausible configurations for the
internal node types. Another potential drawback of more ‘intelligent’ schemes is that more
computation may be required to propose each move, and so fewer moves are proposed
in a fixed time.

The trick then is to get a good balance between the size of the space to be explored,
the computational effort required for each proposal, and the ‘intelligence’ of the proposal



232 M. STEPHENS

distribution. In my experience the WB proposal seems to strike this balance nicely for
microsatellite data. In order to apply a similar approach to sequence data it might be worth
including the types at the internal nodes at the segregating sites only, as this should allow
intelligent proposals to be designed while keeping the sample space down to a manageable
size. Direct comparison of the performance of the BKYF and WB proposals is currently
tricky, partly because the programs which implement these proposals use different methods
to estimate the likelihood surface or post-data distribution of the parameters, and so it is
not clear to what extent differences in performance are due to the differences in choice
of proposal distribution, and to what extent they are due to other factors.

8.4.6 Application and Assessing Reliability

We illustrate application of an MCMC scheme using the micsat program of Wilson
and Balding (1998), and the example files (cooper.inp and cooper.dat) which
come supplied with micsat. The data come from Cooper et al. (1996), and consist of
60 males from Nigeria, Sardinia and East Anglia, typed at five microsatellites on the
Y chromosome. Wilson and Balding (1998) refer to these data as the NSE data set.

Wilson and Balding (1998) use micsat to provide a Bayesian analysis of these data.
In particular, they estimate the post-data distributions of � and TMRCA given certain priors
on N and 
. Histograms of these distributions, based on the output obtained from the
example files supplied with micsat, are shown in Figure 8.5. (We show the distribution
of TMRCA measured in units of generations. This can be converted to years by multiplying
by a generation time, as we see later.) As might be expected, the results are very similar
to those in Wilson and Balding (1998), which the reader should consult for a discussion
of their biological significance. We concentrate here on some of the statistical issues, the
first and most important being how we can be sure that the MCMC scheme has been
run for long enough to give reliable results. This question should always be asked when
results from an MCMC method are being considered. Perhaps the most straightforward
and practical method of investigating this is to rerun the algorithm several times, using
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Figure 8.5 Results of a Bayesian analysis of the NSE data, based on output of micsat using
example files cooper.inp and cooper.dat. (a) Histogram of post-data distribution of �.
(b) Histogram of post-data distribution of TMRCA.
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Figure 8.6 Estimates of post-data distribution of (a) � and (b) TMRCA based on output of micsat
with example files cooper.inp and cooper.dat. Each of the four estimates shown is based
on a run using a different seed for the pseudo-random number generator (which is set in the file
cooper.inp). The similarity of the estimates to one another gives grounds for optimism that the
MCMC runs are sufficiently long.

different seeds for the pseudo-random number generator, and different initial trees, and
compare the results obtained. Although more sophisticated diagnostic methods exist (see
Brooks and Roberts, 1998, for example), none is foolproof, and this is the approach I
would recommend for the novice user. It has the practical advantage that it can be applied
even when the program implementing the MCMC scheme gives the user only a summary
of the results, which is sometimes the case (though micsat allows you to inspect the
raw MCMC sample). Figure 8.6 shows estimated post-data distributions for � and TMRCA

from four further runs of micsat, each using a different seed. Very similar results are
obtained in each case, giving grounds for optimism that the MCMC runs are sufficiently
long.

Another issue is to what extent the results depend on the use of the Bayesian method
and choice of prior. Wilson and Balding (1998) show how their results vary with different
choices of prior for the parameters N and 
. It is natural to specify independent priors
for N and 
, rather than a prior for � directly, for two reasons:

1. There is often information about likely values for 
 from sources other than the
data being considered. For example, Wilson and Balding (1998) based their prior
for 
 on pedigree studies, in which three mutations were observed in 1491 meioses.

2. There is often information about likely values for N from studies at other loci:
under the assumption of neutrality all loci should share the same value for N
(except, of course, that the X chromosome and Y chromosome should have values
of N which are respectively three-quarters and one-quarter of the value of N for
autosomal loci).

Note also that the priors for N and 
 affect the distribution of TMRCA, and that TMRCA

cannot be estimated unless there is some information from another source on eitherN or 
.
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Here we compare the estimated distribution of TMRCA obtained with the ‘high-variance’
priors from Wilson and Balding (1998) with that obtained by a maximum likelihood
approach. An estimate of the (relative) likelihood for � can be obtained by taking an
estimate of the post-data density for � from the histogram in Figure 8.5(a), and dividing
it by the prior density for �. Maximizing this gives an estimate of the maximum likeli-
hood estimate for �, which for these data is around � D 11.0. In this case the maximum
likelihood estimate is very close to the post-data mode (the peak of the post-data density)
for �, but this is not always the case. Based on the observation of 3 mutations in 1491
meioses in a pedigree, the maximum likelihood estimate of 
 is 3/1491 ³ 0.002, and
substituting these point estimates into � D 2N
 gives a point estimate for N of 2734. The
natural maximum likelihood approach to estimating the distribution of TMRCA is to take
these estimates as given, which can be achieved using micsat by placing priors on N
and 
 which are very peaked about these point estimates.

Finally, in order to convert TMRCA from generations to years, it is necessary to multiply
by what we believe to be the generation time. Opinions differ on what the appropriate value
for generation time should be. Although 20 years has been commonly used, the evidence
is that the appropriate value may be nearer 27 (Weiss, 1973) or even higher (Tremblay
and Vézina, 2000). The uncertainty in this value ought really to be taken into account in
a proper analysis, and in a Bayesian framework this is straightforward: we use a uniform
distribution on 20–35 years for the generation time. For the purposes of comparison we
used a point estimate of 27.5 years for the generation time in the maximum likelihood
framework. The resulting estimate of the distribution of TMRCA is rather more peaked
than the estimate obtained by the Bayesian approach (Figure 8.7). This is a consequence
of the maximum likelihood method ignoring the inherent uncertainty in our estimates of
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Figure 8.7 Comparison of the post-data distribution of TMRCA for the NSE data set using maximum
likelihood and Bayesian approaches. (a) Post-data distribution of TMRCA using the maximum like-
lihood point estimates, � D 11.0 and 
 D 0.02, and a generation time of 27.5 years. (b) Post-data
distribution of TMRCA using a fully Bayesian approach, with the priors on N and 
 used by Wilson
and Balding (1998), and a uniform distribution on generation time between 20 and 35 years. The
Bayesian approach allows for uncertainty in the estimates of 
, N, and the generation time, and as
a result gives a more diffuse distribution for TMRCA.
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N and 
 and in the estimated generation time. For these reasons we endorse a Bayesian
approach for these sorts of question.

8.5 CONCLUSIONS

8.5.1 Extensions to More Complex Demographic and Genetic Models

The examples we have considered in this chapter have all been restricted to the assumption
of a constant-sized panmictic population. We chose to do this partly for simplicity, and
partly because until recently little software was available for more complex analyses. This
is changing rapidly, and already very much more complex models (including population
structure, recombination, and certain types of selection) are viable, and software covering
these settings is beginning to become available. Fortunately, almost everything that we
have said about the simple case also applies to these more complex cases. Typically,
the number of parameters in these more complex models is larger, which makes plotting
likelihood surfaces (for example) rather harder, but the basic principles underlying IS and
MCMC are unchanged. When dealing with these more complex models some important
questions to bear in mind are:

ž Have I run the method long enough to obtain reliable results? As we have stressed,
multiple runs using different seeds and starting points can be a big help here.

ž Is my model appropriate, and will it allow me to answer the questions I am
interested in? For example, if you are interested in historical rates of migration
between subpopulations, it is senseless to apply a model in which populations split
some time in the past, with no subsequent migration.

8.5.2 Choice of Method

From a practical point of view, choice of method in a particular context will depend
largely on the software available for the types of data and models of interest (see below).
Where more than one program is available, a conservative recommendation would be to
use all available methods to check that they give the same answers. This can give a useful
check that the software is behaving properly, and that you are using it correctly. From
a more theoretical viewpoint there is still some uncertainty as to which methods will be
most suitable for which types of data and model (see, for example, Stephens and Donnelly,
2000). Currently it seems that IS methods can be made to work well for the infinite-sites
model, and for single microsatellite loci, but that MCMC methods, particularly methods
which allow a Bayesian approach to be taken, will turn out to be more powerful and
flexible in general. Research on these questions in ongoing.

8.5.3 Software and Internet Resources

There are several programs available on the World Wide Web, implementing some of
the methods described in this chapter, and their extensions to more complex genetic and
demographic settings. Here we give a selection of software available at time of writing,
though the list of programs available is growing all the time:
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ž The programs fluctuate (Kuhner et al., 1998), migrate (Beerli and Felsen-
stein, 1999), and recombine are available from

http://evolution.genetics.washington.edu/lamarc.html.

All are based on MCMC methods which keep the parameters of the model
fixed, and use methods described in Section 8.4.3 to calculate likelihood surfaces.
Fluctuate is suitable for analysing sequence data in a panmictic population
which has undergone an exponential expansion or decline. Migrate allows anal-
ysis of sequence data and microsatellites, and includes models for migration
between subpopulations. Recombine allows estimation of recombination rates
from sequence data in a constant-sized population. Future programs will allow for
more flexibility in combining these different options for various types of genetic
data.

ž The program genetree (see, for example, Griffiths and Tavaré, 1994b) is avail-
able from

http://www.stats.ox.ac.uk/mathgen/software.html.

It implements an IS algorithm, and includes options allowing estimation of migra-
tion and growth rates in structured populations. For moderate-sized data sets
with several subpopulations the current version can require very large amounts
of computer time, though there are plans for a more efficient version.

ž The program micsat (Wilson and Balding, 1998) is available from

http://www.maths.abdn.ac.uk/¾ijw/.

It is an MCMC scheme for a Bayesian analysis of microsatellite data from a
constant-sized panmictic population, based on the proposal distribution outlined
earlier. A more powerful and flexible MCMC program, batwing, is also now
available from the same address, and can deal with single nucleotide polymor-
phisms as well as microsatellites, and more complicated demographic models
involving populations splitting from each other some time in the past, with no
subsequent migration.
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