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Abstract: Machine learning is a multidisciplinary research area, at the crossing of
computer science, computational statistics, data mining, and applied mathematics. Its
principal aim is to develop and implement algorithms capable of learning from data how
to automatically perform various tasks, such as classification, prediction, and pattern
recognition, generalizing from examples and without explicitly modeling the underlying
stochastic data generation processes. Machine learning algorithms are particularly useful
when dealing with high-dimensional and complex data and when inferential models can
hardly be worked out; they are being increasingly implemented in business processes, in
smart devices, in decision support systems, and in other artificial intelligence applications,
and are becoming a key tool of the “data revolution”. Although the conceptual premises of
machine learning are quite different from those of more standard statistical modeling, the
border between these two cultures is progressively fading and they are currently melting
into what is now being called data science.

1 Introduction

“Machine learning”[1,2] refers to the development and implementation of algorithms that learn from data
how to accomplish various tasks, in such a way that as more data are provided, that is, as the algorithms
“gain” more experience, their performances improve. Quoting from Ref. 3 (see also Ref. 4), “A computer
program is said to learn from experience E with respect to some class of tasks T and performance measure
P, if its performance at tasks in T, as measured by P, improves with experience E.” In machine learning, the
focus is thus on how to learn from examples and to generalize what learned, rather than on how to discover
or estimate explicitly the true data generation process. So, machine learning is both a set of methods and
tools, but also somehowa “cultural point of view”on the analysis and the exploitation of data. In this respect,
while a large part of statistical data analysis can be considered as model-driven, being based on probability
and inference, machine learning can be labeled as data-driven[5]. Even if this terminology captures the
different nature of the two approaches, such a distinction is not entirely appropriate; on the one hand,
noninferential procedures are typical also of multivariate statistical data analysis and, on the other hand,
probabilistic concepts and tools may well enter machine learning. The border between these two worlds
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is in fact currently fading and the two cultures are melting into what is now being called data science. As
a matter of fact, however, when wide and complex data systems are to be analyzed, machine learning is
often the only feasible approach and learning algorithms may prove very effective. Indeed, they are a key
tool of the so-called “data revolution” and are being currently applied in a variety of fields (e.g., finance,
marketing, image recognition, bioinformatics, to mention a few), as well as in artificial intelligence tasks
(see Artificial Intelligence). Actually, however, machine learning algorithms are of interest also in the
analysis of relatively small datasets, when nonlinearities, interactions among variables or the presence of
mixed-type attributes (e.g., categorical, ordinal, and numerical)make it difficult to build inferentialmodels.
In summary, machine learning is suitable whenever complex data are dealt with.
Broadly speaking, the main tasks machine learning is employed for can be led back to the following four

goals:

1. Classification, that is, given a finite set of classes, deciding to which of them a statistical unit belongs,
based on its attributes.

2. Prediction, that is, estimating a numerical outcome, based on the attributes of the statistical units (in
a sense, classification can be seen as a form of prediction).

3. Density estimation, that is, identifying and representing the subsets of the input space where themost
part of the input data, and of the underlying multidimensional probability distribution, lies.

4. Pattern recognition, that is, reproducing in lower dimensionality the shape and the geometry of high-
dimensional data (pattern recognition is tightly linked to density estimation).

Classification and prediction are examples of supervised learning, where algorithms learn the classifica-
tion/prediction rules from a training sample comprising units whose outcome is known (see Supervised
Learning). Density estimation and pattern recognition are instead typical unsupervised classification
tasks, where the distribution and the geometry of high-dimensional data are learned and reproduced in
simpler spaces. Here, machine learning is used for dimensionality reduction and we refer to the specific
entry for more details (see Reduction of Dimensionality).

2 Training and Testing Supervised Learning Algorithms

Independently of the algorithm employed (see next paragraph), the implementation of supervised learning
procedures requires some typical steps thatmust be taken tomake the algorithms learn andwork properly.
First, a sample of labeled (by “labeled”, we mean that their outcome is known) examples from the popula-
tion of interest is drawn or collected. This sample is assumed to be statistically representative of the target
population (an assumption which is sometimes not trivial to maintain, since inmany real cases, the sample
generation process is not under control by the analyst). Second, the learning algorithm is fed by the sample
and is trained on it. In this training phase, the algorithm learns from the data and adapt to them, so as to be
able to predict the outcome from the attributes. Often, before the training step, attributes are preprocessed
and turned into features, that is, into new variables that can make explicit some useful information implic-
itly comprised into the input data. Features are additional descriptors of the statistical units which extend
the information domain conveyed by the original data and are then passed to the learning algorithm (for
example, when the goal is to predict the behavior of people on the web, the knowledge of the web pages
visited by the users can be turned into a categorization of their interests). Third, the trained algorithm is
tested on the data, but to get honest estimates of its performances, it is extremely important for the test
sample to be different from the training sample (this may be achieved in many ways, e.g., by splitting the
original sample into two parts and using only one for the training step, or using more sophisticated cross
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validation procedures). The final aim is in fact the trained algorithm to have good generalization capabili-
ties, so as to be effective in processing new inputs, so great care must be given in avoiding overfitting. The
performance of the trained algorithm can be assessed in different ways, based on the kind and the goals
of the analysis; for example, in classification, one is interested in low misclassification error and high dis-
criminant power among the classes, while in prediction one often focuses on the variance of the estimated
outcomes. In real application, the learning process outlined earlier may be more complicated and critical
than expected, owing to the specific characteristics of the data (a typical example is when the aim is binary
classification, but one of the two outcomes has very low prevalence in the population, as in the case of a
rare disease). Various techniques, often of a heuristic kind, have been developed to tackle such possible
issues and, in practice, implementing learning algorithms effectively is often a trial-and-error process.

3 Some Supervised Machine Learning Algorithms

The machine learning literature provides a huge number of supervised learning algorithms, which are
widely used in data science processes, big data treatment, complex data analysis, and artificial intelligence.
In many cases, under the same name, different specific implementations of the same basic principle are
collected, so that one can identify some alternative “approaches” to supervised learning, which can then
be implemented, tuned, and put to work in different ways. Some of the most representative classes of
algorithms are listed below.

1. Decision Trees (DT) and Random Forests (RF). A Decision Tree[6] (see Regression Trees) is a clas-
sification/prediction algorithm, which learns from a labeled sample how to partition the space of the
attributes, in such a way that, within each element of the partition, the outcome of the inputs is as
homogeneous as possible (i.e., the outcome heterogeneity – in classification trees – or the outcome
variance – in regression trees – is low). When the outcome of a new input is to be predicted, the
input is associated with an element of the partition and the corresponding outcome is associated
with it. DTs are exposed to overfitting and this motivates the development of a more effective pro-
cedure, namely the Random Forest (RF) algorithm, which (as the name suggests) generalizes the tree
approach. A RF (see Random Forests)[7] is a set of classification/regression trees, each grown inde-
pendently of the others (independency is achieved by injecting some randomness in the growth of
the trees). When a new input is passed to the forest, each tree provides a prediction of the outcome;
the RF then predicts the outcome as the most frequently class predicted by the ensemble of trees
(classification Random Forest) or by averaging trees’ predictions (regression Random Forest). It turns
out that, even if each tree of the RF is a weak classifier/predictor, the tree ensemble is a stronger one
and, more importantly, that it suffers less from the overfitting issue.

2. Boosting. Quoting from Ref. 8, Boosting is a: “general and provably effective method of producing a
very accurate prediction rule by combining rough and moderately inaccurate rules of thumb”, which
“tends not to overfit”. The basic idea behind Boosting can be outlined as follows: (i) choose a base
learning algorithm (e.g., based on logistic regression, see Logistic Regression in Practice) and train
it on a labeled sample, getting a classification rule; (ii) repeat the training process, by attaching higher
weights to the elements of the training sample wrongly classified during the preceding step (this way,
the base learning algorithm tends to specialize to those harder cases); (iii) repeat these rounds n
times, producing a sequence of nweak classification rules “differently specialized”. When a new input
is passed to the trained algorithm, the prediction rule is obtained by counting/averaging the out-
comes provided by the set of weak classifiers, weighted by the weights associated with each round.
The Boosting principle can be implemented in various ways, one of the most used being the so-called
Adaboost[8,9].

Wiley StatsRef: Statistics Reference Online, © 2014–2018 John Wiley & Sons, Ltd.
This article is © 2018 John Wiley & Sons, Ltd.
DOI: 10.1002/9781118445112.stat08098

3



Machine Learning

3. Support Vector Machines (SVMs). A SVM[10,11] (see Support Vector Machines) is a classification
algorithm which separates classes by affine hyperplanes, so that new inputs can be classified by com-
puting an affine function on them. As, in general, it is not possible to separate classes by affine
hyperplanes, based on the input attributes, SVM implicitly maps the units into a higher-dimensional
space, called the feature space, where separation can be indeed achieved in an affine way. The key
point, in this procedure, is that it is not necessary to explicitly build the map to the feature space,
as the classification criterion can be built just as a function of the so-called kernel, which expresses
the inner products between pairs of transformed vectors. SVMs have been initially developed for
two-class classification purposes, but have later been extended to multiclass problems.

4. Bayesian Classifier. A Bayesian classifier (see Bayesian Networks) is an algorithm designed to
estimate the posterior probability of a statistical unit to belong to one out of k classes, given a set
of attributes describing the unit and a set of assumptions on the conditional probabilities of the
attributes, given the classes. Once the classifier is estimated on a training sample, by Bayes’ theorem
and the knowledge of prior marginal class distributions, the posterior probability for a statistical
unit to belong to a given class can be computed and used to perform classification. Different models
for the conditional and marginal probabilities lead to different classifiers. Interestingly, although
based on the oversimplified assumption of conditional independence of the attributes given the
classes, one of the most effective, and widely used, Bayesian classifiers is the so-called naive Bayesian
classifier[12–14].

5. Neural Networks.Neural networks are general tools for nonlinear statistical modeling. In their sim-
plest form, they can be considered as two-stage regression or classification models[15], where input
data are linearly combined into nonobserved features; these are then used to nonlinearly model the
outcome.Neural networks can be described as graphs, composed of various layers of nodes connected
by edges. Various kinds of architectures exist which adapt to different tasks. Any neural network
model has some parameters that must be tuned to fit the data well; the tuning is data-driven and is
made employing so-called backpropagation. By changing the number of elements of the network, and
the way they are connected, themodel may adapt less or more flexibly to the data; as usual inmachine
learning, care must be taken not to overfit the data.

6. Deep Learning. Deep learning[4] is motivated by the need to overcome some limitations of more clas-
sical machine learning algorithms, mainly when they are applied to very high-dimensional data and
real-world contexts. “Classical” machine learning converts input features into classification or predic-
tions and thus its performances depend heavily on which features are actually available, that is, on the
actual representation chosen for the data. In complex tasks, such as image detection under different
light conditions, it is not easy to identify in advance the best andmost effective set of features; so deep
learning is designed also to generate and learn the best representation for the data, given the task to
accomplish. Quoting fromRef. 4 “Deep learning is a particular kind ofmachine learning that achieves
great power and flexibility by learning to represent the world as a nested hierarchy of concepts, with
each concept defined in relation to simpler concepts, andmore abstract representations computed in
terms of less abstract ones”(p. 8). “By addingmore layers andmore units within a layer, a deep network
can represent functions of increasing complexity. Most tasks that consist of mapping an input vector
to an output vector, and that are easy for a person to do rapidly, can be accomplished via deep learn-
ing, given sufficiently largemodels and sufficiently large datasets of labeled training examples”(p. 167).
Deep learning models are based on particular neural network architectures (e.g., so-called feedfor-
ward neural networks or multilayer perceptrons) and are currently employed in computer vision,
speech recognition, and natural language processing, but also for tasks such as the implementation
of recommendation systems, in e-commerce sales optimization.
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Abstract: There is not a general consensus in the literature as to how to define big data,
but a common framework to describe them are the so-called three Vs or the three dimen-
sions of big data: volume (the quantity of storedbigdata), variety (the variety of documents
that constitutebigdata), and velocity (the speedatwhichnewdata is beinggenerated). Big
data are characterizedbyhigh values of all these threedimensions. A fourth dimensionhas
been added later, veracity, which refers to the biases, noise, and abnormality in data that
maymake any result of their analysis completelymeaningless if not properly collected and
treated. Big data should be distinguished from large data sets or “lots of data” because it is
not the volume of data alone that makes a set of data “big,” but their inherent complexity.
The advent of big data has been hailed by some scholars as a new era for research, based
onanewparadigmof science. Anyhow, another part of the scientific community expresses
perplexity about the effective extent of the data revolution pointing out a number of crit-
ical points. Anyhow, without a doubt, big data analytics is a trending topic offering a large
assortment of analyses designed to drive evidence-based decision-making both for the
private business/industrial and the public/social sectors. Nevertheless, it raises some pri-
vacy issues that call for the definition of new de-identification techniques and procedures
to guarantee the individual’s privacy.

1 Introduction

The traditional sources of data used for statistical analyses are commonly divided into two main
categories: made data (experimental or observational) and found data (e.g., administrative data). Made
data are directly collected for statistical purposes, are usually in the form of well-formatted rectangular
variable by case matrices, and are generally collected in respect to quality standards, which take into
account both sampling and nonsampling errors (see Data Collection). Found data, and administrative
data in particular, are defined as data that derive from the activities of administrative offices, generally
associated with the delivery of a service (see Administrative Databases). Therefore, found data are not
primarily collected for statistical purposes, there is no guarantee of their statistical quality, and their
structure is often messy, and extensive data cleaning and management may be required before they can be
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statistically analyzed. Until the second half of the 1990s and early 2000s, these typologies of data were the
main sources of information used in statistical analysis, but, in those years, some relevant technological
changes introduced new processes of data collection. Cheaper digital storage systems, more powerful
computers, and the spread of the World Wide Web made the collection of found data more common
also outside from the more traditional public sector agencies. The new sources of information became,
for instance, web searches, satellite photos, georeferenced data, texts, and social networks. All these
documents could be used to produce multiple interrelated measurements of the same phenomenon, and,
from the statistical side, these advances resulted in a massive availability of data containing unstructured
and intrinsically complex information. Although, from a technical point of view, these new forms of data
can be classified as a typology of found data, their variety and abundancy along with the fact that they
were first collected and used by computer scientists rather than statisticians brought to coining the new
term big data.

2 Definition of Big Data

There is not a general consensus in the literature as to how to define big data, but there are some consistent
points[1]. Unsurprisingly, being the idea of big data born in a computer science framework, these points
are mainly connected to the technical structure of big data. Older definitions of big data refer to them as
data sets whose size is beyond the ability of typical database software tools to capture, store, manage, and
analyze[2]. A common framework to describe big data are the so-called three Vs or the three dimensions
of big data[3]:

1. Volume. This dimension refers to the quantity of stored big data, growing at an increasing rate, often
referenced with measures such as terabytes, petabytes, zettabytes, and, in the next future, yottabytes.
For instance, volume refers to the amount of data produced every second across all online channels
(e.g., social media platforms, web search engines, and online transactions) from an increasing number
of users.

2. Variety. Big data are made of data coming in different forms, from traditional documents and
databases to semistructured and unstructured data from social media, such as text, images, and
complex records.

3. Velocity. This dimension refers to the speed at which new data is being generated, collected, and ana-
lyzed, at any given time; it is particularly relevant for data collected across online channels.

The definition of big data based on the “three Vs” is quite common, but, at the same time, it has been crit-
icized because it provides a limited view of the complexity of big data and big data analytics. As discussed
later, it has been observed that large amounts of data do not protect from sampling and nonsampling
errors (in particular sampling frame error). Indeed, big data can be intended to be found data, and there-
fore there is no guarantee of the quality or trustworthiness of the data collected, whatever their volume.
Consequently, the list of the first, technical, “three Vs” has been extended including a fourth one.

4. Veracity. Big data veracity refers to the biases, noise, and abnormality in data that maymake any result
of their analysis completely meaningless if not properly collected and treated. Veracity is a dimension
of big data that can be fully evaluated only when the objectives and the reference population of the
analyses are known.

Big data should be distinguished from large data sets or “lots of data” (enormous collections of simple-
format records) because it is not the volume of data alone that makes a set of data “big,” but their inherent
complexity. Data produced by social networks such as Facebook are a good example for this point; each
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user generates data with his/her activity on the social network. Such activity may comprise sharing texts,
photos, or videos or expressing feelings relatively to the documents shared by other users. The content
analysis of the shared documents and the study of the social network connections may be very useful to
understand social change or to provide targeted advertising. The information contained in Facebook data
is complex because it is coming in very different format and has to be interpreted on multiple levels. As
a matter of fact, the full scope of the big data innovation exceeds the mere availability of data, but it has
the characteristics of a scientific revolution, which opens a new perspective on how we can approach the
study of the real world.

3 Big Data: Between New and Old Epistemologies and Paradigm Shifts

Revolutions in science have often been preceded by revolutions in measurement.The data revolution rep-
resents a relevant change in the knowledge production bringing new epistemologies and paradigm shifts.
Thomas Kuhn (1922–1996) in his book “The Structure of Scientific Revolutions” writes that a paradigm
constitutes an accepted way of interrogating the world and synthesizing knowledge common to a substan-
tial proportion of researchers in a discipline at any onemoment of time. Periodically, a newway of thinking
that challenges accepted theories and approaches emerges. Paradigm shifts can be due to (i) the fact that
the dominant mode of science cannot account for particular phenomena or answer key questions or (ii)
advances in forms of data and the development of new analytical methods.The American computer scien-
tist James Nicholas Gray (1944–2007) envisages the fourth (new) paradigm of science to be data intensive
and a radically new extension of the established scientific method. After the first three paradigms of sci-
ence, which were based on empiricism (experimental science, first paradigm of science), modeling and
generalization (theoretical science, second paradigm), and simulation of complex phenomena (computa-
tional science, third paradigm), according to Gray, the new paradigm of science is based on data-intensive
statistical exploration and data mining. Some other authors suggest that big data ushers in a new era of
empiricism where the volume of data enables data to “speak for themselves free of theory.” Nevertheless, a
vast part of the scientific community expresses perplexity about the effective extent of the data revolution
pointing out a number of critical points. Hardford[4] delivered, in 2014, the Significance lecture at the Royal
Statistical Society International Conference. In his lecture “Big data: are we making a big mistake?” Hard-
ford pointed out some key points, stating, in particular, that big data are subject to a number of small data
problems. First of all, most of big data analyses are correlation based, and a theory-free analysis of mere
correlations is fragile. Second, the spread idea that a massive amount of data corresponds to all the data
“N=All” is often an assumption rather than a fact about the data.This is another crucial point because big
data, being found data, are subject to the sampling bias, and this source of error can be evaluated only when
the reference population of the study is fully specified. In some cases, for instance for targeted advertising,
this source or error may be uninfluential for the aims and scopes of the analysis, but in a scientific study
the assumption that big data correspond to the condition “N=All” is generally wrong.

4 Big Data Analytics: Data Sources and Applications

Owing to the high variability of big data formats, big data analytics offers a large assortment of analyses
such as text analytics, audio analytics, video analytics, and network analytics. There is a deep connection
between big data sources and applications because all these typologies of analyses make sense only to drive
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evidence-based decision-making. Indeed, the main drivers of big data analytics are the goals of the analy-
ses, often business related. Most of big data available today are produced by private entities (social media,
banks, phone companies, Internet providers, electric companies, etc.) who are evidently interested to turn
high volumes of fast-moving and diverse data (social media posts and reactions, transaction records of
purchases, phone calls, instantaneous electricity consumption, etc.) intomeaningful insights for their own
business interests. Data monetization, the act of generating measurable economic benefits from available
data sources, is becomingmore andmore relevant in big corporations. Unsurprisingly, inmany documents
and reports also another “V” is added to list of the dimensions of big data: Value. A classic example of big
data analytics for business purposes is the social networks users profiling for targeted advertising. Other
common business/industrial-related big data analytics are the ones referred to the Internet of Things, a
complex network of information sensing technologies that enables these objects to connect and exchange
data. Such an integrated and inextricable network of physical and computer-based systems brings to the
“smart world” (smart grids, smart cities, etc.) where big data analytics is required to provide improved
efficiency, accuracy, and economic benefit in addition to reduced human intervention in the field of appli-
cation. However, big data analytics is not only used for commercial purposes and many corporations (e.g.,
Google, Facebook, and Twitter) make their own big data – at least partially or indirectly – available and
freely usable for scientific and social purposes. For instance, GoogleTrends is a publicweb facility that gives
insights on Google web searches; users can plot and compare the time series of the volumes of searches
for one or more keywords while Google Correlate provides the list of keywords whose search volume time
series are the most correlated with the one of a specific query. Twitter gives access to its database of tweets
that can be analyzed via application programming interfaces (APIs) in terms of people (who posted), con-
tent (what has been posted), time (when the tweets have been posted), and place (where the tweets have
been published).
In the academic literature, “big data” is a trending topic with more than one thousand of new papers

indexed on Scopus every month and, at the moment, it is not possible to provide an exhaustive review
of big data analytics and applications. Nevertheless, some studies[5] analyzed the main metadata of these
papers finding that only a small part of the massive production of scientific papers analyzing big data is
specifically focused on statisticalmethods or social phenomena,whereasmost of theworks dealwith topics
related to computer science (algorithms, data storage and management, etc.). In one of the most popular
papers on the use of big data to model social phenomena, influenza epidemics were detected with high
accuracy using the massive number of Google search queries gathered and analyzed to reveal if there was
the presence of flu-like illness in a population[6]. That study, despite the criticisms that followed about the
modeling of data, made it evident that it was possible to use big data to study social phenomena in real time
without direct observation or statistical surveys with timely and precise results. The relation between big
data and traditional statistics has been explored in different ways in the literature and among the various
applications we mention: nowcasting, sentiment analysis, satellite photos analysis, and big data integra-
tion with traditional statistical techniques. Nowcasting[7] is a set of techniques that combine data from
multiple sources to provide relevant statistics using all the possible information given at a certain time and
updating these estimates as long as new information becomes available. The main goal of nowcasting is
to provide estimates of these statistics to the decision-maker much earlier than the final official values are
released. Sentiment analysis considers texts, natural language, images, videos, and other means of expres-
sion to study affective states and subjective information. A common big data source for this typology of
studies are Twitter tweets that have been used to detect the sentiment of voters after political debates, of
citizens after earthquakes, or to measure religious radicalism[8]. Satellite images can be used for geospa-
tial big data analytics focused on precision agriculture mapping (e.g., Global Crop Production Analysis),
vegetation mapping, investigation of flood-prone areas, and other environment related topics, including
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the anthropogenic impact[9]. Finally, this is a topic that big data share with large data sets; the availabil-
ity of massive data sets not only stimulates the development of new analytical tools but also introduces
new challenges for traditional statistical techniques. Indeed, estimating a regression model on hundreds
of thousands or millions of records deeply influences all the standard errors of the model parameters and
consequently the evaluation of their significance. On the other hand, big data analytics may be helpful to
integrate traditional statistical techniques, for instance for small area estimation problems where big data
are used to create local indicators and generate new covariates for small area models[10].
As a concluding remark, it is worth saying that while there are many benefits to the growth of big data

analytics, the high level of detail of big data and the use of automatic algorithms to process data make the
traditional methods of privacy protection often inapplicable or ineffective. Big data analytics requires new
definitions for privacy standards. Generally, privacy is intended as an informed consent for the disclosure
and use of an individual’s private data. The way in which big data are used is often inconceivable at the
time they are collected, and anonymity may be eroded in the analysis: new de-identification techniques
and procedures are required to guarantee the individual’s privacy. In 2014, in the United States, a first
White House report “Big Data: Seizing Opportunities, Preserving Values” warned of “the potential risk
of encoding discrimination in automated decisions.” In 2016, a second White House report “Big Data: A
Report on Algorithmic Systems, Opportunity, and Civil Rights” illustrates how big data techniques can be
used to detect bias and prevent discrimination. It also demonstrates the risks involved, particularly how
technologies can deliberately or inadvertently perpetuate, exacerbate, or mask discrimination. In 2016,
the European Parliament adopted a resolution 2016/2225(INI) on “Implications of big data: privacy, data
protection, nondiscrimination, security and law-enforcement.”The resolution discusses the importance of
data protection, accountability, transparency, data security, and privacy by design because “the prospects
and opportunities of big data” can only be realized “when public trust in these technologies is ensured by
a strong enforcement of fundamental rights and compliance with current EU data protection law.”

Related Articles

Data Collection; Administrative Databases; Big Data in Biosciences.
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Abstract: This article discusses what Big Data is/are, its relation to data science, and
the importance of team research to make sense of Big Data. Machine learning is briefly
described, but the emphasis is on human learning and perceiving training in Big Data as
an ongoing process. The roles of open source and data repositories are addressed, as is
the value of data-rich story telling.

1 What Is (Are) Big Data?

Big Data refers to a collection of data sets so large and complex that it becomes difficult to process using
on-hand, traditional data tools.That is, Big Data are beyond current comfort levels for most of us. Big Data
made a splash in 2012 with the White House press release[1]. However, it is now recognized that “big” is
relative, depending on context, amount of data and complexity of its intended use.
Big Data is a disruptive force that acts on people.The result of this disruptionmay be positive or negative

but is seldom neutral. Yes, technology plays a huge role, enabling new ways to imagine and create. As
David Donoho[2] remarked, the technology issues are challenging but transient.The real story involves the
transformation about how people work in teams and what kinds of questions we can now, or in coming
years, ask about the world around us. There is no magic bullet for Big Data, but instead a large amount
of hard work to be done. While there are some theoretical aspects that are worth touching, this article is
grounded in practice.
Big Data come in many forms. Gartner[3] glibly identified the “3 Vs” of Big Data – volume, velocity, and

variety – which were recently expanded by Inderpal Bhandar[4] to include another 3 Vs: veracity, validity,
and volatility. Statisticians, and data modelers in general, might also want to include “3 Us”: unknowns,
uncertainty, and unfamiliarity. Tomake it more complicated, Big Data are heterogeneous, coming in many
different forms. Beyond the content of Big Data (such as words or images or numbers), there is the shape
of Big Data; some data sets are “tall” (few columns, many rows) or “wide” (few rows, many columns).
In this article, we use the convention that rows are for individuals or cases on which measurements are
made, while columns are the types of measurements taken on those cases. With Big Data, “many” now
ranges over millions, billions, and beyond in count or terabytes, petabytes, and beyond in data storage.
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In addition, computations that were once possible in minutes or hours now may take months or years of
compute time.
It is still not clear how to refer to Big Data. Part of the problem is that Big Data to some is small data to

others, and there are frankly a wide variety of data-rich projects that will challenge traditional tools. As a
result, new ways of thinking are emerging, with new terminology. For a while, “analytics,” the discovery
and communication of meaningful patterns in data, was the buzz word. Analytics is now relegated to an
approach, often technical in nature, with more attention to “data science.”

2 Musing on Data Science and Big Data

Data science is the study of the generalizable extraction of knowledge from data, or how to reuse and
recycle methods of analysis of Big Data to more effectively make sense of patterns. David Donoho[2] gave
a widely cited but formally unpublished talk on 50 Years of Data Science, pointing out that John Tukey[5]
articulated data science ideas some time ago. Tukey anticipated accelerating developments in computers
and display devices; the challenge, in many fields, of more and ever larger bodies of data; and the emphasis
on quantification in an ever wider variety of disciplines. Tukey pointed to apprenticeship as the primary
mode of learning how to learn from data. Gill Press[6] provides another “very short” history of data science.
Here are the other data science thinkers that were missed by these reviews.
Sir RA Fisher[7] at the inauguration of The Biometric Society defined biometry as “the active pursuit

of biological knowledge by quantitative methods … improve the thought forms, which make possible an
understanding of variable phenomena … constant experience in analysing and interpreting observational
data of the most diverse types … we come to think of ourselves … in terms of the community of our
interests with those doing similar work in other departments.”
George Box[8] discussed the proper role of a statistician: “a colleague working with an investigator

throughout the whole course of iterative deductive-inductive investigation… scientific process …
leading to (a) the study of a number of different sets of already existing data and/or (b) the devising of
appropriate surveys.”
Before the term data science came into common usage, the Massive Data Sets workshop (see Massive

Data, Models for) was held in Washington DC[9]. There are a number of more recent online musings
on what is data science, including Norvig[10], Conway[11], Slocum[12], O’Reilly[13], Patil[14], Wickham[15],
Dhar[16], Hochster[17], UC-Berkeley School of Information[18], and ASA[19]. The book Doing Data Science
by O’Neill and Schutt[20] is an effective starting point for developing a course, as is Jenny Bryan’s[21] online
Data Wrangling course site. The book Data Smart[22] provides an accessible entry point for spreadsheet
users, while Irizarry and Love’s[23] Data Analysis for the Life Sciences provides in-depth training; both are
available online.
Donoho’s[2] talk resulted in a variety of responses online: Irizarry[24], Wiggins[25], Jones[26], Owen[27],

Buntine[28], Priestley[29], and Ryan[30]. These varied in tone but pointed out the differing and complemen-
tary roles of statistics, computer sciences, and other fields in the evolution of the data sciences. What
cannot be denied, as Donoho[2] shows by example, is that data science enables us to think about problems
in new ways, such as examining the whole corpus of refereed publications at once.

3 Team Research and Big Data

As Big Data is too big for one machine and one person, it begs the question: how do we organize our
work? Working in teams on projects that span months or years, as is typical, requires that the data, tools,
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and results be reproducible and sharable. This is important for many reasons. First, Big Data are not
static, either because they are being created continually over time (think weather maps) or because the
underlying framework for the data is constantly being refined (think the human genome). These data
are often compiled by widely dispersed teams, with each team, or member of a team, responsible for a
small part of the data, or a part of the process of producing or transforming the data. It is vital to be
able to reproduce an analysis when things (data itself, or processes acting on the data) change so that
the results are current. It is also important to be able to revert to earlier versions (such as data at time
of paper publication) to check results. In addition to data, the procedures used on the data (such as R
or Python packages) must be placed in locations where they can be shared, and where versions can be
identified and controlled. Similarly for results, whether they be formal publications or technical reports
or even usage notes. Beyond large data repositories, examples of current tools for sharing data, proce-
dures, and results include Google Drive and GitHub. These are typically public, with methods for collab-
orators to add comments or substantive changes; private repositories are available at a price, but more
and more industry researchers are realizing the value of sharing as much as possible of methods, if not
raw data.
Why would a company share its data? With limited data sciences staff, a company can leverage ideas

from other companies and academia to unravel difficult Big Data problems. In some cases, this has
led to developing formal competitions, such as kaggle.com, to spark new ideas of analysis or visualiza-
tion. Companies are realizing that this is much cheaper than hiring expensive staff and can be much
faster.
What is the nature of team research around Big Data? Successful groups develop a way of thinking about

problems that encourages sharing ideas in an open exchange. Typically, these teams comprise individ-
uals with very different backgrounds, with perhaps little in common. Individuals self-identified as data
scientists on such a team typically have a profile (see Ref. 20) of competencies that might include some
amount of visualization, machine learning, math, statistics, computer science, communications, and expe-
rience in a research domain. In fact, most members of any team will have some of these skills. What is
important for a successful team is a culture of mutual respect and open inquiry, as new, important ideas
may come from any direction.

4 Machine or Human Learning?

Machine learning, or ML, is often touted as the data science answer to Big Data. ML involves using some
level (or none) of supervision using an automated tool, which predicts outcomes. [Here, supervisionmeans
building models from a training set to be validated on a separate, unexamined, test set.] These prediction
tools have a (non)linear model component, but may in fact be quite complicated, and may be an agglom-
eration of multiple methods. Some ML methods are heuristic – practical but not optimal – with proven
records of getting results (think speech recognition). A challenge with ML is that it can be very difficult
for humans to unravel what the ML tool has done to arrive at predicted outcomes. That is, there may not
be a mechanistic model interpretation.
Big Data analysis typically involves scaling up to large analyses. Quite often, this includes some form

of mapping a problem into many small problems (ideally independent copies or subunits), doing anal-
ysis on many separate compute nodes, and collecting results to reduce to one unified analysis. Mod-
ern approaches include MapReduce (from Google), Hadoop, Berkeley Spark, HTCondor, and DeltaRho.
Hadoop, HTCondor, and DeltaRho are all open sources. These tools generally work best with help from
a facilitator about how to refactor a problem into components. These are examples of “high-throughput
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computing” resources and are often accessed through a commercial or public portal such as the Open
Science Grid.
How do humans learn? One way is to develop models about the world, test those models by induction

against experience (did the sun come up today?), and then deduce, or infer, new insights by thinking about
the structure of the model (see Ref. 8). Statisticians are famous for developing models, worrying about
assumptions, and creating new ways to infer results. However, with Big Data, it is important to move
beyond simpler, textbook models to incorporate more realistic and complicated aspects of real systems.
Computer scientists have tremendous experience with structured data at ever-increasing scales but are
new to the realmof inference and the study of variation.Data science, in its simplest interpretation, involves
melding inference from statistics with data structures from computer sciences.
But that is not enough, as we are talking about how humans learn. Inference and structure need to be

merged with communication to be able to convey ideas across disciplines in team research. That is, Big
Data comes alive when team members can share data-rich stories about aspects of the problems under
study.

5 Training for Big Data as a Process

Research is intimately coupledwith teaching and outreach, especially in the emerging realmof data science.
Training individuals who work with Big Data is a crucial process for success moving forward.The Big Data
landscape is changing rapidly, requiring individuals to develop competencywith an evolving set ofmethods
and facility in communicating ideas and results concisely. People need training in how to work effectively
in teams, using reproducible research principles to share emerging approaches. Project leaders need to
learn how to build and evolve teams that adapt to changing needs. Big Data often requires teams to learn
how to maintain data confidentiality.
Too often, Big Data training is characterized as primarily analytics, building skills with a set of tools.

The main languages put forward today are Python and R, but SAS is still quite popular with industry and
government. A recent article, “Why R Is Bad for You”[31], makes a valid point that in many settings where
the goal is to train many workers in an industry setting to do similar analyses, it might be better to stick
with SAS and preset pull-down menus. However, for many of us, Big Data inquiries involve exploration
in unknown territory, where analysis needs to be adapted to what is learned along the way. In this set-
ting, Python and R really do shine. There are now many ways to learn tool skills online, for instance using
DataCamp or DataQuest. The Data Carpentry and Software Carpentry (http://datacarpentry.org) 2-day
training sessions have proven quite effective to get people started in a “programming” mindset so valuable
for Big Data. Data science books mentioned earlier are great resources. For pointed questions, it is com-
mon to just go directly to your favorite search engine with a question (start here before contacting experts
directly, as your question has probably been asked a few times already). However, the best approach is
likely a combination of online learning (and refreshing) coupled with regular meetings of a “Data Club”
with colleagues going through similar struggles.
There are not enough BS,MS, and PhD graduates in data science-related areas tomeet today’s demand to

work on Big Data. Furthermore, it has become clear that having some domain area knowledge, or context
for specific problems, is crucial to asking the right kind of questions. Thus, the issue becomes how can we
train the larger research community to “learn how to learn” with their Big Data? Again, the key is thinking
of training as an ongoing process and Big Data analysis as an organic, learning process itself. There is
generally no right way to work with Big Data, but instead a process of going as far as one can with material
at hand, and then seeking guidance on how to overcome the next hurdle, such as scaling up by a factor of
1000 or more.
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6 What Is the Role of Open Source, Commons, and Marts?

The free software movement was championed by Stallman[32] in 1983 with the GNU Project. Open source
software, a looser term, emerged in 1998 tomean that the source code is freely available.The intent of both
in the realm of Big Data is to make it possible for practitioners to understand how data manipulations are
done in great detail and, in many situations, to be able to modify and extend earlier work. Beyond this, the
philosophy around free software and open source is that a community of tool developers can share ideas as
well as details of implementation, to learn from each other and build on earlier successes. In the early days,
free or open software was viewed with suspicion as being faulty. However, today, it has been shown that
such tools, including Linux, Git, R and Python, have high reliability and are quickly improved over time.
There are a number of interesting YouTube and TED talks about open source, including a delightful TED
2016 interview of Linus Torvalds (https://www.ted.com/talks/linus_torvalds_the_mind_behind_linux).
Software is a form of data that is increasingly shared in repositories such as GitHub and BitBucket.

There are a variety of data repositories and data archives, typically specialized to data type (see for
instance https://www.nlm.nih.gov/NIHbmic/nih_data_sharing_repositories.html). These are of varying
quality, depending on the extent of explanatory information, or metadata, to describe how data were
created and modified. While some of this gets into refereed publications, the data management aspects
extend far beyond publication time and are creating increasing challenges for institutions, including
universities and government laboratories, to maintain material for public use. As noted earlier, issues of
confidentiality are paramount. Leaders in addressing this are the Federal Statistics Research Data Centers
(https://www.census.gov/fsrdc).
Marts, such as BioMart.org, have emerged as clearing houses for unified access to distributed research

data. These marts may or may not house data, focusing instead on tools such as application programming
interfaces (APIs) that enable data scientists to automate data access.That is, rather than a user downloading
an entire data set, which may be prohibitive in time and space requirement, these API tools enable a user,
through higher level tools, to access just that small part of the data “just in time.”

7 Data-Rich Story Telling

One of the best ways to learn about something is through telling stories. How can we engage inmeaningful
data-rich story telling in real time or retrospectively? Part of this involves developing and using today’s
technology to open access to data and creating data visualizations (seeGraphics for Large Data Sets) that
enable people in real time to explore relationships and adapt views to their needs. Crafting data-rich stories
makes Big Data relevant to humans by presenting concepts and results in manageable portions.
It takes a tremendous amount of time to develop useful visualization schemes that can adapt and scale.

However, it is generally worth the effort for a variety of reasons. Putting these tools in the hands of domain
researchers frees up the methods researchers to think about the next type of analysis. Giving domain
researchers the chance to explore their data in depth, and in an afternoon, opens the way to new lev-
els of inquiry, new types of questions not possible before. Making these tools easy to use helps methods
researchers as well, as they can imagine how to more quickly compare methods, and how to connect
aspects of a complex system in new ways.
In addition to visualization, the ability to automate tasks, and to organize work flows into automated

pipelines that can be deployed for broader use, enables researchers to offload tedious tasks to machines.
Doing this well requires considerable infrastructure behind the scenes, including both machines and
people.
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8 Disruptive Big Data

Which brings us back to Big Data as a disruptive force in society. In academia, industry, and government,
many if not most units are struggling with how to make sense of Big Data. A number of degree programs,
centers, institutes, and now departments have emerged on university campuses in the past few years to try
to address this need.This is an ongoing experiment in how to enable people to share information and draw
meaning at a time when Big Data might seem overwhelming, and resources to make sense of Big Data are
diminishing.
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