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Abstract: In recent years, model-based designs have gained popularity for dose-finding
studies in phase I clinical trials. Most of these are based on mathematical models of the
relationship between dose and toxicity. Although these may appear more technical than
more commonly used algorithmic designs, the model-based designs tend to be better
for many reasons including a more precise and accurate estimate of the desired dose,
fewer patients treated at unsafe levels, andmore patients treated at efficacious dose levels.
Several of thesemodel-based designs are discussed, including those for combinations and
late-onset toxicities. The continual reassessmentmethod is anadaptive approach that uses
the information gathered on early patients in the trial to make decisions about the dose
for patients treated later in the trial. Adaptive Bayesian designs behave in a similar way, but
the framework in which they are developed differs. Designs in which efficacy and toxicity
are both used to determine an optimum dose are also discussed.

Phase I dose-finding studies have become increasingly heterogeneous with regard to the types of agents
studied, the types of toxicities encountered, and the degree of variability in outcomes across patients.
In the past several decades, there are more dose-finding studies for combinations of treatments. And,
more recently, dose-finding trials for cancer immunotherapies, including checkpoint blockade agents,
have demonstrated that algorithmic dose-finding approaches that focus solely on toxicity do not iden-
tify optimal doses. For these reasons and others, when designing a phase I study, it is especially important
to select a design that can accommodate the specific nature of the investigational agent. However, most
current phase I studies use the standard 3+ 3 design, which has been demonstrated to have poor operating
characteristics, allows little flexibility, and cannot properly accommodatemany of the current dose-finding
objectives. Model-based phase I trials have been introduced for more than 30 years now that have superior
properties and are much more flexible than the 3+ 3 design, yet they have not been fully embraced in
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Application of Model-Based Designs in Phase I Trials

practice. These newer designs are, in general, practically feasible and provide a more accurate and precise
estimate of the appropriate dose to pursue in phase II and later studies.

1 Objectives of a Phase I Trial

It is important to be reminded of the goals of the phase I trial when selecting a design. Phase I studies are
generally dose-finding studies, where the goal of the trial is to identify the optimal dose to take forward for
further testing (usually for further efficacy testing). For ethical reasons, patients cannot be randomized to
doses: one cannot treat patients at high doses until lower ones have been explored.The standard approach,
therefore, has been to administer a low dose of an agent to a small number of patients and, if the dose
appears to be well tolerated by those patients, to administer a higher dose to another small number of
patients. Historically, owing to the roots of phase I trial development in cancer research where cytotoxic
drugs were developed, the optimal dose was considered themaximally tolerated dose (MTD): the highest
dose that has an acceptable level of toxicity. But there are other optimality criteria, such as minimally
effective dose (MinED): the minimum dose that shows sufficient efficacy.
The approach for finding the MTD in a phase I study has been based on two assumptions: (i) as dose

increases, efficacy increases; (ii) as dose increases, toxicity increases. Thus, dose finding for toxic agents
that have increasing efficacy as dose increases can logically be based on identifying the highest tolerable
dose. However, for some novel agents, such as checkpoint inhibitors, where there is an assumption of
monotonically increasing relationships between dose and toxicity and between dose and efficacy, different
approaches for identifying the optimal dose must be considered.
In the past several decades, we have also seen an increase in the number of trials for which the goal is to

find the optimal combination of two agents, with modulation of the doses of both agents. These trials also
pose a unique challenge owing to the large number of possible dose combinations to consider and trade-
offs between efficacy and toxicity of the two (ormore agents). As a result, the definition of the optimal dose
for the next phase of explorationmay yieldmore than oneMTD, and thus additional optimality constraints
need to be identified.

2 Standard Designs and their Shortcomings

2.1 The Standard 3+ 3 Design

The standard 3+ 3 is themost commonly used and well-known phase I design[1,2]. However, it is also prob-
ably the most inappropriate in most cases. It is an algorithmic design where a set of rules are followed for
dose escalation or de-escalation based on observed dose-limiting toxicities (DLTs) (see Dose Escalation
Guided byGraded Toxicities); at the end of the trial, anMTD is declared without any analysis of the data.
The way the algorithm works is as follows: enter three patients on dose level k:

1. If 0 of 3 patients has a DLT, escalate to dose level k + 1.
2. If 2 or 3 of 3 patients have a DLT, de-escalate to dose level k − 1.
3. If 1 of 3 patients has a DLT, add an additional 3 patients at dose level k.
a. If 1 of the 6 patients treated at k has a DLT, escalate to dose level k + 1.
b. If 2 or more of the 6 patients at k have a DLT, de-escalate to dose level k − 1.

When de-escalations occur, additionally three patients are usually treated at the dose unless six patients
have already been treated at that dose. The MTD is then defined as the highest dose at which zero or one
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Application of Model-Based Designs in Phase I Trials

of the six patients has experienced a DLT. Note that there are slight variations to this design, but the way
it is described here is one of the more common implementations[1].
Many agents currently under evaluation in phase I studies do not have the same toxicity concerns that

cytotoxic agents have had in the past. The standard 3+ 3 phase I design makes several assumptions that
are not practical for many current phase I studies. Some of these assumptions are the following:

1. As dose increases, the chance of a response increases (i.e., there is a monotonic increasing association
between dose and response).

2. As dose increases, the chance of toxicity increases (i.e., there is a monotonic increasing association
between dose and toxicity).

3. The dose that should be carried forward should be the highest dose with acceptable toxicity.
4. Acceptable toxicity is approximately 15–30% (regardless of the definition of a toxic event).

These assumptions are very limiting and are not practical in many of our current settings. For example,
immunotherapies or angiogenesis inhibitors may have very low probability of toxicity at efficacious dose
levels, and a dose-finding studymay bemore concerned with evaluating clinical, immunologic, or pharma-
codynamic response over an increasing range of doses. As such, we would not want to escalate based solely
on toxicity; wewouldwant to escalate until we saw sufficient, for example, pharmacodynamic response.We
may also assume that there may be a range of doses that provides a pharmacodynamic response, but doses
below or above this range may be ineffective. This invalidates the assumption of monotonicity between
dose and response.

2.1.1 What is wrong with the standard 3+ 3 design?

There are a number of flaws that can be identified in the standard 3+ 3 design; a few are highlighted here.
One of the most problematic issues with this design is that it does not allow for the desired toxicity

rate to be user-specified. For example, in certain cancers with very high mortality rates (e.g., brain can-
cer), the acceptable toxicity rate (i.e., the proportion of patients who experience a DLT) is higher than
in some other more curable and less deadly cancers. Also, acceptable toxicity rates for short-term treat-
ments (e.g., several cycles of chemotherapy) will likely be higher than for long-term treatments (e.g., a
daily dose of tamoxifen for 5 years for breast cancer survivors). The standard 3+ 3 design is prespeci-
fied in such a way that these considerations cannot be accommodated. The target toxicity rate for these
trials is not well defined (although it is often assumed that they target a rate between 15% and 30%)
because it depends heavily on the spacing between prespecified dose levels and the number of dose lev-
els included. In many cases, the 3+ 3 design will significantly underestimate or overestimate the desired
toxicity rate.
Anothermajor shortcoming of the standard 3+ 3 is that, when choosing theMTD, it ignores any toxicity

information observed at lower doses and has very poor precision.This is a common feature of algorithmic
designs and is a serious inefficiency. Model-based designs estimate a dose–toxicity curve based on the
entirety of the data observed to not only help in choosing the most appropriate MTD but also to provide
an estimate of precision. Using the data that have accrued throughout the trial at all doses, there will be
greater precision in the estimate of the MTD. Even if the target toxicity rate is approximately 20%, and the
goal of the trial is to find theMTD, the 3+ 3 will be a less efficient andmore error-prone way of identifying
a dose than model-based approaches described later in this article.
Lastly, the 3+ 3 design will not achieve the objectives of a phase I trial when the primary outcome of

interest for dose selection is not the MTD. When identifying the MinED, escalating based on DLTs is
illogical. However, the standard 3+ 3 only allows for toxicity-based outcomes.
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2.2 The Accelerated Titration Design

There have been some improvements made to the standard 3+ 3 approach. Simon et al.[3] introduced the
accelerated titration design, which has two major advantages over the standard design:[1] it treats only
one or two patients per dose level until a DLT is observed; and[3] at the end of the trial, all of the data
are incorporated into a statistical model for determining the appropriate dose to recommend for phase II
testing. These designs also allow for intrapatient dose escalation. It is clearly a more ethical and more
appealing design to patients (patients are less likely to be treated on ineffective doses that can be escalated
if they tolerate the treatment). This design still has the shortcoming that escalation is determined based
on the same rules as the 3+ 3. However, this is mitigated to some extent by choosing the MTD based on a
fitted statistical model at the end of the trial.The accelerated titration design is also limited in that it is only
appropriate for dose escalation that is toxicity based; for agents where toxicity is not the major outcome
for dose finding, the accelerated titration design should not be used.

3 Model-Based Designs

In 1990, the continual reassessment method (CRM)[4] design was introduced, and since then, many more
model-based designs have been proposed to increase efficiency and accuracy of dose finding in phase I
trials, but, unfortunately, most of these designs have not been adopted into mainstream use despite their
significant improvements as compared with the standard algorithmic designs. Part of the reason for this is
that they are based on statistical models, and researchers without a strong background in statistics may be
wary of them. There is a misconception that these novel designs are not as safe as the standard 3+ 3,
but the evidence is quite to the contrary; many investigators have shown that, for example, the CRM
is safer than the standard 3+ 3 because it exposes fewer patients to toxic doses and requires a smaller
sample size[5–9]. Even so, proponents of the 3+ 3 continue to promote it with the idea that such a sim-
ple and standard design is safer than the alternatives and that its historic presence is a testament to its
utility.
An adaptive design is one in which certain decisions about how to proceed (e.g., what doses to give

patients, how many patients to treat, and which treatment to apply) are made for future patients in the
trial based on results observed on all patients treated earlier in the trial. Adaptive phase I designs are
designs in which the dose for a future patient is chosen based on the results from patients already treated
on the study. There are several ways that adaptive designs can be used in phase I studies, and just a few
are described here.These designs have well-documented advantages over nonadaptive approaches and are
becoming more commonly seen in many phase I clinical trials (5–9).

3.1 The Continual Reassessment Method

TheCRMwas first introduced by O’Quigley et al. in 1990[4] and has undergone many modifications in the
past 16 years. It is fundamentally different from the standard 3+ 3 design and most other “up and down”
designs because (i) it relies on a mathematical model; (ii) it assumes that dose is continuous (i.e., doses are
not from a discrete set); and (iii) it allows and requires the user to select a target toxicity rate. The original
CRM used a Bayesian framework and had relatively few safety considerations. Newer and more com-
monly used versions have included several safety concerns (e.g., not allowing the dose to increase by more
than 100%) and a simpler estimation approach (i.e., maximum likelihood estimation). Although there are a
number ofCRMs currently used in practice, themodel of Piantadosi et al.[10] will be the approach described
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here because of its simplicity. For other modifications, see Goodman et al.[6], Faries[11], Moller[12], and
Cheung[13].
The design requires several user-specified inputs:

1. The target dose-limiting toxicity rate.
2. A dose that is expected to have a low level of toxicity (e.g., 5% or 10%).
3. A dose that is expected to have a high level of toxicity (e.g., 90% or 95%).
4. The number of patients per dose level (usually 1, 2, or 3). The number of patients per cohort usually

will depend on the anticipated accrual.

The mathematical model used is prespecified; with the knowledge of the three items listed above, the
dose for the first cohort of patients can be calculated. This is demonstrated in Figure 1a where three
assumptions are made: a5% DLT rate at a dose of 100mg, a 95%DLT rate at a dose of 900mg, and a logistic
dose–toxicity model. (For more details on the logistic dose–toxicity model, see Piantadosi et al.[10]). The
dose–toxicity curve is drawn according to this information, with a horizontal line at the target toxicity
rate (25%).The dose corresponding to a 25% DLT rate is 343mg, and this is the dose for our first cohort of
patients.
Let us assume that two patients are treated at dose level 1 (dose= 343mg). The DLT information

observed has three possibilities: (i) neither patient has a DLT, (ii) One patient has a DLT, (iii) both patients
have a DLT. We add this information to our presumed information described in the previous paragraph.
In Figures 1b–d, the updated dose–toxicity curves are drawn using this new information, corresponding
to the three possible outcomes, with the toxicity outcomes included in the graphs (0=no DLT, 1=DLT).
If neither patient has a DLT, the dose is escalated to 418mg (Figure 1b); if one patient has a DLT, the dose
is decreased to 218mg (Figure 1c); if both have a DLT, then the dose is decreased to 147mg for the next
cohort (Figure 1d).
The approach continues where, after each cohort of two patients is observed, the additional data are

incorporated to update the estimated dose–toxicity curve. The CRM is considered “adaptive” because
we are using the data collected as we proceed to determine the doses for future cohorts. And, unlike the
algorithmic designs, when choosing a dose for the next cohort, we use information collected from all pre-
vious cohorts and not just the last cohort of patients.
There are a variety of approaches that may be used to determine when the CRM trial should stop. Sug-

gested approaches include when the recommended dose differs by no more than 10% from the current
dose[10], defining a prespecified number of patients[6], or based on a measure of precision of the curve[14].
For a detailed discussion of sample size choice, see Zohar and Chevret[15].
Although in theoryCRMs aremarkedly better than the standard 3+ 3 design, they do have several poten-

tial limitations. First, they require a statistician to be intimately involved with the daily coordination of the
trial. The dose for a new patient depends on the data observed up until the new patient is enrolled and on
the statistical model that has been chosen. Determining the next dose is not a trivial endeavor and requires
that a statistician be available and be familiar with the trial to perform these calculations on short notice.
Second, the mathematical model that is assumed may not be flexible enough to accommodate the true or
observed dose–toxicity relationship.The approach that we have highlighted here by Piantadosi et al.[10] is
more flexible than some others, but in some cases, the chosen model may not be robust.
Cheung describes an extension of the CRM for use in the setting of delayed outcomes. For example,

radiation toxicities often do not occur until several months following treatment.The time to event contin-
ual reassessment method (TiTE-CRM) allows partial follow-up of patients to be used to efficiently assign
patients to doses without delaying accrual to wait for toxicity information to become available[13]. The
Rapid Enrollment Design accomplishes the same goal, but weighs the partial follow-up toxicity informa-
tion differently[16].
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Figure 1. (a) Estimated dose–toxicity curve based on a priori information about likely low- and high-
toxicity doses. The starting dose is 343mg. (b) Updated dose–toxicity curve if no dose-limiting toxicities
(DLTs) are seen in two patients treated at 343mg. The updated dose for next cohort would be 418mg.
(c) Updated dose–toxicity curve if one DLT is seen in two patients treated at 343mg. The updated dose
for next cohort would be 233mg. (d) Updated dose–toxicity curve if two DLTs are seen in two patients
treated at 343mg. The updated dose for next cohort would be 147mg.

3.2 Extensions of the CRM for Efficacy Outcomes

Although the CRM was developed to be used for dose–toxicity relationships, dose finding based on
dose–efficacy relationships can also be explored. This is most appropriate in the setting where a targeted
therapy is being evaluated and, for example, there is a desired level of inhibition of a particular target.
A target effectiveness rate could be defined as the dose that achieves inhibition of the target in at least
80% of patients. Pharmacokinetic parameters (e.g., area under the curve) could also be the basis for the
design of a CRM study.

3.3 Bayesian Adaptive Designs

Bayesian adaptive designs comprise a wide range of designs that are all based on the same general prin-
ciples. For phase I studies, Bayesian adaptive designs have many similarities to the CRM described in
the previous sections. They tend to be more complicated mathematically; so, many of the details of these
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designs are beyond the scope of this article. However, the basic elements required for Bayesian decision-
making are (i) a statistical model; (ii) a prior distribution that quantifies the presumed information about
the toxicity of doses before the trial is initiated; (iii) a set of possible actions to take at each look at the data,
and (iv) a “gain” function. We will consider each of these in turn.

1. The Statistical Model. This is a mathematical representation of the relationship between dose and
toxicity. In the CRM we have described, we assumed a logistic model, but there are many possible
models.

2. A prior distribution.This is similar to the quantification of toxicity a priori that is shown in Figure 1a.
In the Bayesian approach, this is more formally described using an actual probability distribution, but
will take a form similar to that shown in Figure 1a. Often these are taken to be quite conservative
by assuming that high doses tend to be very toxic, so that the dose escalation is less likely to investi-
gate high doses unless there is relatively strong evidence that they are safe, based on the accumulated
information at lower doses.

3. Possible Actions. These are the actions that can be taken when new patients are enrolled and include
all of the possible doses that could be given to them.

4. Gain Function. This is an attribute of the Bayesian approach that is quite different from the CRM.
The gain function reflects what is best for the next cohort of patients. This is particularly relevant in
phase I trials because of the trade-off of efficacy and toxicity: a higher dose likely means an increase
in both, and the gain function allows us to include that trade-off in our decision-making about the
next cohort. However, the gain function can take many forms and need not represent the trade-off
between toxicity and efficacy (see Utility Function).

These designs are described in detail by Gatsonis and Greenhouse[17], Whitehead[18], and Haines
et al.[19]. Descriptions aimed at clinical investigators are provided by Zhou[20] and Whitehead et al.[21].
Zohar et al.[22] have developed publicly available software for conducting Bayesian dose-finding studies.

3.4 Efficacy and Toxicity for Dose Finding

Recently developed dose-escalation designs have formally accounted for the desire to find doses that have
both acceptable toxicity and maximal efficacy. This is in response to the trend in recent years of applying
standard designs to find MTDs and subsequently looking at efficacy outcomes to see which, if any, of the
doses explored showed efficacy based either on clinical outcomes, such as tumor response, or on correlative
outcomes, such as modulation of a genetic marker known to be in the cancer pathway. A more efficient
approach is to simultaneously maximize efficacy while minimizing toxicity.
Thall and Cook[23,24] have proposed an adaptive Bayesian method that chooses the optimal dose based

on both efficacy and toxicity. The principles are like those described in the previous section, but with the
added complexity of two outcomes. There are many mathematical details needed to fully describe the
approach, but the general idea is shown in Figure 2. Each curve (i.e., “contour”) in Figure 2 represents a set
of efficacy–toxicity trade-offs that would be considered equally desirable.The user must elicit information
from the clinical investigator to determine what a target contour would be. Dose is escalated based on the
combined outcomes of toxicity and efficacy, and new doses are determined as a function of previously
observed results.
Another adaptive design proposed uses a three-category outcome variable to describe both efficacy and

toxicity[25]. This approach has many nice properties, such as maximizing efficacy with constraints on tox-
icity instead of allowing them equal importance. This may be more practical in many settings, especially
when it is expected that the agent under investigation has very low toxicity.
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Figure 2. An example of contours for Thall and Cook’s adaptive Bayesian design using both efficacy and
toxicity. The target contour is shown by the thick line, and several other contours are shown by thinner
lines.

With the advent of effective immunotherapies in cancer research, designs have been recently developed,
which incorporate immune response (as a binary or continuous variable) into the dose-finding designs.
Wages et al. propose an approach to identify dose(s) defined by low toxicity and high immune response for
an immunotherapy dose- finding trial inmelanoma patients where immune response is binary[26]. Chiuzan
et al. develop a trial design for defining a set of promising doses that yield high immune response with an
acceptable toxicity threshold, recognizing that an optimal immune response threshold may not be known
and with the intent of further dose-ranging studies[27].

3.5 Dose Finding for Combinations

Combination trials, in which two or more drugs or treatments are given simultaneously to a patient, are
becoming increasingly common in dose-finding trials. In trials where multiple doses are considered for
two or more agents, the number of possible combinations to explore can be unwieldy. With two or more
agents, the relative severity of combined drug dose levels is not inherently known for all possible com-
binations. In other words, no assumption can be made regarding the relative increase in severity when
escalating doses in each drug and decreasing the dose of the other. Several model-based approaches have
also been developed to efficiently explore two or more agents with multiple dose levels. If toxicity infor-
mation is available for treatments individually, a toxicity equivalence contour can be estimated yielding
three “best” acceptable doses− one consisting predominately of drug A, one consisting predominately of
drug B, and one being a mix of both agents[28]. The partial order CRM, established by Wages et al., takes
into account the uncertainty regarding “true” dose ordering; it first estimates the probability for each of
the several possible monotonically increasing drug combination orders, and then assuming the estimated
order with the highest probability reduces to updating a dose–toxicity curve using conventional CRM
methodology[29]. These designs exemplify only a few of many in the literature[30–32].

3.6 Dose Finding Using Interval Approaches

Interval-based dose-finding methods were introduced, recognizing that instead of targeting a single DLT
rate, it may be more practical to target a DLT range. For example, instead of trying to identify a dose with a
DLT rate of 0.25, these methods identify a dose with DLT rate within a margin of 0.25, such as 0.20–0.30,
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or 0.15–0.35. The modified toxicity probability interval design (the mTPI[33]) lends itself to simple imple-
mentation, where a desired DLT rate is established at the onset with a selected margin, and a spreadsheet
is generated that trial investigators reference during the trial to determine if, based on the number of DLTs
at a certain dose and the number of patients treated, the dose should be escalated, de-escalated, or main-
tained for the next cohort.This might be considered a hybrid, as there is some statistical modeling, but the
mTPI does not utilize all of the observed information at all doses to make its decisions on the best dose for
the next cohort. The Bayesian Optimal Interval Design (BOIN) uses model-based approach to identity an
MTD while minimizing the probability of inappropriate dose selection[34,35].

4 Discussion

In the past few decades, there have been many designs proposed for phase I trials, some of which are
Bayesian andmost of which are adaptive.The trend has been to steer away from the old-fashioned algorith-
mic designs that have been shown repeatedly to be inefficient. Chevret[36] and Cheung[13] have published
books on dose-finding methods that address many of the issues discussed here in more depth and detail.
There are a number of approaches that could not be discussed in this article due to space constraints.

Readers interested in learning more about novel designs should also consider investigating the curve-free
method[37] and the biased coin up-and-down design with isotonic regression[38].
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Abstract: Drug discovery is a critical path to the creation of a newly approved drug. Statis-
ticians and statistical methods have a long and expanding history in the successful com-
pletion of drug discovery campaigns, and the advent of new technologies brings promise
for major expansions. This article describes the stages of drug discovery and provides a
sampling of statistical contributions for each stage.

1 Introduction

The pharmaceutical industry is a for-profit operation. The many benefits provided by the industry to
human health and quality of life must be tempered by an acknowledgment that the industry must make
money. R&D productivity is constantly under review for ways to improve throughput, effectiveness, and
efficiency, and statisticians are crucial for success[1]. The R&D pipeline is broken into two broad compo-
nents: drug discovery and drug development. While the focus of this article is drug discovery and the role
statisticians play in it, to fully understand these roles, context within the entire pipeline is helpful.
Figure 1 comes from Ref. 2 (Figure 2) and summarizes an interesting R&Dmodel for generating a single

US FDA-approved drug, also known as a new molecular entity (NME). This figure shows four of the five
stages of drug discovery, stages of drug development, and probabilities of successful transition (p(TS)) from
one stage to the next. Based on these transition probabilities, the number of “works in progress” (WIP, i.e.,
the number of scientific research projects under simultaneous investigations) needed during the first listed
stage is estimated to be 25 in order to achieve a single NME. Each of these scientific research projects has
the potential to involve many statisticians, but they often do not (to be revisited later).
Figure 1 also demonstrates that the drug discovery stages are relatively inexpensive, comprising only

about 33% of the total cost for a single NME. Drug discovery is regarded as relatively high risk, so it
may make sense to limit investment during these stages. However, so many drug candidates fail during
development[2] that one could argue that greater investment in drug discovery may also improve drug
development and consequently improve R&D productivity.
TheFDA’s 1962Kefauver-HarrisDrugAmendments to the Food,Drug&CosmeticsAct of 1938 required

that before “marketing a drug, firms now had to prove not only safety, but also provide substantial evidence
of effectiveness for the product’s intended use”[3]. The FDA responded to these requirements by establish-
ing guidelines in 1969 that relate to a variety of activities including drug efficacy, safety, carcinogenicity,
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Figure 1. R&D model from Ref. 2 (Figure 2) yielding costs to successfully discover and develop a sin-
gle new molecular entity (NME). The model defines the distinct phases of drug discovery and develop-
ment from the stage of target-to-hit to the final stage, launch. R&D parameters include the probability of
successful transition from one stage to the next (p(TS)), the phase cost for each project, the cycle time
required to progress through each stage of development, and the cost of capital, reflecting the returns
required by shareholders to use their money during the lengthy R&D process. With these inputs (darker
shaded boxes), the model calculates the number of assets (WIP) needed in each stage of development to
achieve one NME launch. Based on the assumptions for the success rate, cycle time, and cost, the model
further calculates the “out of pocket” cost per phase as well as the total cost to achieve one NME launch
per year (US$873 million). Lighter shaded boxes show calculated values based on assumed inputs. Capital-
izing the cost, to account for the cost of capital during this period of over 13 years, yields a “capitalized”
cost of $1778 million per NME launch. It is important to note that this model does not include invest-
ments for exploratory discovery research, postlaunch expenses, or overheads (i.e., salaries for employ-
ees not engaged in R&D activities but necessary to support the organization). source: Reproduced with
permission from Nature Publishing Group. ©2010.

stability, and manufacturing[4]. The European Medicines Agency (EMA) began operating in 1995 with
goals similar to those of the FDA, namely the scientific evaluation, supervision, and safety monitoring of
medicines in the European Union; see http://www.ema.europa.eu/.
Regulatory guidelines are primarily aimed at stages that fall under the heading of drug development, and

the consequence is significant investment in statistical expertise focused on clinical trials and (to a lesser
extent) manufacturing. With scant regulation focused on drug discovery activities, the potential contribu-
tions of statisticians are often overlooked, and the involvement of statisticians is company dependent and
highly variable across departments even within the same company. Lendrem[5] refers to statisticians work-
ing in drug discovery as pioneers and even adds “Prevailing attitudes withinmany clinical groups reinforce
the view that venturing into non-clinical is nothing less than professional suicide, and anyone who does so
will be consigned to a career wilderness. ”
Despite the obstacles faced by statisticians for involvement in drug discovery, the opportunities are well

worth it. Grieve[4] recounts early involvement in the pharmaceutical industry of some giants of statis-
tics, and points out that they worked on what is today considered drug discovery activities. These giants
include Frank Wilcoxon, Charles Dunnett, Owen Davies, George Box, and Edgar Fieller. Of great com-
fort to today’s statisticians working in drug discovery is the fact that they need not be sole pioneers; there
are multiple organizations focused exclusively on this group. In 1998, the Drug Information Association
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(DIA) held its first International Workshop on Statistical Methodology in Non-Clinical R&D, with sub-
sequent conferences in 2000, 2002, and 2004. The Nonclinical Statistics (NCS) Conference meets every
two years in Europe, dating back to 2006; see http://www.ncs-conference.org/. The American Statistical
Association’s Biopharmaceutical Section has a Nonclinical Biostatistics Working Group that hosts meet-
ings to share knowledge and to network (http://community.amstat.org/biop/workinggroups/ncbwg/index);
a primary activity is the Nonclinical Biostatistics (NCB) Conference held every two years since 2009. Addi-
tionally, the recent book by Zhang[6] serves as an excellent reference for a variety of activities pursued by
statisticians working in drug discovery.
There are five stages of drug discovery: (i) target identification and validation; (ii) identifying hits

(target-to-hit); (iii) identifying leads (hit-to-lead); (iv) lead optimization; and (v) preclinical testing. See,
for example, Ref. 7. Nomenclature, however, is not universal. The term basic research is often used to
include target identification and validation, and preclinical testing is sometimes listed as falling under drug
development. This article sides with Paul et al.[2] and the PhRMA group to list the previously mentioned
five stages as defining drug discovery. These sources view drug development to begin with application to
the FDA for an Investigational New Drug (IND), which occurs at the end of preclinical testing.
The remainder of this article considers each stage of drug discovery in turn, describing goals for the

stage as well as sample statistical activities and potential. For a more comprehensive review, the book by
Zhang[6] is recommended.

2 Target Identification and Validation

Drugs are primarily discovered by identifying interactions between the drug molecule and biological
molecules related to the disease state. The most common approach to drug discovery works by focusing
on the mechanism of a specific biological molecule known as a target. Strictly speaking, a target can be a
protein or other biomolecule (e.g., DNA and RNA) to which the drug directly binds and which is responsible
for the therapeutic efficacy of the drug[8]. Target identification is isolating molecular targets involved in
disease. Target validation is studying the target’s functions in normal physiology and how it is affected by
disease, to be able to claim that adjustments to the target can provide therapeutic benefit. See Ref. 9.
Techniques for target identification range from searching in the usual places (previously identified tar-

gets), to searching in radically different spaces, to even abandoning the idea of a traditional target. Santos
et al.[8] curated biological molecules acted upon by 1578 FDA-approved drugs, and identified 667 human
proteins targeted by drugs for humandisease, suggesting thatmultiple drugs act on the same target. Indeed,
it is common practice to begin looking for potential targets from among targets previously identified for
FDA-approved drugs. Moreover, certain classes of targets are deemed preferable because they are over-
represented among targets of FDA-approved drugs. For example, Santos et al.[8] report that 363 of their
identified 667 human protein targets fall in the G-protein-coupled receptor (GPCR) class. However, for
identifying first-in-class drugs, it may be more effective to look in new spaces, not so heavily guided by
previous work; this is the premise of Swinney[10] who reports on an interesting study of 259 new FDA-
approved drugs discovered between 1999 and 2008. Focusing on the 50 first-in-class small-molecule drugs
with new molecular mechanisms of action, 28 were identified by phenotypic screening (deemed “empiri-
cal” by Swinney) while only 17 were identified by target-based screening (deemed “hypothesis-driven” by
Swinney). Kuhn et al.[11], statisticians working in the pharmaceutical industry, describe a blurring of the
lines separating the labels target and phenotype, arguing that causal ordering and interrelationships are
complex and that phenotypes may be more relevant to the disease than a molecular target.
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Irrespective of the label used (target or phenotype), statisticians are an important part of the discovery
equation. Genome-wide association studies (GWAS) are increasingly used in target/phenotype identifica-
tion for heritable diseases[11], and there is an extensive literature of statistical contributions in this area[12].
Sikdar and Datta[13], working toward a treatment for cancer by finding master regulator transcriptor fac-
tors to serve as targets, develop a two-step statistical approach to first test for the existence of a master
regulator, and then to identify it. Katsila et al. [14, Table 1] points to neural network and quantitative
structure-activity relationship (QSAR) models among the computational methods used for identifica-
tion of targets and prediction of interactions.

3 Identifying Hits

After identifying the target/phenotype, an assay is developed to measure the therapeutic effect of a poten-
tial drugmolecule through a variety of screening campaigns. Potential drugmolecules that pass this screen-
ing are called hits.
According to Hughes et al.[9], the “choice of assay format is dependent upon the biology of the drug

target protein, the equipment infrastructure in the host laboratory, the experience of the scientists in that
laboratory, whether an inhibitor or activator molecule is sought and the scale of the compound screen.”
No matter what formats and protocols are selected for an assay, statistical methodology is critical for two
required properties of all assays: reproducibility and quality. In a long-term screening campaign, an assay
will be required to be reproducible across assay plates, across screen days, and maybe even across screen
years. Assay quality speaks to the ability of the assay to precisely identify both high and low signals from
reference controls. The Z’-factor[15,16] is a statistical measure that has become the industry standard for
assessing assay quality. Other considerations include identification and removal of systematic variation due
to things such as edge effects[17]. Determination of optimal assay conditions (e.g., the choice of reagent, pH,
and temperature) can benefit from statistical designs such as fractional factorials that focus on studying
main and interaction effects of a large number of factors using a minimal number of design points[18].
Screening campaigns come in a variety of formats, depending on the desired throughput and subsequent

step in drug discovery. High-throughput screening (HTS) is designed to assay large numbers of molecules
in short time, usually using a single dose for each molecule, and is often the first level of screening applied
to a collection; complex laboratory automation is required, but deep knowledge of either target function
or potential drug molecule function is optional. Hughes et al.[9] list several other screening strategies (e.g.,
virtual screening, focused screening, and nuclearmagnetic resonance (NMR) screening) that require addi-
tional information about the function of either the target, or the potential drug molecule, or both. Pooled
screening, where multiple potential drug molecules are combined for a single test, has the benefit of being
able to detect synergism while also increasing throughput[19–21].
Statistical methodology has been influential in selecting which potential drug molecules should be

screened. In an effort to explore a diverse subset of chemical space, various optimal design strategies
have been applied to select molecules from among physical and virtual libraries[19,22,23].

4 Identifying Leads

Hits identified through HTS are further subjected to confirmatory screens, typically using the same pro-
tocols as the HTS; selectivity screening or cross-screening, to eliminate hits that are also active for other
targets to minimize the potential for off-target toxicity effects; dose-response testing where multiple dose
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levels are used for each potential drug molecule; and other specialized screens (e.g., focused screening and
NMR screening) to further understand their behavior. Hits are subsequently ranked and clustered using
both outcomes from testing and from chemical similarity, with the result being the selection of several of
these hit series. Such series include hits originally found by screening campaigns, plus newly synthesized
analogs (that are structurally similar to a hit, but differing from it in terms of a certain feature likely chosen
with an eye toward optimization as will be discussed later). Hits are filtered andmodified to become leads.
Statistical methodology is heavily used in activities related to ranking and clustering groups of hits. For

example, Duffy et al.[24] describe the use of scaffold analysis and clustering to organize hit molecules into
series for their progression from hits to leads.

5 Lead Optimization

Leads are optimized to improve efficacy/potency, selectivity, and ADME (absorption, distribution,
metabolism, and excretion) properties. Potency may be improved by modifying the molecule so that
a substantially lower dose elicits the same level of response as seen in the typically high-dose HTS, or
perhaps to improve response in more demanding assay formats. Selectivity reduces off-target activities
and consequently reduces the potential of side effects. ADME properties refer to the molecule’s ability to
“act like a drug” in that it can be absorbed, distributed, metabolized, and eliminated relative to the host’s
body. Many modifications may be made to make molecules more “druglike,” for example, modifying the
molecular weight, surface area, solubility, permeability, and lipophilicity. See Ref. 9 for more details.
Modifications needed to optimize leads must not remove the essential chemical features that make the

molecule effective. For this reason, it is crucial that structure–activity relationships (SARs) are identi-
fied beforemodifications. More specifically, relationships between the chemical structure and quantitative
response values allow medicinal chemists to know what structural features of the molecule must remain
intact to guarantee a certain desirable level of response. The development of the so-called quantitative
structure–activity relationship (QSAR) models is an inherently statistical activity. These QSAR models
come in all flavors and can really be considered as prediction and classification, or machine-learning
methods, enhanced with chemistry. Statisticians have a long and active history in these activities; see,
for example, Refs 25–27.

6 Preclinical Testing

Preclinical testing has historically included the largest number of statisticians in drug discovery. The pri-
mary activities are: (i) safety testing via pharmacological and toxicological assessment and (ii) manu-
facturing process and control. Pharmacology studies the mechanism of the activity of drugs in order to
develop and optimize their therapeutic potential; this is a natural extension of activities such as SAR and
QSARmodeling and identification, and also includes studies in pharmacokinetics and pharmacodynamics.
Toxicology, on the other hand, studies themechanisms responsible for the adverse effects of drugs on living
organisms. Adherence to Good Clinical Practice (GCP) is expected for preclinical testing, even though
it is not expected for earlier stages of discovery. Moreover, regulatory guidelines are in full effect for both
pharmacological and toxicological assessment, and for manufacturing process and control. For example,
FDA’s guidelines ICHM3(R2) address safety[28] and guidelines ICH Q1A(R2) address stability[29].
ICH M3(R2) describes “nonclinical safety studies recommended to support human clinical trials”

(Section 1.1, p. 1). Guiding principles state that “goals of the nonclinical safety evaluation generally
include a characterisation of toxic effects with respect to target organs, dose dependence, relationship to
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exposure, and, when appropriate, potential reversibility. This information is used to estimate an initial
safe starting dose and dose range for the human trials and to identify parameters for clinical monitoring
for potential adverse effects. The nonclinical safety studies, although usually limited at the beginning of
clinical development, should be adequate to characterise potential adverse effects that might occur under
the conditions of the clinical trial to be supported” (Section 1.4, p. 2).
A typical toxicological investigation is risk assessment of carcinogenicity to animals, that is, assess the

probability that an animal that receives the drug for an extended period of time will develop some type of
cancer. Statistical analysis of the resulting data will involve dose-response modeling followed by calibra-
tion to estimate the dose corresponding to a prespecified level of toxic reaction; see, for example, Ref. 30.
Toxicological testing often results in the identification of a maximum tolerable dose (MTD) through
repeat-dose and/or multidose studies[31].
Concerns regarding manufacturing of the drug do not usually arise before large-scale toxicological test-

ing. Only small amounts of the drug, at milligram levels, are needed for testing during early drug discovery
stages through lead optimization; these amounts can usually be synthesizedwith relatively small effort.The
needed amounts for safety and toxicological testing are much higher, at the hundreds of grams level (Ref.
6, p. 8), and so manufacturing protocols (focused on isolating impurities, improving stability, etc.) become
muchmore relevant.These activities benefit from statistical methodologies[32], becomemore intense after
filing an IND, and are more commonly referred to as Chemistry, Manufacturing and Controls (CMC).

7 Concluding Remarks

Statisticians who choose to work in drug discovery have the opportunity of accessing a wide variety of
activities available to them. The activities mentioned here represent only a small fraction of possibilities.
In spite of a lack of regulation during early drug discovery, statisticians have found seats at many tables

and have been recognized as valuable contributors to success.The advent of new technologies is a promise
that the role and types of contributions that will be needed from statisticians will continue to evolve.

Related Articles

Nonclinical Statistics; Pharmaceutical Industry, Statistics in; Overview of Anti-Infective Drug
Development; Big Data in Biosciences; Supervised Learning.
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Abstract: Themain role of dose–responsephase II trialswithin a clinical developmentplan
is to identify a potentially efficacious dose that can be explored in phase III trials. Tradition-
ally, designs have investigated a fixed set of doses with equal numbers of participants on
each dose. Usually these designs are fixed before any data have been observed and it is
rarely possible to select the most efficient choices. The dose range under investigation
may include doses that have little or no observable effect or the doses that are too high
andpotentially have toxicities. A dose–response adaptive trial allows changes to thedoses
selected during the conduct of the trial in order to make better dose choices. The better
dose choices could be to allow the most efficient estimation of the dose–response rela-
tionship or to select themost promisingdose. This article highlights the various issueswith
trying to implement dose–response adaptive designs and demonstrate the compromises
that need to be made between optimal choices and the reality.

1 Introduction

A pharmaceutical clinical development plan starts with a phase I trial to evaluate the safety and tolerabil-
ity of a novel drug; this is usually a single administration of the drug. The main aim of phase I trials is to
either find a maximum tolerated dose or an upper limit of tolerable doses. The next stage of drug devel-
opment is the evaluation of drug activity and either a single recommended phase 2 dose is chosen from
phase I or a range of doses are recommended. Within phase I, few people will have been exposed to the
drug, so it is unlikely that the best dose is known. There are examples where dose levels are adjusted at
later stages in the development process. Therefore, it is a risky strategy to select a single recommended
phase 2 dose after a small phase I trial and exploring a range of doses is a safer approach. Traditionally, a
design that is used to explore a range of doses allocates a fixed number of participants on each dose before
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observing the outcome data.The fixed design can be wasteful if some of the doses have low or little activity.
A dose–response adaptive trial inspects the accruing data during the trial to alter which doses are given
to future participants to maximize the utility of the trial. The Food and Drug Administration released the
critical path opportunity list in 2006 that highlighted the need for innovative trial designs, specifically, the
use of prior experience or accumulated information in trial design.
A closely related area is response-adaptive designswhere participants are assigned to treatmentswith the

goal to placemore people on the better treatments using the data accrued from the trial. A good example of
this is the ECMO trial[1]. These methods can be used in a dose–response adaptive design, but they would
ignore that the treatment arms are ordered and hence information is lost. For example, the TAILoR trial[2]
used the Dunnett test to drop arms without considering the ordering of treatment arms. The lost dose
information can be recovered by either making sequential decisions using the ordered dosing or assuming
a model linking the response to the doses. In dose–response adaptive designs, there are competing aims
of finding the best dose and estimating the dose–response relationship.
This article will use two example trials that implemented a dose–response adaptive design. The IL-2

trial[3] and the DexFEM trial[4] are used to highlight some of the practical issues of designing and conduct-
ing dose–response adaptive trials.

2 Before the Trial

2.1 Initial Meeting to Discuss an Adaptive Trial

Probably the most important discussion is the start-up meeting for the new trial. Initiation of a
dose–response adaptive trial is smooth if the principal investigator is enthusiastic about novel trial
designs and has identified a potential application of the methods. The PICOT[5] framework is a useful
structure for the initial meeting to frame the research question, where PICOT is defined as follows:

1. Population – the trial population and the inclusion/exclusion criteria
2. Intervention – the intervention and how it is administered
3. Comparator – if a control arm is required to help with assessing safety of the intervention
4. Outcome – the primary outcome or outcomes that will be used in dose decision-making
5. Timing – the length of observation period and trial duration.

In the case of the IL-2 trial[3], the population consisted of participants with a recent diagnosis of type I
diabetes; the interventionwas aldesleukin and a dose rangewas chosen so that toxicities were very unlikely;
there was no comparator; the outcome was the percentage change from baseline of CD4 T regulatory cells;
and this was measured within the first 7 days after dosing.
Dose–response trials have an objective of either identifying a single recommended dose or estimat-

ing the dose–response relationship. This choice determines how doses are selected during the trial. One
disadvantage of designing a dose–response adaptive trial for a single primary outcome is that the design
will rarely be optimal for the secondary outcomes. If the trial is more exploratory with many endpoints or
potentially some unknown outcomes, then a fixed design is better.
If the dose–response trial has the additional objective of determining whether a dose is safe, then a

fixed number of participants may be allocated a placebo.The placebo can be included in the analysis of the
dose–response relationship, where placebo is a dose of 0. Randomization and blinding should ideally be
used if adding a placebo arm to the trial. If the observational period between the start of an intervention
and the outcome measurement time is long, then an adaptive trial is unlikely to be useful because the
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recruitment will likely be faster than the time taken to observe the response data. A long observation time
will make an adaptive trial very long and potentially impractical.

2.2 Pharmacy

Whether an intervention is injectable or in tablet form, the pharmacy will need to be able to package the
drug ready for the next participant with probably shorter timelines than usual. These trials are small and
have the possibility that every participant receives different doses, so the pharmacy needs to be able and
willing to cope with the additional tasks for an adaptive trial. In trials where the intervention is adminis-
tered as an injection, then continuous dosing is possible. The pharmacy must be able to form the correct
strength of dose. In the IL-2 study, the minimum bolus dose was altered as it was hard to form such a weak
dose. This may be easier with infusion administration.

2.3 Interim Analysis

The interim analyses are the decision points for selecting which doses are used in the next stage. The
frequency of interim analyses can vary between a single point during the trial and after every single
participant. The frequency depends on the quality of the data, how fast recruitment is, and how fast
data can be entered into a database and distributed to the statistician/study team. Time needs to be
allocated to data entry and cleaning, potentially with priority given to the endpoints that are used in the
interim analysis rather than all data collected. The timing of the interim analyses will balance the need
to make dose alterations and how much data are accrued at that interim analysis. A decision will have to
be made about whether recruitment is suspended or not while waiting for the interim analysis. This is a
difficult decision because suspending recruitment can adversely affect future recruitment. However, not
suspending recruitment may mean that some participants are given doses that may be not used later in
the trial, and this is known before the participants complete the follow-up period. The number of interim
analyses needs to be considered. More interim analyses usually leads to improved statistical efficiency, but
interim analyses are resource intensive and may not be practical. Each study team will need to balance the
need for efficiency and practicality, but even a single interim analysis brings great benefits. Simulations
can help guide this decision. However, it must be noted that recruitment is not a fixed process and rarely
follows the planned schedule.

2.4 The Dose–Response Relationship

The ideal situation is that there is a known biological process that can be captured by a specific mathemat-
ical form for the dose–response model. In the absence of this knowledge, either select one model that is
flexible enough to fit the data ([6] have a range of potential model shapes), select multiple models, or select
something that is model-free (e.g., the normal dynamic linear model used in ASTIN or DexFEM trials). If
the aim of the trial is solely to find the best dose or a minimally effective dose, then a multiple comparisons
testing procedure could be used, or a mixture of multiple comparisons procedures and modelling such as
the MCP-Mod methodology[7].
When using multiple models within a single trial, there are a few choices of how to make dose decisions.

One way is by picking the best-fitting model and then in turn select the doses conditional on this model.
Alternatively, model-robust methods allow future dose selections that are averaged over a set of models in
either a Bayesian or frequentist setting.
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2.5 Decision-making

At the interim analyses doses must be selected for the next stage of the study.The decision can be made by
a Dose Determining Committee (DDC), usually consisting of the study team plus potentially an external
chair, or it is possible to form an Independent Data Monitoring Committee (IDMC) to make recommen-
dations. The study team must also set out how to decide on which dose to give the next participant(s).
Ideally the study team has a face-to-face meeting to discuss the interim results. It is best if the statistician
describes the results to the team so that all the information is given to make the decision. Formal decision
rules are often specified using a statistical framework such as minimizing the variance of response or an
optimality criterion like D-optimality[8]. In the IL-2 study, a DMC charter was written for how the deci-
sion is made. There were three groups who all had a single vote (statisticians, clinicians, and biologists),
the clinician had the casting vote and defined that quorumwas at least one member from each group.This
process should include how many participants are being assigned a dose or not. In the DexFEM trial, the
dose allocation probabilities were estimated in the interim analysis and ratified by the IDMC. Practically
it is best to organize regular meeting slots; if patients are always started on new doses on a Monday, then
meeting on the previous Friday. Good communication within the study team is required, such as keeping
the statisticians informed about how many doses will be allocated at the next meeting.

2.6 Randomization and Open-label Studies

A decision must be taken on whether a trial is blinded or open label. Often the primary outcomes are
objective measures and the risk of bias may be low. However, it is possible that selection bias could occur
during the recruitment process and in this case, randomization is recommended. As previouslymentioned
there may be a placebo arm, often when safety still needs to be monitored. Trials that include a placebo
arm should be randomized. In all the cases it is a good idea to have double-blind studies, though often
these trials are small and the extra burden of blinding is not considered worthwhile.

2.7 Sample Size

Often a range of possible sample sizes is preselected based on what is practically possible. However, it is
advantageous to provide a power analysis by assuming a specific model or testing procedure. Alongside
the size of the study, the planned cohort sizes and interim analyses are needed to assess the design. In IL-2
the planned cohort size was 2, but the design had to be flexible enough to handle cohort sizes between 1
and 4. For DexFEM, the timings of the interim analyses were based on much larger cohort sizes.

2.8 Operating Characteristics

Whenmost of the components of the trial design have been decided, the performance of the design can be
assessed by using either theoretical results or simulation studies.The variability of the outcome (covariance
of the outcomes) can affect the design’s operating characteristics greatly. If the variability is too large and
the sample size is too small, then it will be hard to distinguish a dose–response pattern.This information is
ideally contained within an operating characteristics report and so during the trial, the IDMC or DDC can
refer back to the assumptions used and see whether the true data are deviating from the assumed values.
Often there will be no information about the variability or dose effect and in this case, the simulations
should inspect a sufficiently broad range of possible variances or covariance structures.
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2.9 Futility

It is possible that the analysis method of the current trial and interim analyses may not formally stop the
trial for a lack of effect. It is important that the operating characteristics report shows what happens under
the null situation. Within a dose–response assessment there may be no statistical testing, but if there is
no dose–response it is worth knowing how long a trial should last for. If futility is not formally assessed
before the trial begins, then the DMC may make nonoptimal decisions.
Given a large amount of information on the dose–response at the interim analyses, it may be tempting

to stop a study early thinking that additional patients may not alter the conclusions by much. This is a
natural viewpoint as the data are displayed often and near the end of the trial the overall dose–response
shape is unlikely to change by much. It is important, however, to specify either a stopping rule based on
how accurate the dose–response is estimated or to fix the maximum sample size. Stopping on an ad hoc
basis may introduce bias on the estimated variability of the model.

3 Trial Conduct

3.1 Flexibility

Several problemsmay arise during the course of a trial. For example, nonlinearmodels may not fit the data,
or a single outlier might render some models useless as convergence is not achieved (we advise having a
linear model as a backup). Note that D-optimal designs for linear models do not depend on the model
parameters and, therefore, can be specified before the trial. The number of patients recruited may vary,
which can affect the number of dose decisions made in a short timeframe. Other events may restrict the
dose range during a trial. In the IL-2 study, an injection site reaction adverse event limited future doses to
be less than 0.75ng/mL. Although this adverse event was not formally considered a dose-limiting toxicity,
it was severe enough to alter the trial. The variability of an outcome can often be larger than expected
in practice, which limits the set of models that can adequately describe the trial data. Large variability
means that more complicated nonlinear models may not the fit data well; a polynomial model will likely
be sufficient here.

3.2 Data Monitoring Committees

During the trial, the interim analyses are usually performed by the study statistician and recommendations
for adaptations are made by the DDC or IDMC. In the DexFEM trial, a nonlinear dynamic model was
fitted at every interim analysis and the primary adaptation was altering the dose allocation probabilities.
The statistical analysis used is nontrivial and the allocation probabilities are given by the analysis although
sufficient summary statistics should be provided to qualitatively check for accuracy. It is better to have
a statistician on the IDMC who is familiar with adaptive methodology to help with interpretation of the
results. It may also be advisable for the committee statistician to do additional analyses to confirm roughly
the recommendations made by the study team. The DDC or IDMC should refer back to the assumptions
listed in the operating characteristics report to assess whether they are still valid. If the real data show
features that are not consistent with these assumptions, then it is good practice to inspect a few more
scenarios, especially when variability is larger than expected and potentially the final success criteria are
not met.
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3.3 Missing Data

Often for dose–response studies missing data may be informative, and the influence of high and low
doses on model fitting is greater than that of middle doses. Sometimes the protocol may define an anal-
ysis population as all patients with an evaluable outcome and, to maintain the study design, participants
who drop out may be replaced. Study teams seem less keen on replacing dropouts as this may extend the
trial indefinitely, and often choose to over-recruit to the study and hope to achieve a sufficient evaluable
number of participants.

Summary

This article covers many of the practical issues faced when implementing dose–response adaptive designs.
We have highlighted some of the bigger issues but as with all adaptive designs reality does not entirely
mirror an in silico design. It is impossible to cover every possible issue and there are several trial designs
that can be applied as there is not a gold standard design. Often changes will need to be made during the
trial that are unforeseen and, therefore, flexibility is the fundamental attribute required to complete one of
these trials successfully.
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