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Abstract: Even in mature democracies, elections often end in controversies related to
allegations of fraud. Many of them cannot be resolved on the basis of traditional audits,
such as the scrutiny of the vote counting. In these cases, election forensics provides a
means for testing the legitimacy of an electoral outcome, which is based on the statisti-
cal consistency of the election data. We review two recently developed tools that lead to
the so-called election fingerprints.

Allegations of fraud are common postelection phenomena nowadays. In 2017 alone, between January
and August, when we wrote this note, there were reported scandals on the Turkmenistani presidential
elections[1], the Armenian parliamentary elections[2], the Serbian presidential elections1, Ecuador presi-
dential elections2, the Kenya general elections3, the Turkish constitutional reform[3], and the Venezuelan
constituent assembly4. There were claims around the UK general elections in 20175. Allegations of fraud
lead to serious consequences, including social instability and deadly violence, as happened in theVenezuela
and Kenya elections 2017. The reported electoral irregularities vary from country to country and range
frommanipulations of the vote count and coercion of the electorate tomisuse of public resources and funds
for electioneering. Election observers, as sent, for example, by the OSCE, may observe such malpractices
and often they do. To quantify the concrete impact of election fraud on the outcomes of an election is yet
a different challenge. To enlarge the scope and efficiency of election observation missions, the emerging
field of election forensics evaluates, exclusively on a data-driven basis, to which extent a specific type of
electoral irregularity might have affected the results of an election.
Themain idea behind election forensics is that outcomes from free and fair elections can be seen as large

random samples from social experiments. For this reason, election outcome data must comply with some
statistical laws, such as theCentral LimitTheorem. Data from elections, where some driving forces oper-
ate with the intention to influence the outcome, could violate these laws. Forensic methodology is focusing
on the development of statistical procedures to test the hypothesis (see Null Hypothesis; Hypothesis
Testing) that election data comply with a particular property, which is characteristic of just and legitimate
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electoral processes. Such properties can be universal and hence distinctive of any fair election, others can
be specific to different electoral systems.
Some of the election forensic tests are focused on detecting atypical occurrences of digits or numbers

in the vote count, which may be called digits-based tests. This is the case of tests based on several versions
of Benford’s law[4,5] and tests based on the assumption of choosing round numbers when making up the
results[6,7]. Another type of election forensic test aims at identifying irregularities in the distributions of
votes and turnout across polling stations, as well as correlations between these distributions[8–10], which
may be called votes-based tests. The advantage of these latter methods with respect to digits-based tests is
that the presence of outliers can be informative on the specific type of fraud thatmight have been involved.
Therefore, if there exists suspicion of a particular type of fraud, a specific test statistic can be designed to
detect outliers associated with it. This is the basis of the two recently proposed tests that we review in this
note[11,12]. They deal with the particularly common types of electoral frauds of ballot stuffing and voter
rigging.

1 Election Data and Basic Notation

For the two election forensics tests discussed below, we consider votes and turnout at the finest available
level of the election results as they are reported, the electoral unit. Aggregated datamaymask datamanipu-
lationsmade at the lower aggregation level. Such unitsmay be known as electoral tables,wards, or precincts,
according to the electoral system. For every unit, we need to know the turnout, the votes for the winner,
and the number n of electors in the unit. By t, we denote the turnout percentage per electoral unit and by
vw the corresponding percentage of votes going to the overall winner. For the second test, we additionally
need to know a partition into administrative divisions of the country under study. If different subdivisions
are available, we use the smallest available territorial subdivision, as this should increase the comparabil-
ity across different units of the same region. However, we require that each neighborhood has at least 10
electoral units in order to perform statistical tests of similarity among them. We refer to these divisions as
electoral neighborhoods. They may correspond to different types of administrative entities depending on
the country, such as departments, parishes, counties, districts, or municipalities.

2 Ballot Stuffing Test Based on Election Fingerprints

In a hypothetical election, where voters are well mixed, for example, randomly assigned to the electoral
units, large sample theory suggests that the joint distribution of t and vw should approximately give an
uncorrelatedbivariate normal distribution. However, to account for the existence of heterogeneitywithin
the electoral population, which is common in countries with regions with different electoral preferences
and behavior, it may be enough to introduce slight variations from the uncorrelated normal model to
other models, for example, to Gaussian mixture models. Also strategic vote, in which voters of some elec-
toral neighborhoods are locally well mobilized to support a party or candidate, can produce correlations
between t and vw. Because of the large array of idiosyncratic features that characterize the election results
in various countries, the formulation of a general model for the joint distribution of t and vw has so far
not been achieved. However, it has been shown that the occurrence of certain types of fraud introduces
drastically abnormal correlations between t and vw that can be described using specific models of fraud.
For instance, in the case of ballot stuffing, vw might get inflated by adding to the winner votes from the
nonvoters, which will at the same time introduce positive correlations between t and vw. Alternatively,
vw might be increased by adding votes from opposition parties, which would lead to an inflation of vw,
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but not a simultaneous inflation of t. If both mechanisms are jointly realized, we may observe nonlin-
ear correlations that are hard to explain in elections that meet standards of electoral integrity[11]. Other
electoral irregularities, such as threats on electors, the buying of votes, or skewed interventions on the elec-
toral process such as running out of ballot papers or breaking voting machines for favoring a party, could
also introduce unexpected correlations between t and vw that coincide with atypically high values of t
and vw in certain units. The presence of such correlations and atypical values, as well as other deviations
from the uncorrelated normal distribution, can be observed in so-called Election Fingerprints, which are
a 2D representation of the joint histogram of t and vw[11]. To exclude that the shape of these fingerprints
is deformed by fluctuations from units of very low electorate size n, units are only included if their size
exceeds a threshold of n > 100.
Weprovide some examples of often encountered types of election fingerprints in Figure 1.Therewe show

the fingerprints for national-level elections in six different countries, see also Refs 11 and 12 for further
descriptive statistics of those elections. The fingerprints for (a) France and (b) Mexico can be well approx-
imated by uncorrelated bivariate normal distributions. However, note that although those two countries
are roughly comparable in terms of area and population size, the variances in their fingerprints differ sub-
stantially. The vote-turnout distribution for (c) Canada is clearly bimodal, with peaks centered around
two different levels of vw at comparable values of t. This bimodality reflects the composition of Canada’s
population, with the French-speaking population of Canada showing a distinct voting pattern. Taken for
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Figure 1. A short zoology of election fingerprints. For each level of turnout t (x-axis) and votes for the
winner vw (y-axis), the number of electoral units in a country with a given value of (t, vw) is indicated by
the color, ranging from dark blue (no units) to intense yellow for the highest densities of units. The finger-
print for (a) France and (b) Mexico largely resemble approximate uncorrelated bivariate normal distribu-
tions, albeit with different variances. The fingerprint for (c) Canada suggests a Gaussian mixture model,
whereas (d) Finland shows deviations from the uncorrelated case, which are indicative of heterogeneous
voter mobilization. Finally, (e) Venezuela and (f ) Russia display highly nonlinear correlations that are com-
bined with multimodality (note the concentrations of units with almost 100% turnout and votes for the
winner in these elections – a clear sign of ballot stuffing).
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themselves, each mode can again be approximated by a bivariate normal distribution. This is not the case
for election results in (d) Finland, which show some deviations that are indicative of the effects of a hetero-
geneous voter mobilization. While for lower turnout values, the distributions of vw appear to be centered
around a certain value, there is a kind of bifurcation for higher turnouts into units of low and high values
of vw. The fingerprints for (e) Venezuela and (f ) Russia show even stronger deviations from the bivariate
normal case in the form of nonlinear correlations. That is, in both cases, there is a bulk of units in the
(t, vw)-plane that is smeared out toward inflated vote and turnout numbers. In Russia, there is a clearly
visible peak of units with 100% turnout and 100% votes for the winner. That is, in these units every single
individual went to the ballots and everyone cast his or her vote for the same (winning) party or candidate.
A way to find out if the deviations observed in a fingerprint are indeed statistically significant traces of

ballot stuffing is to compare the observed fingerprints with expectations from an uncorrelated bivariate
normal model. Of course, as we discussed earlier, strategic vote and heterogeneity of the population might
also introduce nontrivial correlations in the fingerprint. It is then the task to determine whether these
observed discrepancies are in line with what could be explained based on the “natural” variance in t and vw
that characterizes a specific country or not. Oneway to achieve this task is to formulate a parametricmodel
that tests whether the observed deviations from the bivariate normal case are compatible with specific
types of electoral fraud or not[11].The rationale of this model is as follows. As each country is characterized
by its unique distributions of votes vw and turnout t, we first assume that the election result of each unit in a
country is sampled from the empirical vote and turnout distributions (“fair model”).These results are then
postprocessed by shifting votes (either between parties or between voters and nonvoters) in accordance
with fraudulent mechanisms such as ballot stuffing or vote stealing. We then test the null hypothesis that
the fair model fits the observed fingerprint better than the postprocessed model that assumes election
fraud.
More concretely, the model to test for ballot stuffing can be formulated as follows. For each country, the

model represents all of its electoral units k together with some properties that can be directly estimated
from the data. Let tk and vwk be the observed percentages of turnout and votes for the winner in unit k.
The averages of the percentages of turnout and votes for the winner of all units k are 𝜇𝜇t and 𝜇𝜇vw and their
standard deviations are 𝜎𝜎t and 𝜎𝜎vw. Further, we denote the modes of turnouts and votes for the winner by
tm and vwm. As several fingerprints showed a substantial skew in Figure 1, it is further useful to consider
the “left-sided” and “right-sided” standard deviations 𝜎𝜎L

vw and 𝜎𝜎R
vw defined by

𝜎𝜎L
vw =

√
⟨(vwk − vwm)2⟩vwk<𝜇𝜇vw

and 𝜎𝜎R
vw =

√
⟨(vwk − vwm)2⟩vwk>𝜇𝜇vw

(1)

where by ⟨⋅⟩s(k) we denote the arithmeticmean taken over all units k for which the expression s(k) is true. In
particular, the right-sided standard deviation 𝜎𝜎R

vw serves as ameasurable parameter to quantify the strength
of potential fraudulentmechanisms, that is, by howmuch the votes for thewinner are inflated. As a baseline
for the abnormal correlations between t and vw, we estimate the spread 𝜎𝜎L

t of the turnout in all units
which have a comparably low number of votes and turnout and therefore are unlikely to be substantially
impacted by fraud on behalf of the winning party, 𝜎𝜎L

t =
√

⟨(tk − tm)2⟩{vwk<𝜇𝜇vw , tk<𝜇𝜇t}.We refer to the process
that inflates 𝜎𝜎R

vw as “incremental fraud.” Similarly, we observed in Russia, Figure 1(f ), a second peak in
the fingerprint at 100% vote and turnout. We found that a standard deviation of 𝜎𝜎X = 0.075 describes all
encountered vote distributions reasonably well. We refer to the mechanism that generates this peak as
“extreme fraud.”
The measured parameters 𝜎𝜎R

vw and 𝜎𝜎X = 0.075 give the intensity of incremental and extreme fraud,
respectively, if they occur. We now need to estimate how often they indeed do occur. This is captured
by the fraud parameters, fi and fe, that give the probability that incremental or extreme fraud occurred in
any unit k. Furthermore, incremental fraud is a combination of two processes, namely ballot stuffing (one
voter casting multiple ballots) and vote stealing (shifting ballots from one candidate to a different one). To
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this end, we introduce a parameter q, 0 < q < 1, to quantify the relative frequencies of these two processes.
The value of q gives the probability that the process of incremental fraud adds any given vote through ballot
stuffing, whereas with probability (1 − q), the ballot will be added by vote stealing. The model can then be
formulated as the following protocol.

• Pick a unit k with an electorate size nk taken from the data.
• The model turnout of unit k, t̂k , is sampled from a normal distribution𝒩𝒩 (tm, 𝜎𝜎L

t ).
• The model fraction of votes for the winner in unit k is ̂vwk ∼ 𝒩𝒩 (vwm, 𝜎𝜎L

v ).
• With probability fi, incremental fraud takes place. If this is the case, the unit is assigned a fraud intensity
xk ∼ |𝒩𝒩 (0, 𝜎𝜎R

v )|. Values for xi are only accepted if they lie in the range 0 < xi < 1.
– With probability q, ballot stuffing takes place.That is, the winning party or candidate receives addi-

tionally qxk(1 − t̂k) votes.
– With probability 1 − q, vote stealing takes place. That is, the winning party or candidate receives

xk(1 − q)(1 − ̂vwk)t̂k votes. Consequently, the votes for each other party in the model decrease by
xk(1 − q) percent.

• With probability fe, extreme fraud takes place.This can be implemented as a vote stealing process with
yi ∼ 1 − |𝒩𝒩 (0, 𝜎𝜎X)| votes being stolen from the other parties.

This completes the model.
To obtain estimates for the model parameters fi, fe, and q, the earlier model needs to be evaluated

over many different realizations by sweeping the parameter space (note that the three parameters are
between 0 and 1). In practically all cases, the possible choices for fe are limited to a very narrow range
close to zero. In many cases, extreme fraud can be ruled out by observing no units with 100% votes and
turnout in the fingerprint. So, after the parameter sweep has been carried out, a hypothesis test based on
a goodness-of-fit criterion is needed in order to reject the null hypothesis that the model for fi = fe = 0
describes the data best. A suitable goodness-of-fit criterion is, for instance, the residual sum of squares
(RSS) between the observed and the model fingerprint. That is, if FPk(t, vw) is the number of units with
turnout t and votes vw in the data andwe obtain a fingerprint F̂Pk(t, vw), a goodness-of-fitmeasure is given
by RSS =

∑
k(FPk(t, vw) − F̂Pk(t, vw))2. For each realization, the values of fi and fe that minimize RSS can

be obtained. To obtain estimates for fi and fe themselves, the above has to be repeated over a suitably large
number of realizations. Note that we formulated this parametricmodel close to its original version brought
forward in Ref. 11. Since then, several extensions and modifications of this model have been considered,
see for instance Ref. 13.
For the elections shown in Figure 1, all of them are best described by the fair model with fi = fe = 0,

except the case of the Russian 2012 presidential election[11]. In order to describe the “smearing out” of
the central bulk in the fingerprint, an incremental fraud parameter of fi = 0.39 ± 0.01 describes the data
best. Further, the second peak in the data at 100% votes and turnout is reproduced by an extreme fraud
parameter of fe = 0.021 ± 0.003.This means that about 40% of all electoral units display inflated votes and
turnout, almost 2% of which in the form of extreme fraud (which are no less of about 1800 out of Russia’s
approximately 90 000 districts). It has been shown that the results of this model, the estimates for fi and fe,
are robust with respect to changes in the aggregation level of the data. Similar results have been obtained
for all Russian elections since 2003, in addition to elections in Uganda, 2011[11].

3 Voter Rigging Test Based on Standardized Election Fingerprints

To some extent, irregularities in election fingerprints can be explained by the heterogeneity in the voter
population, owing to different electoral behavior and preferences across administrative divisions of a
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country. The Standardized Election Fingerprints (SEF)[12] have been introduced in order to adjust turnout
rates and vote numbers for this type of heterogeneity. For this, we compare t and vw values at a particular
unit with their averages taken over all units in their electoral neighborhoods. That is, we consider the
Z-scores of the electoral unit i, defined by,

Zt(i) =
t(i) − 𝜇𝜇t(i)

𝜎𝜎t(i)
and Zvw(i) =

vw(i) − 𝜇𝜇vw(i)
𝜎𝜎vw(i)

(2)

where𝜇𝜇t(i) and 𝜎𝜎t(i)denote the average and standard deviation of t over the units lying in the neighborhood
of unit i. Here, 𝜇𝜇vw(i) and 𝜎𝜎vw(i) are the corresponding average and standard deviation of vw.The SEFs are
2D representations of a joint histogram of Zt and Zvw values.
If the electoral neighborhoods are properly chosen, that is, homogeneous enough, asymptotic arguments

can be invoked to argue that the empirical marginal distributions (see Empirical Distribution Function
(EDF)) of the Z-scores of an election where fraud is ruled out should be approximately standard normals.
Nevertheless, as nonfraudulent irregularitiesmay occur, owing to the complexity of the electoral processes,
one expects to observe a greater number of extreme values than on a Gaussian sample[14]. What we can
assert is that the joint distribution of the Z-scores should be unimodal and centered around the origin.We
must also take into account that strategic voting across a country may introduce correlations between Zt
and Zvw, because more turnout may be associated with mobilization for or against the winner. Therefore,
in contrast to the original election fingerprints, we can formulate specific expectations for the SEFs. They
should be axially symmetric and centered on the origin. Figure 2 shows that the data are mostly in line
with these expectations. As can be seen in the case of Canada, Figure 2(c), the rescaling by election results
in the electoral neighborhood of units can remove such large-scale geographic heterogeneities that are
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Figure 2. Standardized election fingerprints. Each of the units in the fingerprints shown in Figure 1 is
rescaled by the turnouts and votes in its electoral neighborhood. As a result of this rescaling, the bivariate
normal shape observed in (a) France and (b) Mexico is preserved, while the two modes seen in (c) Canada
are collapsed into one single bulk. Similarly, the fingerprint for (d) Finland appears to be more centered,
as do the fingerprints for (e) Venezuela and (f ) Russia. Note that the SEFs tend to preserve correlations
between vote and turnout.
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reflected in the boundaries of these neighborhoods. The two modes in the fingerprint in Figure 1(c) have
now been collapsed onto a single bulk. The SEF for Finland, Figure 2(d), now appears to be more centered
too, whereas the bivariate normal shapes in (a) France and (b) Mexico have been preserved. The odd-
shaped fingerprint in (e) Venezuela is now also closer to a bivariate normal distribution, whereas the SEF
for (f ) Russia still displays clearly visible correlations between vote and turnout.
If voter rigging is perpetrated in many units of an electoral neighborhood, the standardization will mask

the effects of this type of fraud. However, if this affects decisively only a few units of several electoral
neighborhood, we should identify these units from the rest as a separate cluster of Z-scores, because they
should be outliers into their own neighborhood.This is the principle of how SEFs can be used for detecting
voter rigging: the unlawful and systematic harassment of the voters in order to affect the electoral results
for favoring the ruling party. From the denounces of recent elections in Zimbabwe and Venezuela, we
hypothesized that the presence of voter rigging leads to a characteristic distortion in the election results
that is especially discernible in small polling stations[14]. Indeed, small units might be particularly sus-
ceptible to voter rigging as it is easier to identify opposing individuals. Moreover, small stations have
fewer eyewitnesses and they are visited less frequently by election observers. According to this, small
units should form a segregate subgroup with a bulk of the distribution that is shifted toward the positive
quadrant.
To identify the differences between the SEFs of small and large units, an alternative visualization of

them is useful.We represent the SEFs by smoothed equidensity lines of the bivariate empirical distribution
functions of Zt and Zvw. In particular, we apply a convolution filter to the raw data to obtain the smoothed
contour plots for the SEFs of small and large units (Figure 3). Different density levels are represented by
color intensities.
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Figure 3. Comparing the SEFs for small and large electoral units. For each of the considered elections,
the units are grouped into those of small (red) and large (blue) electorate sizes, the empirical distribu-
tion functions of Zt and Zvw are shown by smoothed equidensity lines. In (e) Venezuela and (f ) Russia, the
small units are clearly and substantially displaced from the large ones in a direction of increased turnout
and votes for the winner.
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Figure 3 shows visualizations of the SEFs for small and large electoral units using contour plots. Small
(large) units are those that have an electorate size below (above) the p = 20 percentile. Similar results can
be observed for all other reasonable choices of p. For the elections in (a) France, (b) Mexico, (c) Canada,
and (d) Finland, the centers of the SEFs for small and large units practically coincide, with the largest
deviations seen in Finland which also provides the smallest number of data points. However, for countries
that are associated with claims of fraud, we find substantially different results. For small units, theZ-scores
of these elections are clearly shifted toward the upper right. This means higher turnout values and larger
numbers of votes for the winner in small electoral units as observed in their direct neighborhood. This is
clear evidence of a systematic distortion of the election outcomes in these units. It is consistent with the
effects of voter rigging in such places.
In order to formulate a test for the detection of statistical irregularities compatible with voter rigging

in small electoral units, we require a database of elections and additional notation. In a previous paper[3],
we used 22 elections in 11 countries. Let us label the different elections of our data by the index k. S(k, p)
denotes the set of electoral units with fewer electors than the p-th percentile of the number of electors
per electoral unit (small units) in election k. Let L(k, p) be the complementary set of electoral units (large
units). We are interested in the detection of outlier elections in the sense that the joint distribution of the
Z-scores in S(k, p) units (SEF of small units) differs significantly from the distribution of the Z-scores in
L(k, p) units (SEF of large units). As a discrepancy measure between the SEFs of the small and large units,
we use the standardized Euclidean distance between the centers of these distributions,

Dk(p) =
√

[mS
t (k, p) −mL

t (k, p)]2 + [mS
vw(k, p) −mL

vw(k, p)]2 (3)

Here,mS
t (k, p) = median[Zt(i), i ∈ S(k, p)] andmS

vw(k, p) = median[Zvw(i), i ∈ S(k, p)] are robust estimates
for the coordinates of the centers of the SEFs for small units. The same is true for large units, mL

t (k, p) =
median[Zt(i), i ∈ L(k, p)] andmL

vw(k, p) = median[Zvw(i), i ∈ L(k, p)].
A simple way to test the hypothesis of voter rigging is by comparing values of the distanceDk(p) for elec-

tion k to its expectation from a set of different, trustworthy elections. To this end, we compute the values
of Dk(p) over all available elections and identify the outliers in this set using the modified Thompson-tau
test at a given confidence level 𝛼𝛼[12]. This test can be applied to a wide range of choices of p, for example
p ∈ {0.5, 1, 1.5, 2, … , 90}. We obtain a reference set of (trustworthy) elections, R, by considering all elec-
tions that are not classified as outliers for at least (1 − 𝛼𝛼) ⋅ 100% of size thresholds p. As a measure for
the size of the effect for a given election, we rescale its value of Dk(p) by the mean and standard devia-
tion of the corresponding distances of elections contained in R. We consider the standardized Euclidean
distance

𝛿𝛿k(p) =
Dk(p) −mean[Dl(p), l ∈ R]

std[Dl(p), l ∈ R]
(4)

with mean[Dl(p), l ∈ R] and std[Dl(p), l ∈ R] being the mean and standard deviation taken over sta-
tistically regular elections. Values of 𝛿𝛿k(p) that lie far from zero imply atypical distances that indicate
systematic distortions that primarily affect small electoral units. In particular, we can provide a rejection
region at a given significance level for 𝛿𝛿k(p) for the hypothesis of voter-rigging-like irregularities in
election k by considering the rejection region of the corresponding modified Thompson-tau test. If 𝛿𝛿k(p)
lies outside of this region and, additionally, the center of the SEF for election k of small units is inside the
upper right region of the plot, the outcome of election k is compatible with the hypothesis of large-scale
voter rigging in small electoral units.
The results of the voter rigging test are summarized in Figure 4, see Ref. 12 for more details. The dis-

placements observed in Uganda, all Russian elections, and Venezuelan elections between 2006 and 2013
consistently exceed their expectations based on the reference set of trustworthy elections.That is, in these
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Figure 4. Results of the voter rigging test. For 22 different elections in 11 different countries, we mea-
sured the displacement 𝛿𝛿(p) between small and large units in the SEF as a function of the size threshold
p that gives the percentile below which a unit is considered to be small. From a reference set of trustwor-
thy elections (dashed lines), we obtain an accepted region of expected displacements between small and
large units. For elections in Venezuela between 2006 and 2013, for all Russian elections and for Uganda
(solid lines), however, we observe displacements that fall consistently outside of this accepted region.

countries, there is a systematic displacement between small and large units in the form of inflated turnout
and votes for the winner.These effects are significant irrespective of the actual choice of the size threshold
p. Further, in the case of Venezuela, we observe that the displacements are particularly strong for small
units between the 5th and 10th percentile.

4 Discussion

We reviewed twomethods based on election fingerprints for testing statistical anomalies of election results
attributable to certain types of fraud, including ballot stuffing, vote stealing, and voter rigging. In both
works combined, Refs 11 and 12, we tested 29 different elections from 16 countries and found indicators of
fraud in all Russian, someVenezuelan, and oneUgandan election. It is important to remark that the shape of
an election fingerprint can deviate significantly from the naive 2D uncorrelated Gaussian model as a result
of nonfraudulent mechanisms, such as heterogeneity in the population or strategic vote. However, specific
correlations between turnout rates and votes numbers that are observable in the election fingerprints can
be considered as clear traces of fraudulent interventions in elections that do notmeet standards of electoral
integrity.The purpose of the tests discussed is to quantify to what extent the correlations observed indicate
the presence of ballot stuffing, vote stealing, or voter rigging. Inversely, strategic vote and heterogeneity do
not necessarily introduce abnormalities on standardized election fingerprints. However, they could mask
certain forms of voter rigging. The standardized version of the fingerprints has been developed to detect
voter rigging when it systematically occurs in small polling stations across several administrative divisions.
It is straightforward to modify this test by considering other divisions of polling stations than small and
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large ones. The basic idea would then be to measure the standardized Euclidean distance, Equation 4,
between the centers of the SEFs of the corresponding subsets of units.
The joint application of the methods reviewed here can be seen as new items in a toolbox for election

forensics.

End Notes

1. http://www.balkaninsight.com/en/article/serbian-public-raises-concerns-over-elections-fraud-03-
30-2017

2. https://www.theguardian.com/world/2017/apr/03/ecuador-presidential-election-conflicting-exit-
polls-signal-tight-finish

3. https://www.theguardian.com/world/2017/aug/09/kenya-presidential-election-raila-odinga-early-
results-uhuru-kenyatta

4. https://www.theguardian.com/world/2017/aug/02/venezuela-voting-fraud-corruption-allegations-
protests

5. http://www.bbc.com/news/uk-northern-ireland-foyle-west-40257949
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Abstract: The term network surveillance is defined, and the statistical methodologies that
can be used as tools for network surveillance are discussed. Three examples of network
surveillance are used to illustrate the diversity of contexts where the term can apply. Com-
mon to all network surveillance applications is a desire to identify the anomalous patterns
in time-varying network characteristics, such as traffic profiles, communication patterns,
and fraud. As in traditional statistical process monitoring, the goal is to detect the anoma-
lies with minimal delay while also controlling false alarms. A significant challenge associ-
atedwithdesigning anetwork surveillance algorithm is how tohandlemonitoring streams
that exhibit nonstationary behavior and have complex correlation structures. Even decid-
ing what characteristic(s) to monitor can be a nontrivial decision.

1 Introduction

Generally speaking, network surveillance is a term that means monitoring a network to detect abnormal
behavior. Applications where network surveillance is employed vary considerably, as the term network
itself has a broad meaning. Interest in monitoring a network is driven by a desire to recognize a transi-
tion from normal, or baseline, operating conditions. In this article, we will discuss some of the underlying
challenges of network surveillance and provide some specific examples where statistical methods for mon-
itoring networks have been developed.
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3Moscow Institute of Physics and Technology, Moscow, Russia
4AGT StatConsult, Los Angeles, CA, USA

Wiley StatsRef: Statistics Reference Online, © 2014–2018 John Wiley & Sons, Ltd.
This article is © 2018 John Wiley & Sons, Ltd.
DOI: 10.1002/9781118445112.stat08055

1



Statistical Network Surveillance

60
40

N
um

be
r 

of
 u

se
rs

20
0

Mo Tu We Th Fr Sa Su Mo Tu We Th Fr Sa Su

Figure 1. Two weeks of 5-min counts of users logged into a data network server.

2 Illustrative Contexts

2.1 Data Networks

Data networks provide an infrastructure to rapidly move information around the globe. Within this con-
text, data network surveillancemeans definingmetrics that describe the health of a data network and using
them to detect unusual patterns that might indicate a failure in the network. Often, the metrics that will
be used to monitor the health of a data network will be various measures of traffic flow over the network.
Figure 1 from Fu and Jeske[1] illustrates 5-min counts of the number of users on a particular data network
server. The volume of traffic that crosses over a network link during a specified time of day is another
example.

2.2 Dynamic Networks

Some applications require monitoring a dynamic network, or a network whose topology changes through
time. In particular, a dynamic network is a temporally ordered sequence of networkswhose node set and/or
edge set varies through time. Dynamic network models provide insights about the relational structure of
evolving complex systems. These models are commonly used in a variety of fields, ranging from political
science to analyze the polarization of US Senators[2] to biology for analyzing gene-to-gene interactions
over time and their relationship with breast cancer[3].
Dynamic network models have been particularly useful in analyzing social dynamics among a group of

actors (see Social Network Analysis). For a concrete example, consider the Enron e-mail network illus-
trated in Figure 2. Nodes in this network represent 184 employees at Enron, and edges between a pair of
nodes quantify the number of e-mails exchanged between the two employees. One can readily see from
Figure 2 that the e-mail communication among employees dramatically changed between June 1999 and
June 2001. Notably in 2001, the network was much more densely connected than at other points in time.
It turns out that this high level of e-mail activity occurred at the time at which fraud investigations of the
company began and activity subsided with the ultimate filing of bankruptcy from the company in Decem-
ber of 2001. Bymonitoring the global and local connections in the Enron dynamic network, one can readily
detect this anomalous behavior among the Enron employees.
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First week of June 1999 First week of June 2000 First week of June 2001

Figure 2. Weekly snapshots of the Enron e-mail communication network.

2.3 Network Security

Malicious intrusion attempts such as spam campaigns, phishing, personal data theft, worms, distributed
denial-of-service (DDoS) attacks, man-in-the-middle attacks, and fast flux occur practically every day
and have become commonplace in contemporary computer networks. These threats can incur significant
financial damage and are a severe harm to the integrity of personal information. It is, therefore, essential to
devise automated techniques to detect such events as quickly as possible so that an appropriate response
can be provided and the negative consequences for the users are eliminated.Moreover, even routine behav-
ior of users could generate anomalous events requiring the attention of network operators and managers.
Figure 3 shows a graphical user interface (GUI) with the results of detecting a real DDoS attack.

3 Data Networks

3.1 Objectives

Surveillance of data networks involves the use of algorithms to determine when a perceived anomaly in the
monitored metrics is a significant departure from what could be expected due to natural randomness. An
algorithm might be constructed for each metric that will be monitored, and for each metric, a threshold
is also specified. When a metric crosses its threshold, an alarm is raised that alerts the IT staff to the
possibility of a failure. Investigations then proceed to determine if the alarm is a false alarm, or if a failure
condition exists that needs to be cleared. Effective data network surveillance algorithms maintain a false
alarm rate (FAR) that is manageable for the IT staff and at the same time give fast signals of true out-of-
control conditions.

3.2 Literature Review

Data network surveillance algorithms can be rules- or statistical-based. In rules-based approaches, the
formulation of metrics and their thresholds rely on subject-matter expertise from data network managers.
Barford et al.[4] mention that a common technique for handling data network surveillance is periodi-
cally plotting data and using subject-matter expert rules to determine if those data are consistent with
expectations. Rules derived this way can be effective, but they can also be skewed by the experience of the
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Figure 3. GUI detecting a DDoS attack.

subject-matter experts involved. Feather et al.[5] use historical data to establish in-control thresholds for
the data stream.The thresholds are used to encode a feature vector that represents the current behavior of
the system.The feature vector is input to a pattern-matching system to determine if it resembles a pattern
that is a priori known to be associated with a specific fault. The adequacy of this approach will rely heavily
on how consistently a given fault will reproduce the same pattern, and also on the depth of the library of
fault patterns.
Data network surveillance can alternatively be viewed through the lens of statistical process monitor-

ing (SPM, see Control Charts, Overview) methods. In this way, a variety of SPM tools become available
for potential use, such as Shewhart, exponentially weighted moving average (EWMA, see Exponentially
Weighted Moving Average (EWMA) Control Chart) and cumulative sum (CUSUM, see Cumulative
Sum Control Charts – BasicTheory) control charts. The characteristics of data network traffic hamper
a conventional use of these charts. Specifically, data network traffic is highly correlated, is nonstationary,
and the data are often counts.The nonstationarity is seen in day-to-day and also hour-to-hour trends. It is
often possible to define a suitable level of periodicity in data network traffic. However, data network traffic
metrics may not consistently follow a known distribution. Brutlag[6] discusses these points. Finding a data
transformation that deals with these characteristics simultaneously is, in the best light, very challenging.
Thottan and Ji[7] presume that a stream of data network traffic can be divided into batches that follow

piecewise normal theory autoregressivemodels. Likelihood ratio tests (LRTs) on residuals from thesemod-
els are used to detect changes in the data stream. The plausibility that observations within a batch can be
modeled as a stationary normal process is a key assumption with this method. Cao et al.[8] develop a state
space model to describe a time-varying data network stream. After an application-dependent transfor-
mation, monitoring statistics are considered as following a normal distribution with a constant variance.
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The time-dependent patterns in the data are captured by B-spline functions. A CUSUM statistic is used
to monitor deviations of the data stream relative to baseline forecasts. A concern with this approach is
that traffic counts with time-varying mean and variance are not easily transformed into data that follows
a normal distribution.
Jeske et al.[9] and Montes de Oca et al.[10] define a time slot structure on the data stream and assume

that after a suitable application-dependent transformation, the data within a time slot is independent and
identically distributed (iid). Historical data is used to estimate the time slot distributions nonparametri-
cally, and then a CUSUM tracking statistic based on the empirical probability integral transformations is
proposed. The plausibility of finding an iid-inducing transformation within each time slot is a potential
concern with this method.
Rather than trying to transform the data to accommodate model assumptions, a different approach

directlymodels the data network trafficwith discretemodels. Lambert and Liu[11] use a time-varying nega-
tive binomial distribution for the data within each timeslot.They argue that using time-varying parameters
for the negative binomial distributionsmitigates the need to account for correlation in the data. An EWMA
tracking statistic based on an approximate probability integral transformation is proposed. A potential
concern with this approach is the premise that modeling correlation in the data is not necessary.
Fu and Jeske[1] use a generalized linear mixed model (GLMM) to model the data stream. A similar time

slot structure is used, with negative binomial distributions, but the time slots are associated with an auto-
correlated sequence of latent random effects. Repeated LRTs are used to detect change. The importance
of explicitly employing an autocorrelation structure in the random effects was demonstrated.
Nonparametric data network surveillance methods would be very useful. The nonparametric CUSUM

method in Jeske et al.[9] is a start in this regard, but it does not handle an unspecified autocorrelation
structure. Recent work using discrete wavelet transformations seems promising[12].

4 Dynamic Networks

4.1 Objectives

As we have seen, the term network surveillance has different connotations in different contexts. In this
section, we regard a network as a system of interactions between several actors.The actors may be humans
in a social network, genes in a biological network, or neurons in a network of the brain. Recognizing that
the pattern of interactions in such networks may evolve over time, we refer to them as dynamic networks.
In this situation, interest lies in identifying instances or periods of unusual levels of interaction among
the actors in a network, and we use the term network surveillance to describe the collection of statistical
strategies that do exactly this.
To this end, we mathematically represent a network with n actors as a graph with n nodes or vertices,

where an edge between two nodes signifies interaction between them. In the context of network surveil-
lance, we assume that temporal “snapshots” of the dynamic network are available, and we let Gt = ([n], Wt)
denote a network at time point t. Here, [n] represents the collection of nodes, andWt = {wt(u, v) ∶ u, v ∈
[n]} represents the edge weights that quantify the strength of the relationship between nodes u, v ∈ [n].
Depending on the context and available data, the edge weights wt(u, v) may be recorded as binary indi-
cators taking on the value 1 only if nodes u and v share a specified level of interaction at time t. In other
situations, the edge weights may be discrete-valued and count the number of interactions between nodes
u and v at time t. Here, we consider undirected graphs, meaning that no information regarding the direc-
tion of interaction is stored in the edge weights. For example, wt(u, v) = 5 indicates that there were five
interactions between nodes u and v at time t (see GraphTheory).
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Supposing we observe a dynamic network prospectively through time (i.e., G1, G2, G3, … ) network
surveillance provides a formal methodology for identifying the time point(s), t∗, at which the level of
interaction between a small or large number of actors in the network has significantly changed. Network
surveillance strategies are typically used for the detection of periods of increased interaction, though they
may also be used to identify unusually low levels of interaction as well.
It is important to note a distinction between our focus of prospectively detecting change in a dynamic

network as new information becomes available versus identifying a point in time when a significant change
occurred in a dynamic network by considering only historical data. Notable works on the latter include
Peel and Clauset,[13] who describe a Bayes factor testing approach under the generalized hierarchical
random graph model, as well as Bhamidi et al.[14], who investigate the preferential attachment dynamic
network model.
To perform surveillance, one must specify a statistic St or a vector of statistics St that provides infor-

mation about local or global interactions in the network Gt. Once the statistic has been selected, SPM
techniques can be used to identify anomalous behavior in St. Within this framework, surveillance consists
of two phases, Phase I and Phase II. In Phase I, the statistic St is calculated for all graphs Gt constituting the
dynamic network for time points t = 1, 2, … , m. The mean 𝜇𝜇 and variance 𝜎𝜎2 of St are estimated from
them sampled statistics, and a region of typical variation R(𝜇𝜇 , 𝜎𝜎2) is calculated using these estimates. The
bounds of this region are referred to as the upper and lower control limits, and variation within these
limits is regarded as typical.
In Phase II, St is calculated for each new graph Gt, with t > m, and a new graph Gt is deemed “typical”

if St ∈ R(𝜇𝜇, 𝜎𝜎2). If St falls outside the control limits, Gt is considered “anomalous,” and we say that the
control chart has signaled. Such a signal indicates that a significant change in interaction within the
network has occurred. This information is summarized with a control chart: a time series plot of St
constructed with upper and lower control limits depicting R(𝜇𝜇, 𝜎𝜎2), the region of typical variation.
Figure 4 illustrates the distinction between Phase I and Phase II and the process by which a control chart
is used to determine whether a graph Gt is anomalous, and hence whether a change in the network has
occurred.
Figure 4a depicts the changing levels of interaction within the dynamic network over time, with solid

circles and asterisks representing nodes in two different communities. Figure 4b depicts the plotting of
St over time. Open circles correspond to time points at which the interaction within the network is con-
sidered typical, and closed circles depict time points at which the level of interaction is anomalous as
they lie outside R(𝜇𝜇 , 𝜎𝜎2), indicated by horizontal red lines. In both the figures, the sequence of networks,
and hence the sequence of statistics St, is partitioned into two time periods corresponding to Phase I and
Phase II.
The performance of the control chart in Phase II depends largely on the definition of R(𝜇𝜇, 𝜎𝜎2) and

the accuracy with which it characterizes typical behavior. The definition of R(𝜇𝜇, 𝜎𝜎2) will depend on
the type of control chart and the type of data being plotted, which in turn are guided by the types of
changes one wishes to detect. To ensure that the control limits accurately represent typical variation
in S t, we require that the Phase I data provide precise estimates of 𝜇𝜇 and 𝜎𝜎2. The importance of effec-
tively collecting and analyzing baseline data during Phase I is discussed in Jones-Farmer et al.[15] and
Jeske[16].
Note that the choice of statistic S t is flexible; one may choose a topological metric that summarizes the

connectivity of the nodes in the network such as density, centrality, or modularity measures, or one may
choose to model the dynamic network using a random graphmodel and take S t to be an estimator of one
or more parameters that govern the model.These two approaches can be thought of as nonparametric and
parametric alternatives of one another.
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Figure 4. Example illustrating network surveillance using the statistic St, and the distinction between
Phase I and Phase II.

4.2 Literature Review

Several review papers have recently been published that discuss availablemethods, current challenges, and
future research in the field of network surveillance. In this section, we review a handful of network surveil-
lance methodologies that were chosen specifically to exemplify different areas of emphasis in network
surveillance applications. For a more comprehensive review of this topic, see Savage et al.[17], Ranshous
et al.[18], Bindu andThilagam[19], and Woodall et al.[20].
McCulloh andCarley[21] monitor topologicalmetrics such as average closeness and average betweenness

with CUSUM and EWMA control charts. In their strategy, they suggest that five or more graphs should
be used to establish a baseline for the dynamic network, but realistically many more graphs are required
to accurately calculate control limits in Phase I.
Priebe et al.[22] similarly monitor topological summary statistics that they refer to as “scan statistics.”

However, rather than using a fixed Phase I period to establish a baseline of typical variation, they rec-
ommend using a moving window of length 20. The advantage of a moving window approach is that the
limits of typical variation can adapt to the network as it evolves over time. However, as the windowmoves
along, observations corresponding to an undetected network changewill be incorporated into the baseline,
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making it nearly impossible to detect a significant change in the network if the change is not identified
almost immediately.
Sparks and Wilson[23] generalized the univariate EWMA strategies for Poisson counts considered in

Weiß[24,25], Sparks et al.[26,27], and Zhou et al.[28] to a multivariate setting for network surveillance. Similar
EWMA control charts have been successfully applied to space–time monitoring of crime[29–32]. Sparks
and Wilson[23] and Mei[33] are motivated by the identification of significant changes in teams of actors,
where the team is possibly unknown.
Azarnoush et al.[34] propose a surveillance strategy for detecting anomalies in attributeddynamic net-

works, which are networks with covariate information (i.e., attributes) associated with each node. Their
methodology uses logistic regression to predict the probability of the existence of an edge between two
nodes and then applies a LRT to compare the fitted logistic regression models from one time point to the
next. A significantly large value of the LRT statistic indicates a significant change in the network.
Wilson et al.[35] propose a surveillance approach that applies well-known statistical process-monitoring

techniques to the estimated parameters of a dynamic random graph model for the observed network.
The authors specifically describe surveillance of a degree-corrected stochastic block model; however, the
chosen random graph model is a member of a larger family of possible random graph models.

5 Network Security

5.1 Objectives

Detection of traffic anomalies is performed by employing intrusion detection systems (IDS). Such systems
in one way or another capitalize on the fact that mal-traffic is noticeably different from legitimate traffic.
Depending on the principle of operation, there are two categories of IDSs: either signature- or anomaly
based. For an overview, see Debar et al.[36] and Kent[37]. A signature-based IDS inspects passing traffic
with the intent to find matches against already known malicious patterns. In contrast, an anomaly-based
IDS is first trained to recognize the normal network behavior and then watches for any deviation from the
normal profile, classifying deviations as potential attacks[38–42].
As an example, consider DDoS attacks. DDoS attacks typically involve many traffic streams resulting in

a large number of packets aimed at congesting the target’s server or network. As a result, these attacks
usually lead to abrupt changes in network traffic and can be detected by noticing a change in the average
number of packets sent through the victim’s link per unit time. Therefore, it is appealing to formulate the
problem of detecting DDoS as a quickest change point detection problem: to detect changes in statistical
models as rapidly as possible (i.e., with minimal expected delays) while maintaining the FAR at a given
level.
Currently, both anomaly- and signature-based IDSs are plagued by a high rate of false positives and

are susceptible to carefully crafted attacks that “blend” themselves into normal traffic. Clearly, these two
systems are complementary, and neither alone is sufficient to detect and isolate the myriad of malicious
or legitimate network anomalies. For this reason, many different types of IDSs have been developed, each
better suited for a particular attack type. As network speeds increase and applications get more complex,
rapid intrusion detection with a low FAR becomes increasingly more difficult.
Solutions must focus on two main objectives: (i) development of an efficient adaptive anomaly-based

IDS based on change detection techniques and (ii) integration of two detection techniques – anomaly IDS
and signature-spectral detection techniques. The resulting hybrid anomaly-signature IDS is synergistic
and performs better than any of the individual systems alone. A hybrid anomaly-signature IDS was tested
on real attacks, and the results demonstrated the benefits of integrating anomaly and signature IDSs.[39]
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5.2 Literature Review

Typical computer network attacks include IP fragments, malformed packets, SYN floods, ICMP redirect
messages, perpetual echo, restricted IP options, and restricted IP protocols. IDSs have to be also capable
of detecting other unwanted activities such as scans and traffic regulation anomalies for TCP and UDP. As
we discussed in Section 5.1, the two main classes of detection methodologies are signature and anomaly
based. Both classes of systems have certain advantages and disadvantages[36–38,43].
Specifically, signature-based detection technologies have little understanding of many network or appli-

cation protocols and cannot track and understand the state of complex communications. They also lack
the ability to remember previous requests when processing the current request. This limitation prevents
these methods from detecting attacks that comprise multiple events if none of the events contains a clear
indication of an attack. Signature methods are also unable to detect attacks within encrypted network
traffic, including VPN connections, HTTPS, and SSH sessions. Performance evaluations showed that such
IDSs are sensitive to both packet and ruleset content. For example, analysis of SNORT (www.snort.org)
shows that as much as 31% of total processing is due to string matching, and in the case of Web-intensive
traffic, this cost is increased to 80% of the total processing time. Clearly, this is a very serious drawback for
ultra-high-speed networks.
Anomaly-based detection is the process of comparing definitions of what activity is considered normal

against observed events to identify significant deviations. The major benefit of anomaly-based detection
methods is that they can be very effective at detecting previously unknown threats. However, anomaly
IDSs often produce many false positives, especially in more diverse or dynamic environments. Another
noteworthy problem is that it is often difficult to determine why a particular alert was generated and to
validate that an alert is not false.
For DDoS detection, Cheng et al.[44] examined individual flows and applied spectral analysis to charac-

terize periodicities and to separate normal TCP traffic during a DDoS attack. Barford et al.[4] used wavelets
to investigate anomaly detection techniques that make use of IP flow-level and SNMP information to iden-
tify frequency characteristics of DDoS attacks and other anomalous network traffic. Hussain et al.[45] used
signal-processing techniques to differentiate between single and multisource DDoS attacks, but examined
attack traffic in isolation of background traffic. Lakhina et al.[46] discovered anomalies in network traffic by
studying entropy in packet IP addresses and ports. Partridge et al.[47] used signal-processing techniques
to analyze wireless traffic. Wavelets have also been used to study self-similarity in network traffic and to
detect some network problems[48]. Li and Lee[49] utilized energy distribution-based wavelet analysis to
detect DDoS attack traffic.
The results of He et al.[50] suggest that a careful choice of training approaches yields good detection per-

formance at moderate “signal-to-noise ratio” (SNR), where traffic of interest is only 5–10% of the total
traffic, and excellent detection performance (98%) at SNR where target traffic is over 10% of total. Addi-
tional research has further studied these issues[43,51–55].
For cyber-security applications, several nonparametric and adaptive parametric change detectionmeth-

ods based on CUSUM-type and Shiryaev-Roberts-type statistics were developed and tested based on real
data by Tartakovsky[38,56], Tartakovsky and Polunchenko[57], Tartakovsky and Veeravalli[40,58], Tartakovsky
et al.[41,42,59–61], and Polunchenko et al.[62]

Summary

Network surveillance is a broad term, but generally refers to monitoring a network of interconnected
entities, looking for unexpected changes that precipitate a root cause investigation.Wehave illustrated net-
work surveillance applications in the context of network reliability, social networks, and network security.
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To a large extent, the statistical tools used for network surveillance are the same type of tools used in
SPM applications. However, network surveillance contexts usually bring unique challenges that inhibit a
straightforward application of the familiar SPM tools. It was seen in our examples that data network appli-
cations are challenged by how to characterize nonstationary and correlated count data, as well as unknown
pre and postchange parameters and even unknown models. Social networks have similar traffic charac-
teristics, and furthermore, often have rapidly changing architectures. Network security applications are
fraught with a wide variety of masking techniques employed by would-be perpetrators. Selecting appro-
priate metrics and dealing with high-dimensional and high-frequency data structures will be typical.
Development and implementation of the monitoring methods needed in network surveillance applica-

tions can be expected to be an iterative and custom process. Our hope is that our review of the field, and in
particular our illustrative applications, can serve as a useful starting point for practitioners who are inter-
ested in developing network surveillance algorithms. The material in this article is an abbreviated subset
of a more detailed review paper that has been submitted by the same authors[63].
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Abstract: The term data mining, AKA Analytics, Data Science or “Big Data” refers to the
identification – within a typically large database – of new, valid, and interesting patterns.
While data mining is very popular in the context of, for example, database and web mar-
keting, most of the methods under the data mining umbrella have been widely applied in
biostatistics. We describe which main applications of data mining have arisen in biostatis-
tics, and introduce the reader to someof the available datamining software packageswith
a reference to biostatistical needs.

1 Data Mining, Analytics, Data Science, “Big Data,” and Statistics

The term data mining is often used in conjunction with terms such as Analytics (a term coined in the
early 1990s by corporate practitioners of predictive statistical techniques applied to business problems),
and more recently, Data Science and Big Data. Another appellation is Knowledge Discovery in Databases
(KDD), which also refers to a series of conferences on data mining successfully held for over 10 years
(www.kdd.org).These terms all essentially refer to the identification – within a typically large database – of
new, valid, and interesting patterns.The focus in datamining shifts away from that of statistical significance
testing, as many effects might turn out to be significant solely because of the magnitude of the sample size.
The techniques of data mining borrow from both traditional statistics and computer science, and include
methods such as exploratory data analysis tools (suitable for large data sets) and predictive modeling tools
such as regression analysis, neural nets, and decision trees. More recent extensions of decision trees include
MARS (Multivariate Adaptive Regression Splines), Gradient Boosting (referred to as Treenet by Salford
Systems), and random forests (RFs) (a useful introductory reference to these methods can be found at
Ref. [1], see also Ref. [2]). Exploratory methods include, for example, cluster analysis and principal compo-
nent analysis, as well as methods that amount to a combination of dimensionality reduction and clustering
such as Kohonenmaps (which are in fact a special case of a neural net). More recent developments include
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latent class models, which allow, for example, to perform a “model-based” cluster analysis relying on com-
puting advances in the estimation of finite statistical mixtures (see e.g., Ref. [3] for an application of finite
mixtures to SNP data). Techniques such as market basket or association analysis, in which association
rules are identified (“those who buy cheese tend to also buy crackers”, for example), are also widespread.
Recent times have witnessed the advent and very fast development of data mining techniques for

unstructured data, most notably text data. “Text mining” methods tend to fall into two main groups:
one group, referred to as Latent Semantic Analysis (LSA), is based on traditional multivariate techniques
applied to a suitably reduced “term document” matrix, which captures the frequency of terms in each
document, and the other “Latent Dirichlet Allocation” adopts a probabilistic model approach to the
generation of each document and infers latent themes out of a textual corpus[4].
While data mining (AKA analytics or data science) is very popular in areas such as database and web

marketing,most of themethods under the datamining umbrella have beenwidely applied in other domains
and their application to biostatistics and bioinformatics problems have intensified. We detail below which
main applications have arisen.

2 Data Mining Techniques commonly used in Statistics and Biostatistics: The
Advent of Health Care Data Analytics

In recent years, summits and conferences on health care analytics have mushroomed, with emphases cov-
ering the gamut from academic, medical, to the business of delivering health care. For example, the First
Seattle Symposium on Health Care Data Analytics[5] discusses issues such as Bayesian models applied
to individualized medicine (partial latent class nested models), advances on pragmatic clinical trials, and
makes the case that “with big data comes big responsibility,” notably in attempting to emulate random
trials with observational health care data.
Malley and Moore[6] outline in an editorial for the journal BioData Mining the urgency for readers to

be appraised of nonparametric classification and regression techniques, notably RFs, lest a reliance on
a narrow set of traditional statistical methods dating back mostly to the 1930s might lead to avoiding
important problems by declaring them unanswerable .
Malley, Malley, and Pajevic[7] published in 2011 a book that summarizes data mining methods applied

to biomedical data. The book covers traditional techniques such as linear and logistic regression and dis-
criminant analysis and then goes on to discuss Bayesian classifiers, support vector machines (SVMs), and
neural nets. Genetic algorithm, an optimization method inspired by genetic evolution operations that is
suitable for complicated problems with multiple maxima or minima, is also covered. A strong empha-
sis is allocated to tree models, beginning with single decision trees and then moving on to boosted trees
(Gradient Boosting or Treenet) and RFs. A discussion of bootstrap and permutation methods is provided,
as well as coverage of the recent direction toward “Ensemblemethods” where several models are combined
for better prediction results, an example of what we might call machine learning crowd sourcing. A useful
reference where data mining techniques are discussed in the context of analysis of living standards data is
Ref. [2].
Data mining is frequently mentioned in the context of pharmacovigilance. Reference[8] gives the results

of a 2003 literature search on data mining, signal generation, and knowledge discovery in relation to the
detection of adverse drug events (ADEs) or pharmacovigilance. Since then, applications of data mining to
that area have blossomed, yielding near 500 Google Scholar hits since 2014. Among the methods men-
tioned are predictive methods such as tree classifiers (see Tree-Structured Statistical Methods) and
regression models, and market basket analysis, also referred to as link analysis or association analysis.
This latter method consists in identifying rules of the form “if x then y,” such as, for example, “if drug
A is taken, then event B is observed.” Reference[9] presents a Bayesian data mining technique (empirical
Bayes) to detect ADEs and provides details of the algorithm. Reference[10] also proposes Bayesian methods

Wiley StatsRef: Statistics Reference Online, © 2014–2016 John Wiley & Sons, Ltd.
This article is © 2016 John Wiley & Sons, Ltd.
DOI: 10.1002/9781118445112.stat05681.pub2

2



Software Packages for Data Mining

for pharmacovigilance signal detection. Text mining methods are becoming prominent in the detection of
ADEs; Harpaz et al.[11] discuss the state of the art and challenges.
Zhu et al.[12] discuss an application of text mining to cancer research and provide an extensive bibliog-

raphy with near 200 references.
Another major area where data mining is applied is the analysis of microarray data. Microarray data

consist essentially of gene expression levels (one gene per row) for different samples (one sample per
column). Hierarchical andK-means (nonhierarchical) clusteringmethods are used, as well as the Kohonen
map algorithm, which in a nutshell, performs a reduction of dimensionality together with a clustering and
produces most commonly a two-dimensional map where clusters can be visualized. These methods are
covered in a book[13] on data analysis tools for DNA microarrays. The application of RFs to the analysis
of microarray data is now well established; a description of such an application is provided on a Youtube
video by Adele Cutler, who with Leo Breiman introduced the RFs algorithm[14].
We also note the application of principal component analysis to gene expression mapping problems[15].

Reference[16] discusses analysis, prediction, and discovery in protein data and[17] discusses association rules
in the context of protein sequence patterns.
In the context of genetics,[18] discusses how the results of a market basket analysis, which can be cumber-

some because of the large number of rules identified, can bemademore useful to the scientist. Reference[19]
describes how classification and regression trees (CARTs), MARS, RFs, and MCMC (Markov ChainMonte
Carlo) algorithms can be used, notably to help identify interactions in predictors of diseases. Touw et al.[20]
discuss the use of RFs in areas referred to “omics” (inclusive of genomics, for example). Table 1 in the
Touw et al. article lists references to applications of RF to each of the four areas: genomics, metabolomics,
proteomics, and transcriptomics.
We also mention an application of CART to the modeling of the occurrence of bad glycemic control

in a diabetes data warehouse[21], and an application of neural nets to the prediction of infant mortal-
ity in India[22]. Exploratory factor analysis was used by Ref. [23] to summarize potential predictors of
preterm birth in obstetrical patients. Reference[24] uses empirical Bayesian data mining in the detection of
vaccine adverse event detection. Reference[25] applies text mining to the tracking of outbreaks of diseases
(see Disease Surveillance).
We finally note the upcoming publication in 2015 of a volume on Health Care Data Analytics (from the

computer science perspective) by Reddy and Agarwal.

3 A few Software Packages for Data Mining

In Ref. [26], the authors reviewed five software packages for datamining, in alphabetical order, Clementine
(SPSS), Ghostminer[27], Quadstone, SAS Enterprise Miner[28], and XLMiner. Since the publication of this
paper in 2003, the landscape has changed significantly. Possibly the most remarkable development is the
rapid expansion of the R project[29], and more recently of the Python language[30]. We briefly discuss these
open sources tools as well as the five previously discussed packages and several more recent additions such
as Knime[31], RapidMiner[32], and Weka[33]. Algorithms such as MARS, Treenet (Gradient Boosting), and
RFs are available as R packages, but the original code is exclusively owned by Salford Systems[1], which
provides the most complete (and user friendly, albeit more expensive) implementation of the tools.
Clementine is now part of the IBM SPSSModeler[34], after SPSS was bought by IBM. IBM SPSSModeler

is a self-standing SPSS package; it can be run independently of SPSS. It covers all the standard data mining
procedures and is relatively easy to install and to use.
Ghostminer is a self-standing package with some advantages, as well as strong restrictions (see Ref. [26]).

It is easy to install and to use, and comes with a very good documentation, but is likely to be too restricted
for the needs of most biostatisticians.
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SAS Enterprise Miner runs in conjunction with SAS, and acts as a special module with its own user
interface. It is the most complete of all the reviewed packages and is relatively easy to use. In addition, SAS
TextMiner, available on the SAS EnterpriseMiner platform, is in our experience the easiest to use and best
performing text miner; note that the SAS Text Miner is based on Latent Semantic Analysis and a singular
value decomposition method to reduce the term document matrix.
XLMiner (now provided under the Solver platform,[35]) is an Excel add-on (the student version was

reviewed in Ref. [26]; a professional version is now available) with good capability to perform the most
common data mining procedures, such as decision trees, logistic regression, and market basket analysis,
for example. File sizes are of course restrained to the allowed Excel maximum. XLMiner is easy to install
and to use.
The R software package has many advantages (not least of which the fact that it is free) and a large

community of users and contributors.The twomain caveats are that asmost packages are user contributed,
the most recent ones may not have been vetted to the point where they are as correct as possible, and
secondly, as R reads all data into active memory, some analyses will simply not run on large datasets, while
they will run fine on, for example, SAS EnterpriseMiner. Python, the latest comer to the open source block,
proposes powerful packages; the main caveat here is that installation platforms have not stabilized yet, so
that installing packages is by no means as smooth as is the case with R.
We finally mention a few more tools, each with their user communities and contributors: Knime[31],

RapidMiner[32], and Weka[33]. Weka is open source and Knime and RapidMiner are free to academics.
Most data mining packages, including the ones reviewed in Ref. [26], tend to target applications such

as in database marketing, where focus is often on the lift a model can provide. In a nutshell, this means
the following. Suppose an analyst is modeling who is likely to respond to an offer. A model is expected to
provide a formula, or algorithm, to score the file, that is, to assign a score to each observation as to the
estimated probability of response. One then sorts the file from the most likely to the least likely to respond
and divides the file into, for example, 10 deciles.The first decile should have a higher response rate (percent
of responders) if the model is working well.The ratio of a decile’s response rate to the overall response rate
is often referred to as the lift. Most data mining packages, such as SAS Enterprise Miner, as well as IBM
SPSS Modeler and XLMiner, provide lift charts.
As for Kohonen maps, we refer the reader to the excellent packages provided by the Neural Networks

Research Team at the Helsinki University of Technology (http://www.cis.hut.fi/research/software.shtml).

Related Articles

Sampling in DataMining;Mining Time Series Data;Mining Functional Data in PredictionMarkets;
DataMining, EvaluationTechniques in;DataMining inQuality andReliability; IntegratedDatabase;
Database Systems; Administrative Databases; Computers and Statistics.
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