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Functional Data Analysis – Theory

Functional Data Analysis – Theory
By James O. Ramsay

Keywords: function estimation, dynamic models

Abstract: When either data or the models for them involve smooth functions, and when
only weak assumptions about these functions are to be made, familiar statistical methods
must be modified and new approaches developed in order to take advantage of smooth-
ness. This article considers some general issues such as characteristics of functional data,
uses of derivatives in functional modeling, estimation of phase variation by the alignment,
or registration of curve features and the nature of error, and describes functional versions
of traditional methods such as principal components analysis and linear modeling and also
mentions purely functional approaches that involve working with and estimating differen-
tial equations in the functional data analysis process.

Functional data analysis (FDA) combines a variety of older methods and problems with some new
perspectives, challenges, and techniques for the analysis of data or models that involve functions. The
main reference is 1, Ref. 2 is a supplementary set of case studies, and Ref. 3 is an introduction with
computational material.

1 Functional Data

Figure 1a illustrates a number of aspects of functional data, as well as particular challenges to be taken up
later. Functional data such as these 10 records of the heights of children involve n discrete observations hj,
possibly subject to measurement error, which are assumed to reflect some underlying and usually smooth
process. We wish to consider any record, consisting in this case of the height measurements available for
a specific child, as a single functional datum.

The argument values tj associated with these values may not be equally spaced and may not be the same
from one record to another. The times of height measurements are discrete, but we assume more gener-
ally that these values are located on a continuum that allows us to observe the process anywhere that we
please. If the continuum has the mathematical characteristics of a straight line, then the continuum may be
bounded in zero, one, or two directions and may also be unbounded in the periodic sense of circle. Time
is the most common linear continuum; but others, such as wavelength used in chemical spectral analysis,
are also possible (see Longitudinal Studies).
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Figure 1. (a) Irregularly spaced observations of the heights of 10 girls, along with the smooth increasing
curves H(t) that fit to each set of data. (b) The second derivative or height acceleration functions D2H(t)
computed from the smooth curves in (a). The heavy dashed line shows the mean of these acceleration
curves.

Figure 2. The Island of Montreal. The lower left internal boundary is the outline of the Montreal airport
and railway yards, and the upper right boundary contains oil refineries and a water treatment plant. The
portion of the external boundary in yellow has the Neumann condition of zero flow across the boundary,
and the red portion has the Dirichlet condition of zero value on the boundary. The points are locations of
census tract centers.

Functional data may also be distributed over one or more spatial dimensions when the observation is
an image (see Kriging for Functional Data), over both space and time, or may be taken from any other
continuum. Figure 2 shows, as an example of spatial data, census tract locations distributed over the Island
of Montreal in Quebec, Canada. Here there is no obvious coordinate system, and even latitude/longitude
plays no natural role in structuring the continuum. We see also that the continuum is bounded, that the
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Figure 3. Twenty replications of cursive script for “fda,” an example of bivariate functional data with
coordinates X and Y .

boundaries themselves have complex structure, and that they define both internal and external boundaries.
Spatial domains like these have the potential to be structured in many ways, but differ from linear domains
in that spatial locations cannot be ordered.

We refer to domains that support complex structural elements as textured. Almost any analysis over
textured domains must somehow take account of the impact of these structures on models for data dis-
tributed over them. In fact, time is often highly textured. For example, economic indicators often show
the impacts of causal factors at multiple time scales: events at a daily or weekly scale, the timing of holi-
days with a year, structural features distributed over a year, multiyear cycles such as business and weather
cycles, and longer term processes such as climate warming.

Although the number n of discrete observations determines what may be inferred from functional data,
the data resolution can be more critical. Data resolution is defined as the smallest feature in the function
that can be adequately defined by the data, where a curve feature is a peak or a valley, a crossing of a thresh-
old, or some other localized shape characteristic of interest. The number of values of tj per feature in the
curve that are required to identify that feature depends on the nature of the feature and the amount of
noise in the data. For example, with errorless data, at least three observations are required to identify the
location, width, and amplitude of a peak; but if there is noise in the data, more may be needed.

Functional data may be either uni- or multidimensional and be structured in various ways. Figure 3
displays 20 replications of the writing of the cursive script “fda.” The handwriting has structural elements
such as loops, cusps, and crossing points whose locations are critical to the understanding of the process
that produced the data. Horizontal and vertical variations can each support order, although the systematic
slanting of the letters implies that these directions are not orthogonal.

The functional data displayed in Figure 3 have replications that can be considered as independent, that
is, they are samples of functional observations. However, many functional data are a single observation
over a linear interval which, because of the wealth of detail within a functional data structure, can also
support a range of interesting analyses.

2 Input/Output Systems of Functional Data

We are familiar with data analyzed by linear and nonlinear multiple regression, where one or more
covariates or independent variables are used to predict or otherwise determine the values of one or
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Functional Data Analysis – Theory

more dependent variables. Functional input/output systems involve functional outputs affected by inputs
where at least some are functional in nature. For example, such a system would arise for a child’s growth
if we paired the data in Figure 1 with records of medical treatments such as vaccination, fractures, and
hospitalizations. Models for input/output data often take the form of differential equations in which the
models explain how the output responds to a change in an input.

3 Functional Parameters

A FDA may involve functional parameters. Perhaps the example best known to statisticians is the prob-
ability density function p(x) describing the distribution of a random variable x (see Density Estimation
including Examples). If the density function is determined by a fixed and small number of parameters, as
with the normal density, then the model is parametric. However, if we view the density simply as a func-
tion to be estimated from data without the imposition of any shape constraints except for positivity and
possibly smoothness, then the density is a functional parameter, and a model for the data can be called
functional, as opposed to parametric.

The smooth curves H(t) fitting the height data in Figure 1a are functional parameters for the discrete
data if we estimate these 10 curves in a way that is sufficiently open-ended to capture any detail in a curve
and that can be supported by the data. In this growth model, we have an additional consideration: a curve
Hi should logically be strictly increasing as well as smooth, and we will see below how to achieve this
constraint.

Functional models such as density estimates and smoothing curves are often called nonparametric (see
Nonparametric Regression Analysis of Longitudinal Data), an unfortunate term because parameters
are usually involved in the process, because there is an older and inconsistent use of this term in statistics,
and because it is seldom helpful to describe something in terms of what it is not.

We can also have functional parameters for nonfunctional data. Examples are intensity functions for
point processes, item response functions used to model psychometric data, and hazard functions for
survival data.

4 Some Roles for Derivatives

Functional data and parameters are usually assumed to be, at least implicitly, smooth or regular, and we
consider why this should be so below. This implies in practice that a certain number of derivatives exist
and that these derivatives are sufficiently smooth that we can hope to use them in some way.

Figure 1b shows the estimated second derivative D2H(t) or acceleration of height for each girl. Height
acceleration displays more directly than height itself the dynamics of growth in terms of the input of hor-
monal stimulation and other factors into these biological systems, just as acceleration in mechanics reflects
exogenous forces acting on a moving body.

We also use derivatives to impose smoothness or regularity on estimated functions by controlling a
measure of the size of a derivative. For example, it is a common practice to control the size of the second
derivative or curvature of a function using the total curvature measure ∫ [D2x(t)]2dx. The closer to zero
this measure is, the more like a straight line the curve will be. More sophisticated measures involving
combinations of derivatives can also be useful.

A differential equation is an equation involving one or more derivatives as well as possibly the function
value. For example, the differential equation defining harmonic or sinusoidal behavior is 𝜔x + D2x = 0
for positive constant 𝜔, which defines the frequency of oscillation. Differential equations can define a
wider variety of function shapes than conventional parameter-based approaches, and this is especially
so for nonlinear differential equations. Hence, differential equations offer potentially powerful modeling
strategies.
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For example, returning to the need for a height function H(t) to be strictly increasing or monotonic, any
such function satisfies the differential equation

w(t)𝐷𝐻(t) + D2H(t) = 0, or w(t) = D2H(t)∕𝐷𝐻(t) (1)

as strict monotonicity implies that 𝐷𝐻(t) > 0 for all t. The derivative ratio w(t) is unconstrained in any
way. This equation transforms the difficult problem of estimating H(t) to the easier one of estimating w(t)
and also plays a role in curve registration discussed below. See Ref. 1 for other examples of differential
equation models for functional parameters in statistics.

Finally, given actual functional data, can we estimate a differential equation whose solution will approx-
imate the data closely? The technique principal differential analysis (PDA) for doing this can be an impor-
tant part of a functional data analyst’s toolbox. See the entry Principal Differential Analysis for this
topic.

5 Historical Perspectives

Proposing a specific beginning to almost any field is controversial, but surely an early FDA landmark was
Fourier’s Théorie de la Chaleur (1822) containing the powerful and computationally convenient Fourier
basis function system whose range of applications exceeds even today those of any other basis system for
functional approximation.

Time-series analysis focuses on functions of time, where in practice time values are typically discrete
and equally spaced. Assumptions of stationarity play a large role in this field but are avoided in FDA.
Figure 4 displays an example that nicely contrasts a time-series approach and an FDA. Figure 4a shows
the temperature of a solution in a chemical reactor as reported in the fourth edition of the classic text[4].
Also shown is a curve that smooths the data using a spline basis. In Figure 4b, the twiced-differenced data
are shown along with the second derivative of the smooth curve in Figure 4a.

The authors offer a short description of the data in which they indicate that the reaction was normally
subject to feedback control, but this was disabled over the times that these data were collected. In their
analyses, they judged that the data themselves were not stationary, but that the first and second differences
were sufficiently so to permit autoregressive-integrated moving-average (ARIMA) modeling. The first dif-
ference analysis yielded a first-order autoregressive model with a single autocorrelation of 0.82. Given how
close this value is to one, we can draw the conclusion that the first differences are essentially smooth,
but not much else. The second difference analysis, on the other hand, estimated a second-order moving-
average model consisting solely of random effects, but with both coefficients just barely significantly from
zero. That is, they concluded that the second differences are close to being white noise.

An examination of the distribution of the second difference values in Figure 4b shows that the dis-
cretization of the measurements (to the nearest 0.1∘C) has rendered the second differences chaotic and
uninformative. However, the smooth second derivative curve, a more accurate estimate, reveals new detail.
Two features are striking. First, there is a harmonic or periodic oscillation in the second derivative with
a rather constant period. Second, the amplitude of this variation is small where the temperature is near
24∘C, shown as a dashed line in Figure 4a. We will comment further on this below, but at this point we see
that abandoning stationarity as an assumption combined with accurate estimates of two levels of derivative
reveals a lot more structure in the data than can be captured by autocorrelations.

6 Some Perspectives on Functions

A function is a mapping from a set of objects called the domain of the function to another set of objects
called its range, with the special property that any domain object is mapped to a single range object.
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Figure 4. The graph shows (a) 226 temperature measurements for a chemical reactor (dots) and a
smooth curve fit to these data, and (b) the second differences of the data (dots) and the second derivative
of the smooth temperature curve.

The natures of both the domain and range can be far wider than vectors of real or complex numbers.
Indeed, mappings from a space of functions to another space of functions are especially important in many
fields, and we can extend concepts like derivatives and integrals to these situations.

Whatever the domain and range, an essential property of a function is its dimensionality. In the majority
of situations, functions can be viewed as points in an infinite dimensional space of possible functions, espe-
cially when the domain and/or the range are/is continua. Functions can be large in two quite independent
ways: first, by how large their values are in the range space and second, in terms of their dimensionality.
White noise, for example, is an infinitely large object even if the noise is everywhere small. This presents a
serious conceptual problem for the statistician: how can we hope to accurately estimate an infinite dimen-
sional object from a finite amount of data?

What model should we use for ignorable variation, often called noise or error? For finite dimensional
data, we tend to model noise as a set of N identically and independently distributed realizations of some
random variable E. However, this concept does not scale up well; white noise is infinite dimensional,
infinitely complex, and infinitely large and thus will ultimately overwhelm any amount of data. Ignorable
functional variation, on the other hand, while admittedly more complex than we want to deal with, is still
subject to limits on the energy required to produce it. These issues are of practical importance when we
consider hypothesis testing and other inferential issues.
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Multiresolution analysis and wavelets offer basis systems in which the variation of a function can be split
into layers of increasing complexity (see Wavelets; Wavelet-Based Trend Detection and Estimation),
but with the possibility of controlling the total energy allocated to each level. These concepts have had a
large impact in FDA.

7 First Steps in Functional Data Analyses

7.1 Techniques for Representing Functions

The first task in a FDA is to capture the essential features of the data in a function. We can always do this
by interpolating the data with a piece-wise linear curve; this not only contains the original data within it
but also provides interpolating values between data points. However, some smoothing can be desirable as
a means of reducing observational error and the effects of discretization, and if one or more derivatives are
desired, then the fitted curve should also be differentiable at least up to the level desired, and perhaps a few
derivatives beyond. Additional constraints may also be required such as positivity and monotonicity. The
smoothing or regularization aspect of fitting can often be deferred, however, by applying it to the functional
parameters to be estimated from the data rather than being applied to the data-fitting curve itself.

Functions are often defined by a small number of parameters that seem to capture the main shape
features in the data and ideally are also motivated by substantive knowledge about the process. For the
childhood height data, for example, several models have been proposed, and the most satisfactory require
eight or more parameters. However, when the curve has a lot of detail or high accuracy is required, para-
metric methods usually break down. In this case, two strategies dominate most of the applied work.

One approach is to use a system of K basis functions 𝜙k(t) in the linear combination

x(t) =
K∑

k
ck𝜙k(t) (2)

The basis system must have enough resolving power so that, with K large enough, any interesting feature
in the data can be captured by x. Polynomials, where 𝜙k(t) = tk−1, have been more or less replaced by
spline functions (see Spline Function: Overview; Smoothing; Splines in Nonparametric Regression)
for nonperiodic data, but Fourier series remains the basis of choice for periodic problems. Both splines and
Fourier series offer excellent control over derivative estimation. Wavelet bases are especially important for
rendering sharp localized features.

In general, basis function expansions are easy to fit to data and easy to regularize. For example, the
discrete observations yj can be fit by minimizing the penalized least squares criterion

n∑

j
[yj − x(tj)]2 + 𝜆∫ [D2x(t)]2 dt (3)

Minimizing the criterion with respect to the coefficients ck involves solving a matrix linear equation. The
larger penalty parameter 𝜆 is, the more x(t) will be like a straight line; and the closer 𝜆 is to zero, the more
nearly x(t) will fit the data. There are a variety of data-dependent methods for finding an appropriate value
of 𝜆 (see entry on Regularization Methods for more details.) It is also possible to substitute other more
sophisticated differential operators for D2, and consequently smooth toward targets other than straight
lines; see Ref. 5 for examples and details.

For multidimensional domains, the choice of bases become more limited. Radial and tensor-product
spline bases are often used, but are problematical over regions with complex boundaries or regions where
large areas do not contain observations. For bounded two-dimensional domains, such as the Island of
Montreal in Figure 2, the triangular mesh and local linear bases associated with finite element methods for
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Figure 5. A triangulation of the Island of Montreal. Each vertex corresponds to a piece-wise linear spline
basis function over the hexagonal region surrounding it.

solving partial differential equations are extremely flexible; and software tools for manipulating them are
widely available. An example is displayed in Figure 5. Many data-fitting problems can be expressed directly
as partial differential equation solutions; see Ref. 6 for examples.

The other function-fitting strategy is to use various types of kernel methods[7] (see Nonparametric
regression - Theory), which are essentially convolutions of the data sequence with a specified kernel
K(s − t). The convolution of an image with a Gaussian kernel is a standard procedure in image analysis
and also corresponds to a solution of the heat or diffusion partial differential equation.

Basis function and convolution methods share many aspects, and each can be made to look like the other.
They do, however, impose limits on what kind of function behavior can be accommodated in the sense
that they cannot do more than is possible with the bases or kernels that are used. For example, there are
situations where sines and cosines are, in a sense, too smooth, being infinitely differentiable, and for this
reason are being replaced by wavelet bases in some applications, and especially in image compression
where the image combines local sharp features with large expanses of slow variation.

7.2 Differential Equations as Modeling Objects

Expressing both functional data and functional parameters as differential equations greatly expands the
horizons of function representation. Even rather simple differential equations can define behavior that
would be difficult to mimic in any basis system, and references on chaos theory and nonlinear dynamics
offer plenty of examples; see Ref. 8. Linear differential equations are already used in fields such as control
theory to represent functional data, typically with constant coefficients. Linear equations with noncon-
stant coefficients are even more flexible tools, as we saw in Equation (1) for growth curves, and nonlinear
equations are even more so. There has been considerable progress in the development of methods for
estimating parameters defining differential equations.

As an illustration, we can return to the temperature data displayed in Figure 3. The periodic oscilla-
tion evident in the second derivative indicates that temperature can be approximated by a second-order
differential equation of the form D2T = 𝛽0T + 𝛽1𝐷𝑇 . However, process control engineers know that a

Wiley StatsRef: Statistics Reference Online, © 2014–2016 John Wiley & Sons, Ltd.
This article is © 2016 John Wiley & Sons, Ltd.
DOI: 10.1002/9781118445112.stat00516.pub2

8



Functional Data Analysis – Theory

process satisfying the first-order equation 𝐷𝑇 = 𝛽T , 𝛽 < 0 subject to first-order feedback also behaves
like a second-order process. We have already noted that the oscillations are less when temperature is close
to 24∘, and we can perhaps conjecture that a temperature control system, usual in chemical reactors, was
still operative. If so, the two-variable system

𝐷𝑇 (t) = 𝛽T T(t) + 𝛼T C(t)
𝐷𝐶(t) = 𝛽CC(t) + 𝛼C[24 − T(t)] (4)

might offer a reasonable account of the second-order behavior. Here, C is an unobserved control variable
that is positive when temperature is below the 24∘ set point, and negative when above, leading to the
required corrective action on temperature. The negatives of the two 𝛽 coefficients are speeds of reactions of
the respective variables to sudden changes in input, and 4∕𝛽 is roughly the time taken for the reaction to be
completed. The 𝛼 coefficients modulate the impact of the respective inputs, C(t) in the case of temperature
and [T(t) − 24] in the case of the control variable (see Dynamic Modeling: Introduction).

7.3 Statistics

Once the data are represented by samples of functions, the next step is often to display some descriptive
statistics. The mean function x(t) summarizes the location of a set of curves. Variation among functions of
a single argument is described by covariance and correlation surfaces, v(s, t) and r(s, t), respectively. These
are bivariate functions that are the analogs of the corresponding matrices V and R in multivariate statistics.
The simpler point-wise standard deviation curve s(t) may also be of interest.

Visually inspecting a sample of functions can be surprisingly frustrating if more than 10 or so functions
are involved, as the result can be a tangle of lines that makes tracking any single function nearly impossible.
Moreover, we are naturally attracted to the envelope of a set of curves, which is inevitably associated with
the more extreme curves. Getting some idea of the curves in the middle of this mess can be hard.

A considerable effort has been put into developing functional versions of the box plot, centered on the
idea of curve depth within a sample. Curve depth defines, for example, the functional analogue of the
median curve (maximal depth), as well as curves at the lower and upper quartiles, in the sense of curve
depth. See Ref. 7 for an approach that is available with functional data software in Matlab and R.

7.4 Registration of Functional Observations

If we inspect a sample of curves such as the acceleration estimates in Figure 1b, we see that the timing of
the pubertal growth spurt varies from child to child. The point-wise mean, indicated by the heavy dashed
line, is a poor summary of the data; it has less amplitude variation and a longer pubertal growth period
than those of any curve. The reason is that the average is taken over children doing different things at any
point in time; some are prepubertal, some are in the middle, and some are terminating growth.

Registration is the one-to-one transformation of the argument domain in order to align salient curve
or image features. That is, clock time t is transformed for each child to biological time s, so that all chil-
dren are in the same growth phase with respect to the biological time scale. This transformation of time
s = h(t) is often called a time warping function, and it must, like a growth curve, be both smooth and strictly
increasing. As a consequence, the differential equation (1) also defines h(t), and, through estimation of
weight function w(t), can be used to register a set of curves.

Until recently, most registrations aligned individual curves to a template curve, often defined using
the cross-sectional mean of the unregistered curves. Once registered, this mean curve can be updated
using the resulting curves, and another cycle of registration can be taken, a process called the Procrustes
method in many parts of statistics. More recently, techniques have been developed for registering curves
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to models for the curves, such as those defined by a principal components analysis (See Refs 10, 11) or a
functional regression analysis.

8 Functional Data Analyses

FDA involves functional counterparts of multivariate methods such as principal component analysis
(PCA), canonical correlation analysis (CCA), and various linear models. In principal components analysis,
for example, the functional counterparts of the eigenvectors of a correlation matrix R are the eigenfunc-
tions of a correlation function r(s, t). Functional linear models use regression coefficient functions 𝛽(s) or
𝛽(s, t) rather than 𝛽1, … , 𝛽p.

Naive application of standard estimation methods, however, can often result in parameters such as
regression coefficient functions and eigenfunctions, which are unacceptably rough or complex, even when
the data are fairly smooth. Consequently, it can be essential to impose smoothness on the estimate, and
this can be achieved through regularization methods, typically involving attaching a term to the fitting cri-
terion that penalizes excessive roughness. Reference[1] offers a number of examples realized in the context
of basis function representations of the parameters.

Few methods for hypothesis testing, interval estimation, and other inferential problems in the context of
FDA have been developed. Part of the problem is conceptual; what does it mean to test a hypothesis about
an infinite dimensional state of nature on the basis of finite information? On a technical level, although the
theory of random functions or stochastic processes is well developed, testing procedures based on a white
noise model for ignorable information are both difficult and seem unrealistic.

Substantial progress has been made in Ref. 12, however, in adapting t, F , and other tests to locating
regions in multidimensional domains where the data indicate significant departures from a zero mean
Gaussian random field. This work points the way to defining inference as a local decision problem rather
than a global one.

8.1 Principal Components Analysis

Suppose that we have a sample of N curves xi(t), where the curves may have been registered and the mean
function has been subtracted from each curve. Let v(s, t) be their covariance function. The goal of PCA is
to identify important modes of variation among the curves, and we can formalize this as the search for a
weighting function 𝜉(t), called the eigenfunction, such that the amount of this variation, expressed as

𝜇 = ∫ ∫ 𝜉(s)v(s, t)𝜉(t) ds dt (5)

is maximized subject to the normalizing condition ∫ 𝜉2(t)dt = 1. This formulation of the PCA prob-
lem replaces the summations in the multivariate version of the problem, 𝜇 = v′𝐕v, by integrals. The
eigenequation, ∫ v(s, t)𝜉(t)𝑑𝑡 = 𝜇𝜉(s), defines the optimal solution, and subsequent principal compo-
nents are defined as in the classic version; each eigenfunction 𝜉k(t) maximizes the sum of squared
principal component scores subject to the normalizing condition and to the orthogonality condition
∫ 𝜉j(t)𝜉k(t)dt = 0, j < k.

However, if the curves are not sufficiently smooth, the functional principal components defined by the
𝜉j(t)will tend to be unacceptably rough, and especially so for higher indices j. Smoothing the functions xi(t)
will certainly help, but an alternate approach that may be applied to virtually all functional data analyses is
to apply a roughness penalty directly to the estimated weight functions or eigenvalues 𝜉(t). This is achieved
by changing the normalizing condition ∫ 𝜉2(t)dt = 1 to ∫ (𝜉2(t) + 𝜆[D2𝜉(t)]2)dt = 1.
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It is a common practice in multivariate data analysis to apply a rotation matrix T to principal components
once a suitable number has been selected in order to aid interpretability. Matrix T is often required to
maximize the VARIMAX criterion. The strategy of rotating functional principal components also assists
interpretation.

8.2 Linear Models

The possibilities for functional linear models are wider than for the multivariate case. The simplest case
arises when the dependent variable y is functional, the covariates are multivariate, and their values con-
tained in a N by p design matrix Z. Then the linear model is

E[yi(t)] =
p∑

j
z𝑖𝑗𝛽j(t) (6)

A functional version of the usual error sum of squares criterion is
∑

i ∫ [yi(t) − ŷi(t)]2dt, and the least
squares solution for the regression coefficient functions 𝛽j(t) is simply 𝛽(t) = (𝐙′𝐙)−1𝐙′𝐘(t), where Y(t)
is the column vector of N-dependent variable functions.

However, it will often happen that the covariate is functional. For example, we can have as the model for
a scalar univariate observation yi

E[yi] = 𝛽0 + ∫ xi(s)𝛽(s) ds (7)

A functional linear model that has been studied in some depth[7], where both the dependent and covari-
ate variables are functional, is the varying-coefficient or point-wise linear model involving p covariate
functions

E[yi(t)] =
p∑

j
x𝑖𝑗(t)𝛽j(t) (8)

In this model, yi depends on the x𝑖𝑗 ’s only in terms of their simultaneous behavior and may be called a
concurrent linear model.

However, more generally, a dependent variable function yi can be fit by a single bivariate independent
variable covariate xi with the linear model

E[yi(t)] = 𝛼(t) + ∫Ωt

x(s, t)𝛽(s, t) ds (9)

where 𝛼(t) is the intercept function, 𝛽(s, t) is the bivariate regression function, and Ωt is a domain of inte-
gration that can depend on t. In practice, moreover, we can expect that there will be multiple covariates,
and some will be multivariate and some functional.

No matter what the linear model, we can attach one or more roughness penalties to the error sum of
squares criterion being minimized to control the roughness of the regression functions. Indeed, we must
exercise this option when the dependent variable is either scalar or finite dimensional and the covariate
is functional. This is because the dimensionality of the covariate is then potentially infinite, and we can
almost always find function a 𝛽(s) that will provide a perfect fit. Thus, controlling the roughness of the
functional parameter also ensures that the solution is meaningful as well as unique.

8.3 Canonical Correlation Analysis

CCA in multivariate statistics is a technique for exploring covariation between two or more groups of
variables. Although multivariate CCA is not less often used than PCA, its functional counterpart seems
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likely to see many applications because we often want to see what kind of variation is shared by two curves
measured on the same unit, xi(t) and yi(t). Let v𝑋𝑋(s, t), v𝑌 𝑌 (s, t), and v𝑋𝑌 (s, t) be the variance functions
for the X variable, the Y variable, and the covariance function for the pair of variables, respectively. Here,
we seek two canonical weight functions, 𝜉(t) and 𝜂(t), such that the canonical correlation criterion

𝜌 = ∫ ∫ 𝜉(s)v𝑋𝑌 (s, t)𝜂(t) ds dt (10)

is maximized subject to the two normalizing constraints

∫ ∫ 𝜉(s)v𝑋𝑋(s, t)𝜉(t) ds dt = 1

∫ ∫ 𝜂(s)vY Y (s, t)𝜂(t) ds dt = 1

Further matching pairs of canonical weight functions can also be computed by requiring that they be
orthogonal to previously computed weight functions, as in PCA.

However, CCA is especially susceptible to picking up high frequency uninteresting variation in curves,
and by augmenting the normalization conditions in the same way as for PCA by a roughness penalty, the
canonical weight functions and the modes of covariation that they define can be kept interpretable. As in
PCA, once a set of interesting modes of covariation have been selected, rotation can aid interpretation.

8.4 Principal Differential Analysis

PDA is a technique for estimating a linear variable-coefficient differential equation from one or more func-
tional observations. That is, functional data are used to estimate an equation of the form

w0(t)x(t) + w1(t)𝐷𝑥(t) + · · · + wm−1(t)Dm−1x(t) + Dmx(t) = f (t) (11)

The order of the equation is m, the highest order derivative used. The m weight coefficient functions wj(t)
along with the forcing function f (t) are what define the equation. Some of these functional parameters may
be constant, and some may be zero. For example, the order two differential equation (1), defining growth
and the time warping function h(t) used in registration, has w0(t) and f (t) equal to zero and is therefore
defined by the single weight function w1(t).

The main advantage of a differential equation model is that it captures the dynamics of the process in
the sense it that also models velocity, acceleration, and higher derivatives as well as the function itself.
Moreover, differential equations of this sort, as well as nonlinear functions of derivatives, can define func-
tional behaviors that are difficult to capture in a low dimensional basis function expansion.

See the entry on Principal Differential Analysis for further details.
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The Metropolis–Hastings Algorithm
By Christian P. Robert

Keywords: Bayesian inference, Markov chains, MCMC methods, Metropolis–Hastings algorithm,
intractable density, Gibbs sampler, Langevin diffusion, Hamiltonian Monte Carlo

Abstract: This article is a self-contained introduction to the Metropolis–Hastings algo-
rithm, the ubiquitous tool for producing dependent simulations from an arbitrary distri-
bution. The document illustrates the principles of the methodology on simple examples
with R codes and provides entries to the recent extensions of the method.

1 Introduction

There are many reasons why computing an integral like

ℑ(h) = ∫𝒳
h(x)d𝜋(x)

where d𝜋 is a probability measure, may prove intractable, from the shape of the domain 𝒳 to the dimen-
sion of 𝒳 (and x), to the complexity of one of the functions h or 𝜋. Standard numerical methods may be
hindered by the same reasons. Similar difficulties (may) occur when attempting to find the extrema of 𝜋
over the domain 𝒳 . This is why the recourse to Monte Carlo methods may prove unavoidable: exploiting
the probabilistic nature of 𝜋 and its weighting of the domain 𝒳 is often the most natural and most efficient
way to produce approximations to integrals connected with 𝜋 and to determine the regions of the domain
𝒳 that are more heavily weighted by 𝜋. The Monte Carlo approach[1,2] emergedwith computers, at the end
of World War II, as it relies on the ability of producing a large number of realizations of a random variable
distributed according to a given distribution, taking advantage of the stabilization of the empirical average
predicted by the Law of Large Numbers. However, producing simulations from a specific distribution may
prove near impossible or quite costly and therefore the (standard) Monte Carlo may also face intractable
situations.

An indirect approach to the simulation of complex distributions and in particular to the curse of dimen-
sionality met by regular Monte Carlo methods is to use a Markov chain associated with this target distribu-
tion, using Markov chain theory to validate the convergence of the chain to the distribution of interest and
the stabilization of empirical averages[3]. It is thus little surprise that Markov chain Monte Carlo (MCMC)
methods have been used for almost as long as the original Monte Carlo techniques, even though their
impact on Statistics has not been truly felt until the very early 1990s. A comprehensive entry about the
history of MCMC methods can be found in Ref. 4.

Université Paris-Dauphine, Paris, France
University of Warwick, Coventry, England
CREST, Dauphine, Paris
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This article is organized as follows: in Section 2, we define and justify the Metropolis–Hastings algo-
rithm, along historical notes about its origin. In Section 3, we provide details on the implementation and
calibration of the algorithm. A mixture example is processed in Section 4. Section 5 includes recent exten-
sions of the standard Metropolis–Hastings algorithm, while Section 6 concludes about further directions
for MCMC methods when faced with complex models and huge data sets.

2 The Algorithm

2.1 Motivations

Given a probability density 𝜋 called the target, defined on a state space 𝒳 , and computable up to a mul-
tiplying constant, 𝜋(x) ∝ �̃�(x), the Metropolis–Hastings algorithm, named after Refs 5 and 6, proposes a
generic way to construct a Markov chain on 𝒳 that is ergodic and stationary with respect to 𝜋—meaning
that, if X(t) ∼ 𝜋(x), then X(t+1) ∼ 𝜋(x)—and that therefore converges in distribution to 𝜋. While there
are other generic ways of delivering Markov chains associated with an arbitrary stationary distribution,
see, for example, Ref. 7, the Metropolis–Hastings algorithm is the workhorse of MCMC methods, both
for its simplicity and its versatility, and hence the first solution to consider in intractable situations. The
main motivation for using Markov chains is that they provide shortcuts in cases where generic sampling
requires too much effort from the experimenter. Rather than aiming at the “big picture” immediately, as
an accept–reject algorithm would do[8], Markov chains construct a progressive picture of the target dis-
tribution, proceeding by local exploration of the state space 𝒳 until all the regions of interest have been
uncovered. An analogy for the method is the case of a visitor to a museum forced by a general blackout to
watch a painting with a small torch. Due to the narrow beam of the torch, the person cannot get a global
view of the painting but can proceed along this painting until all parts have been seen.1

Before describing the algorithm itself, let us stress the probabilistic foundations of MCMC algorithms:
the Markov chain returned by the method, X(1),X(2), … ,X(t), … is such that X(t) is converging to 𝜋. This
means that the chain can be considered as a sample, albeit a dependent sample, and approximately dis-
tributed from 𝜋. Due to the Markovian nature of the simulation, the first values are highly dependent on
the starting value X(1) and usually removed from the sample as burn-in or warm-up. While there are very
few settings where the time when the chain reaches stationarity can be determined, see, for example, Ref. 9,
there is no need to look for such an instant as the empirical average

ℑ̂T (h) =
1
T

T∑

t=1
h(X(t)) (1)

converges almost surely to ℑ(h), no matter what the starting value, if the Markov chain is ergodic, that
is, forgets about its starting value. This implies that, in theory, simulating a Markov chain is intrinsically
equivalent to a standard i.i.d. simulation from the target, the difference being in a loss of efficiency, that
is, in the necessity to simulate more terms to achieve a given variance for the above Monte Carlo estima-
tor. The foundational principle for MCMC algorithms is thus straightforward, even though the practical
implementation of the method may prove delicate or in cases impossible.

Without proceeding much further into Markov chain theory, we stress that the existence of a station-
ary distribution for a chain implies this chain automatically enjoys a strong stability called irreducibility.
Namely, the chain can move all over the state space, that is, can eventually reach any region of the state
space, no matter its initial value.

1Obviously, this is only an analogy in that a painting is more than the sum of its parts!
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2.2 The Algorithm

The Metropolis–Hastings algorithm associated with a target density 𝜋 requires the choice of a conditional
density q also called proposal or candidate kernel. The transition from the value of the Markov chain (X(t))
at time t and its value at time t + 1 proceeds via the following transition step:

Alogorithm 1. Metropolis–Hastings

Given X(t) = x(t)

1. Generate Yt ∼ q(y|x(t)).
2. Take

X ( t+1) =
Yt with probability ρ(x ( t) , Y t ) ,
x ( t) with probability 1 − ρ(x ( t) , Y t ) ,

where

𝜌(x, y) = min

{
�̃�(y)
�̃�(x)

q(x|y)
q(y|x) , 1

}

Then, as shown in Ref. 5, this transition preserves the stationary density 𝜋 if the chain is irreducible,
that is, if q has a wide enough support to eventually reach any region of the state space 𝒳 with positive
mass under 𝜋. A sufficient condition is that q is positive everywhere. The very nature of accept–reject step
introduced by those authors is, therefore, sufficient to turn a simulation from an almost arbitrary proposal
density q into a generation that preserves 𝜋 as the stationary distribution. This sounds both amazing and
too good to be true! But it is true, in the theoretical sense drafted above. In practice, the performances of
the algorithm are obviously highly dependent on the choice of the transition q, as some choices see the
chain unable to converge in a manageable time.

2.3 An Experiment with the Algorithm

To capture the mechanism behind the algorithm, let us consider an elementary example:

Example 1. Our target density is a perturbed version of the normal 𝒩 (0, 1) density, 𝜑(⋅),

�̃�(x) = sin2(x) × sin2(2x) × 𝜑(x)

And our proposal is a uniform 𝒰(x − 𝛼, x + 𝛼) kernel,

q(y|x) = 1
2𝛼

𝕀(x−𝛼, x+𝛼)(y)

Implementing this algorithm is straightforward: two functions to define are the target and the transition

target=function(x){
sin(x)^2*sin(2*x)^2*dnorm(x)}

metropolis=function(x,alpha=1){
y=runif(1,x-alpha,x+alpha)
if (runif(1)>target(y)/target(x)) y=x
return(y)}
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and all we need is a starting value

T=10^4
x=rep(3.14,T)
for (t in 2:T) x[t]=metropolis(x[t-1])

which results in the histogram of Figure 1, where the target density is properly normalized by a numerical
integration. If we look at the sequence (x(t)) returned by the algorithm, it changes values around 5000 times.
This means that one proposal out of two is rejected. If we now change the scale of the uniform to 𝛼 = 0.1,
the chain (x(t)) takes more than 9000 different values, however the histogram in Figure 2 shows a poor fit
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Figure 1. Fit of the histogram of a Metropolis–Hastings sample to its target, for T = 104 iterations, a
scale 𝛼 = 1, and a starting value x(1) = 3.14.
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Figure 2. Fit of the histogram of a Metropolis–Hastings sample to its target, for T = 104 iterations, a
scale 𝛼 = 0.1, and a starting value x(1) = 3.14.
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Figure 3. Fit of the histogram of a Metropolis–Hastings sample to its target, for T = 105 iterations, a
scale 𝛼 = 0.2, and a starting value x(1) = 3.14.

to the target in that only one mode is properly explored. The proposal lacks the power to move the chain
far enough to reach the other parts of the support of 𝜋(⋅). A similar behavior occurs when we start at 0.
A last illustration of the possible drawbacks of using this algorithm is shown on Figure 3: when using the
scale 𝛼 = 0.2 the chain is slow in exploring the support, hence does not reproduce the correct shape of 𝜋
after T = 105 iterations.

From this example, we learned that some choices of proposal kernels work well to recover the shape
of the target density, while others are poorer and may even fail altogether to converge. Details about the
implementation of the algorithm and the calibration of the proposal q are detailed in Section 3.

2.4 Historical Interlude

The initial geographical localization of the MCMC algorithms is the nuclear research laboratory in Los
Alamos, New Mexico, which work on the hydrogen bomb eventually led to the derivation Metropolis
algorithm in the early 1950s. What can be reasonably seen as the first MCMC algorithm is indeed the
Metropolis algorithm, published by Metropolis et al.[5]. Those algorithms are thus contemporary with
the standard Monte Carlo method, developed by Ulam and von Neumann in the late 1940s. (Nicolas
Metropolis is also credited with suggesting the name “Monte Carlo,” see Ref. 10, and published the very
first Monte Carlo paper, see Ref. 11.) This Metropolis algorithm, while used in physics, was only gener-
alized by Hastings[6] and Peskun[12,13] toward statistical applications, as a method apt to overcome the
curse of dimensionality penalizing regular Monte Carlo methods. Even those later generalizations and
the work of Hammersley, Clifford, and Besag in the 1970s did not truly impact the statistical commu-
nity until Geman and Geman[14] experimented with the Gibbs sampler for image processing, Tanner and
Wong[15] created a form of Gibbs sampler for latent variable models, and Gelfand and Smith[16] extracted
the quintessential aspects of Gibbs sampler to turn it into a universal principle and rekindle the appeal of
the Metropolis–Hastings algorithm for Bayesian computation and beyond.
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3 Implementation Details

When working with a Metropolis–Hastings algorithm, the generic nature of Algorithm 1 is as much an
hindrance as a blessing in that the principle remains valid for almost every choice of the proposal q. It thus
does not give indications about the calibration of this proposal. For instance, in Example 1 ,the method is
valid for all choices of 𝛼 but the comparison of the histogram of the outcome with the true density shows
that 𝛼 has a practical impact on the convergence of the algorithm and hence on the number of iterations
it requires. Figure 4 illustrates this divergence in performances via the autocorrelation graphs of three
chains produced by the R code in Example 1 forthree highly different values of 𝛼 = 0.3, 3, 30. It shows why
𝛼 = 3 should be preferred to the other two values in that each value of the Markov chain contains “more”
information in that case. The fundamental difficulty when using the Metropolis–Hastings algorithm is
in uncovering which calibration is appropriate without engaging into much experimentation or, in other
words, in an as automated manner as possible.

A (the?) generic version of the Metropolis–Hastings algorithm is the random walk Metropolis–Hastings
algorithm, which exploits as little as possible knowledge about the target distribution, proceeding instead
in a local if often myopic manner. To achieve this, the proposal distribution q aims at a local exploration
of the neighborhood of the current value of the Markov chain, that is, simulating the proposed value Yt as

Yt = X(t) + 𝜖t

where 𝜖t is a random perturbation with distribution g, for instance a uniform distribution as in
Example 1 oranormal distribution. If we call random walk Metropolis–Hastings algorithms all the cases
when g is symmetric, the acceptance probability in Algorithm 1 gets simplified into

𝜌(x, y) = min
{

�̃�(y)
�̃�(x)

, 1
}

While this probability is independent of the scale of the proposal g, we just saw that the performances
of the algorithm are quite dependent on such quantities. In order to achieve an higher degree of efficiency,
that is, toward a decrease of the Monte Carlo variance, Roberts et al.[17] studied a formal Gaussian setting
aiming at the ideal acceptance rate. Indeed, Example 1 showed that acceptance rates that are either “too
high” or “too low” slow down the convergence of the Markov chain. They then showed that the ideal vari-
ance in the proposal is twice the variance of the target or, equivalently, that the acceptance rate should be
close to 1∕4. While this rule is only an indication (in the sense that it was primarily designed for a specific
and asymptotic Gaussian environment), it provides a golden rule for the default calibration of random walk
Metropolis–Hastings algorithms.
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Figure 4. Comparison of the acf of three Markov chains corresponding to scales 𝛼 = 0.3, 3, 30, for T = 104

iterations, and a starting value x(1) = 3.14.
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3.1 Effective Sample Size

We now consider the alternative of the effective sample size for comparing and calibrating MCMC algo-
rithms. Even for a stationary Markov chain, using T iterations does not amount to simulating an i.i.d.
sample from 𝜋 that would lead to the same variability. Indeed, the empirical average (Equation (1)) cannot
be associated with the standard variance estimator

�̂�2
T = 1

T − 1

T∑

t=1
(h(X(t)) − ℑ̂T (h)T )2

due to the correlations amongst the X(t)’s. In this setting, the effective sample size is defined as the correction
factor 𝜏T such that �̂�2

T∕𝜏T is the variance of the empirical average (Equation (1)). This quantity can be
computed as in Refs 18 and 19 by

𝜏T = T∕𝜅(h)

where 𝜅(h) is the autocorrelation associated with the sequence h(X(t)),

𝜅(h) = 1 + 2
∞∑

t=1
corr(h(X(0)), h(X(t)))

estimated by spectrum0 and effectiveSize from the R library coda, via the spectral density at zero.
A rough alternative is to rely on subsampling, as in Ref. 8, so that X(t+G) is approximately independent from
X(t). The lag G is possibly determined in R via the autocorrelation function autocorr.

Example 2. (Example 1 continued) We can compare the Markov chains obtained with 𝛼 = 0.3, 3, 30
against those two criteria:

> autocor(mcmc(x))
[,1] [,2] [,3]

Lag 0 1.0000000 1.0000000 1.0000000
Lag 1 0.9672805 0.9661440 0.9661440
Lag 5 0.8809364 0.2383277 0.8396924
Lag 10 0.8292220 0.0707092 0.7010028
Lag 50 0.7037832 -0.033926 0.1223127
> effectiveSize(x)

[,1] [,2] [,3]
33.45704 1465.66551 172.17784

This shows how much comparative improvement is brought by the value 𝛼 = 3, but also that even this
quasi-optimal case is far from an i.i.d. setting.

3.2 In Practice

In practice, the above tools of ideal acceptance rate and of higher effective sample size give goals for calibrat-
ing Metropolis–Hastings algorithms. This means comparing a range of values of the parameters involved
in the proposal and selecting the value that achieves the highest target for the adopted goal. For a multidi-
mensional parameter, global maximization run afoul of the curse of dimensionality as exploring a grid of
possible values quickly becomes impossible. The solution to this difficulty stands in running partial opti-
mizations, with simulated (hence controlled) data, for instance setting all parameters but one fixed to the
values used for the simulated data. If this is not possible, optimization of the proposal parameters can be
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embedded in a Metropolis-within-Gibbs2 as for each step several values of the corresponding parameter
can be compared via the Metropolis–Hastings acceptance probability.

We refer the reader to Chapter 8 of Ref. 8 for more detailed descriptions of the calibration of MCMC
algorithms, including the use of adaptive mechanisms. Indeed, calibration is normally operated in a warm-
up stage as, otherwise, if one continuously tune an MCMC algorithm according to its past outcome, the
algorithm stops being Markovian. In order to preserve convergence in an adaptive MCMC algorithm, the
solution found in the literature for this difficulty is to progressively tone/tune down the adaptive aspect.
For instance, Roberts and Rosenthal[20] propose a diminishing adaptation condition that states that the
distance between two consecutive Markov kernels must uniformly decrease to zero. For instance, a random
walk proposal that relies on the empirical variance of the past sample as suggested in Ref. 21 does satisfy
this condition. An alternative proposed by Roberts and Rosenthal[20] proceeds by tuning the scale of a
random walk for each component against the acceptance rate, which is the solution implemented in the
amcmc package developed by Rosenthal[22].

4 Illustration

Kamary et al.[23] consider the special case of a mixture of a Poisson and of a Geometric distributions with
the same mean parameter 𝜆:

𝛼𝒫(𝜆) + (1 − 𝛼)𝒢𝑒𝑜
( 1

1 + 𝜆

)

where 𝜆 > 0 and 0 ≤ 𝛼 ≤ 1. Given n observations (x1, … , xn) and a prior decomposed into 𝜋(𝜆) ∝ 1
𝜆

and
𝜋(𝛼) ∝ [𝛼(1 − 𝛼)]a0−1, a0 = 0.5 being the default value, the likelihood function is available in closed form as

n∏

i=1

{
𝛼
𝜆xi

xi!
exp{−𝜆} + (1 − 𝛼)𝜆xi (1 + 𝜆)−xi−1

}

where sn = x1 + … + xn. In R code, this translates as

likelihood=function(x,lam,alp){
prod(alp*dpois(x,lam)+(1-alp)*dgeom(x,1/(1+lam)))}

posterior=function(x,lam,alp){
sum(log(alp*dpois(x,lam)+(1-alp)*dgeom(x,1/(1+lam))))-

log(lam)+dbeta(alp,.5,.5,log=TRUE)}†

If we want to build a Metropolis–Hastings algorithm that simulates from the associated posterior, the
proposal can proceed by either proposing a joint move on (𝛼, 𝜆) or moving one parameter at a time in a
Metropolis-within-Gibbs fashion. In the first case, we can imagine a random walk in two dimensions,

𝛼′ ∼ ℰ (𝜖𝛼, 𝜖(1 − 𝛼)), 𝜆′ ∼ ℒ𝒩 (log (𝜆), 𝛿(1 + log (𝜆)2)), 𝜖, 𝛿 > 0

2The Metropolis-within-Gibbs algorithm aims at simulating a multidimensional distribution by successively simulating from
some of the associated conditional distributions—this is the Gibbs part—and by using one Metropolis–Hastings step instead
of an exact simulation scheme from this conditional, with the same validation as the original Gibbs sampler.
†This article was published on 18th December 2015. An amendment was subsequently made at this location on 18th February
2016.
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with an acceptance probability
𝜋(𝛼′, 𝜆′|x)q(𝛼, 𝜆|𝛼′, 𝜆′)
𝜋(𝛼′, 𝜆′|x)q(𝛼, 𝜆|𝛼′, 𝜆′)

∧ 1

The Metropolis–Hastings R code would then be

metropolis=function(x,lam,alp,eps=1,del=1){
prop=c(exp(rnorm(1,log(lam),sqrt(del))),

rbeta(1,eps*alp,eps*(1-alp)))
rat=(posterior(x,prop[1],prop[2])/posterior(x,lam,alp))*

(dbeta(alp,eps*prop[2],eps*(1-prop[2]))/
dbeta(prop[2],eps*alp,eps*(1-alp)))*
prop[1]/lam

if (runif(1)>rat) prop=c(lam,alp)
return(prop)}

where the ratio prop[1]/lam\verb in the acceptance probability is just the Jacobian for the log-normal
transform. Running the following R code

T=10^4
para=matrix(c(mean(x),runif(1)),nrow=2,ncol=T)
like=rep(0,T)
for (t in 2:T){

para[,t]=metropolis(x,para[1,t-1],para[2,t-1],eps=1,del=.1)
like[t]=posterior(x,para[1,t],para[2,t])}

then produced the histograms of Figure 5, after toying with the values of 𝜖 and 𝛿 to achieve a large enough
average acceptance probability, which is provided by length(unique(para[1,]))/T\verb The
second version of the Metropolis–Hastings algorithm we can test is to separately modify 𝜆 by a random
walk proposal, test whether or not it is acceptable, and repeat with 𝛼: the R code is then very similar to
the above one:

metropolis=function(x,lam,alp,eps=1,del=1){
prop=c(exp(rnorm(1,log(lam),sqrt(del*(1+log(lam)2)))),
rbeta(1,1+eps*alp,1+eps*(1-alp)))
rat=posterior(x,prop[1],prop[2])-posterior(x,lam,alp)+
dbeta(alp,1+eps*prop[2],1+eps*(1-prop[2]),log=TRUE)-
dbeta(prop[2],1+eps*alp,1+eps*(1-alp),log=TRUE)+
dnorm(log(lam),log(prop[1]),
sqrt(del*(1+log(prop[1])2)),log=TRUE)-
dnorm(log(prop[1]),log(lam),
sqrt(del*(1+log(lam)2)),log=TRUE)+
log(prop[1]/lam)
if (log(runif(1))>rat) prop=c(lam,alp)
return(prop)}†

†This article was published on 18th December 2015. An amendment was subsequently made at this location on 18th February
2016.
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Figure 5. Output of a two-dimensional random walk Metropolis–Hastings algorithm for 123 observations
from a Poisson distribution with mean 1, under the assumed model of a mixture between Poisson and
Geometric distributions.
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Figure 6. Output of a Metropolis-within-Gibbs random walk Metropolis–Hastings algorithm for 123
observations from a Poisson distribution with mean 1, under the assumed model of a mixture between
Poisson and Geometric distributions†.

In this special case, both algorithms thus return mostly equivalent outcomes, with a slightly more dis-
persed output in the case of the Metropolis-within-Gibbs version (Figures 6 and 7). In a more general
perspective, calibrating random walks in multiple dimensions may prove unwieldy, especially with large

†This article was published on 18th December 2015. An amendment was subsequently made at this location on 18th February
2016.
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Figure 7. Output of a Metropolis-within-Gibbs (blue) and of a two-dimensional (gold) random walk
Metropolis–Hastings algorithm for 123 observations from a Poisson distribution with mean 1, under the
assumed model of a mixture between Poisson and Geometric distributions†.

dimensions, while the Metropolis-within-Gibbs remains manageable. One drawback of the later is com-
mon to all Gibbs implementations, namely that it induces higher correlations between the components,
which means a slow convergence of the chain (and in extreme cases, no convergence at all).

5 Extensions

5.1 Langevin Algorithms

An extension of the random walk Metropolis–Hastings algorithm is based on the Langevin diffusion
solving

dXt =
1
2
▾ log 𝜋(Xt)dt + dBt

where Bt is the standard Brownian motion and ▾f denotes the gradient of f , as this diffusion has 𝜋 as its
stationary and limiting distribution. The algorithm is based on a discretized version of the above, namely

Yn+1|Xn ∼ 𝒩
(

x + h
2
▾ log 𝜋(x), h

1
2 Id

)

for a discretization step h, which is used as a proposed value for Xn+1, and accepted with the standard
Metropolis–Hastings probability[24]. This new proposal took the name of Metropolis-adjusted Langevin
algorithms (hence MALA). While computing (twice) the gradient of 𝜋 at each iteration requires extra
time, there is strong support for doing so, as MALA algorithms do provide noticeable speed-ups in
convergence for most problems. Note that 𝜋(⋅) onlyneeds to be known up to a multiplicative constant
because of the log transform.

†This article was published on 18th December 2015. An amendment was subsequently made at this location on 18th February
2016.
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5.2 Particle MCMC

Another extension of the Metropolis–Hastings algorithm is the particle Metropolis-adjusted Langevin
algorithms (or pMCMC), developed by Andrieu et al.[25]. While we cannot provide an introduction to
particle filters here, see, for example, Ref. 26, we want to point out the appeal of this approach in state space
models like hidden Markov models (HMM). This innovation is similar to the pseudo-marginal algorithm
approach of Beaumont and Andrieu and Roberts[27,28], taking advantage of the auxiliary variables exploited
by particle filters.

In the case of an HMM, that is, where a latent Markov chain x0∶T with density

p0(x0|𝜃)p1(x1|x0, 𝜃) … pT (xT |xT−1, 𝜃)

is associated with an observed sequence y1+T such that

y1+T |X1∶T , 𝜃 ∼
T∏

i=1
qi(yi|xi, 𝜃)

pMCMC applies as follows. At every iteration t, a value 𝜃′ of the parameter 𝜃 ∼ 𝔥(𝜃|𝜃(t)) is proposed,
followed by a new value of the latent series x′0∶T generated from a particle filter approximation of
p(x0∶T |𝜃′, y1∶T ). As the particle filter produces in addition[26] an unbiased estimator of the marginal
posterior of y1∶T , q̂(y1∶T |𝜃′), this estimator can be directly included in the Metropolis–Hastings ratio

q̂(y1∶T |𝜃′)𝜋(𝜃′)𝔥(𝜃(t)|𝜃′)
q̂(y1∶T |𝜃)𝜋(𝜃(t))𝔥(𝜃′|𝜃(t))

∧ 1

The validation of this substitution follows from the general argument of Andrieu and Roberts[28] for
pseudo-marginal techniques, even though additional arguments are required to establish that all random
variables used therein are accounted for (see Refs 25 and 29). We however stress that the general validation
of those algorithm as converging to the joint posterior does not proceed from pseudo-marginal arguments.
An extension of pMCMC called SMC2 that approximates the sequential filtering distribution is proposed
in Ref. 30.

5.3 Pseudo-Marginals

As illustrated by the previous section, there are many settings where computing the target density 𝜋(⋅) is
impossible. Another example is made of doubly intractable likelihoods[31], when the likelihood function
contains a term that is intractable, for instance 𝓁(𝜃|x) ∝ g(x|𝜃) with an intractable normalizing constant

ℨ(𝜃) = ∫𝒳
g(x|𝜃) dx

This phenomenon is quite common in graphical models, as for instance for the Ising model[32,33]. Solu-
tions based on auxiliary variables have been proposed (see, e.g., Refs 31, 33), but they may prove difficult
to calibrate.

In such settings,[28] developed an approach based on an idea of Ref. 27, designing a valid Metropolis–
Hastings algorithm that substitutes the intractable target 𝜋(⋅|x)with an unbiased estimator. A slight change
to the Metropolis–Hastings acceptance ratio ensures that the stationary density of the corresponding
Markov chain is still equal to the target 𝜋. Indeed, provided �̂�(𝜃|z) is an unbiased estimator of 𝜋(𝜃) when
z ∼ q(⋅|𝜃), it is rather straightforward to check that the acceptance ratio

�̂�(𝜃∗|z∗)
�̂�(𝜃|z)

q(𝜃∗, 𝜃)q(z|𝜃)
q(𝜃, 𝜃∗)q(z∗|𝜃∗)
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preserves stationarity with respect to an extended target (see Ref. 28 for details) when z∗ ∼ q(⋅|𝜃) and
𝜃∗|𝜃 ∼ q(𝜃, 𝜃∗). Andrieu and Vihola[34] propose an alternative validation via auxiliary weights used in the
unbiased estimation, assuming the unbiased estimator (or the weight) is generated conditional on the pro-
posed value in the original Markov chain. The performances of pseudo-marginal solutions depend on the
quality of the estimators �̂� and are always poorer than when using the exact target 𝜋. In particular, improve-
ments can be found by using multiple samples of z to estimate 𝜋[34].

6 Conclusion and New Directions

The Metropolis–Hastings algorithm is to be understood as a default or off-the-shelf solution, meaning that
(i) it rarely achieves optimal rates of convergence[35] and may get into convergence difficulties if improperly
calibrated but (ii) it can be combined with other solutions as a baseline solution, offering further local or
more rarely global exploration to a tailored algorithm. Provided reversibility is preserved, it is indeed valid
to mix several MCMC algorithms together, for instance picking one of the kernels at random or following
a cycle[36,37]. Unless a proposal is relatively expensive to compute or to implement, it rarely hurts to add an
extra kernel into the MCMC machinery.

This is not to state that the Metropolis–Hastings algorithm is the ultimate solution to all simulation and
stochastic evaluation problems. For one thing, there exist settings where the intractability of the target is
such that no practical MCMC solution is available. For another thing, there exist nonreversible versions of
those algorithms, like Hamiltonian (or hybrid) Monte Carlo (HMC)[38–40]. This method starts by creating
a completely artificial variable p, inspired by the momentum in physics, and a joint distribution on (q, p)
which energy—minus the log-density—is defined by the Hamiltonian

H(q, p) = − log 𝜋(q) + pTM−1p∕2

where M is the so-called mass matrix. The second part in the target is called the kinetic energy, still by
analogy with mechanics. When the joint vector (q, p) is driven by Hamilton’s equations

dq
dt

= 𝜕H
𝜕p

= 𝜕H
𝜕p

= M−1p

dp
dt

= −𝜕H
𝜕q

=
𝜕 log 𝜋
𝜕q

this dynamics preserves the joint distribution with density exp−H(p, q). If we could simulate exactly from
this joint distribution of (q, p), a sample from 𝜋(q) would be a by-product. In practice, the equation is only
solved approximately and hence requires a Metropolis–Hastings correction. Its practical implementation
is called the leapfrog approximation[39,41] as it relies on a small discretization step 𝜖, updating p and q via a
modified Euler’s method called the leapfrog that is reversible and preserves volume as well. This discretized
update can be repeated for an arbitrary number of steps.

The appeal of HMC against other MCMC solutions is that the value of the Hamiltonian changes very
little during the Metropolis step, while possibly producing a very different value of q. Intuitively, moving
along level sets in the augmented space is almost energy-free, but if those move proceeds far enough,
the Markov chain on q can reach distant regions, thus avoid the typical local nature of regular MCMC
algorithms. This strength explains in part why a statistical software like STAN[42] is mostly based on HMC
moves.

As a last direction for new MCMC solutions, let us point out the requirements set by Big Data, that is, in
settings where the likelihood function cannot be cheaply evaluated for the entire data set. See, for example,
Refs 43, 44, for recent entries on different parallel ways of handling massive data sets, and Refs [45–47] for
delayed and prefetching MCMC techniques that avoid considering the entire likelihood at once.
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Optimal Design
By Anthony C. Atkinson

Keywords: algorithms, blocking, D-optimal design, equivalence theorem, I-optimal design, mixture
design, nonregular design region, prediction variance, response-surface design

Abstract: The article focuses on the use of the methods of optimal experimental design to
solve a number of nonstandard problems arising particularly in experiments in the process
industries. Examples include response-surface designs for an arbitrary number of obser-
vations. Because some combinations of factors may produce unstable results, designs are
found over irregular design regions. The method of dividing such designs into blocks is also
shown. Mixture designs, again over constrained regions, are mentioned. The theory under-
lying the construction of the designs is integrated using a general equivalence theorem for
determinant optimality, which leads to algorithms for the construction of designs and to
the assessment of their efficiency. These designs are compared with those that minimize
the variance of prediction over a specified region, for which an equivalence theorem is
also described, together with algorithms for construction of these I-optimal designs. Ref-
erences are given to recent work.

1 Introduction

A well-designed experiment answers scientific questions in a clear, concise, and efficient way. Often ini-
tial analysis may require little more than a few simple plots that reveal how the responses, perhaps after
transformation, depend on the factors. Subsequent estimation of the parameters modeling this depen-
dence usually requires the use of least squares. In a good experiment, the variances and covariances of the
estimated parameters will be small. Optimal experimental designs minimize functions of these variances
and so provide good estimates of the parameters and also of predictions of the response.

This article is mainly concerned with D-optimality in which the generalized variance of the parameter
estimates is minimized. Many of the standard designs, such as the 2m factorials and the series of 2m−f

fractional factorials, as well as standard designs for mixture experiments and some designs for second-
order response surfaces can be justified because they are D-optimal, in addition to other justifications.
The other criterion considered in some detail is I-optimality, in which designs are found to minimize the
average variance of prediction of the response over a region of interest. The emphasis in the article is
on simple experiments that illustrate the properties of the methods and for which least squares is the
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appropriate method of analysis. However, the final section gives references to optimal designs for other
error distributions, most importantly for generalized linear models.

Here are some advantages of the methods of optimal experimental design:

1. the availability of algorithms for the construction of designs;
2. the calculation of good designs for a specified number of trials;
3. the provision of simple, but incisive, methods for the comparison of designs;
4. the ability to divide response-surface and other designs into blocks of a specified size;
5. the determination of good response-surface designs over nonregular regions;
6. the construction of designs for mixture models, perhaps over nonregular regions;
7. the ability to find designs for nonstandard models, such as nonlinear models.

The first six of these seven points are illustrated in the sections that follow. Chapter 17 of Atkinson et al.[1]
gives a thorough coverage of optimal designs for nonlinear models.

The article starts Section 2 with linear and quadratic regression in one variable. Several criteria of opti-
mality are introduced in Section 3. Examples of numerically constructed D-optimal designs are given in
Section 4. These include designs for an arbitrary number of trials, blocked response-surface designs, and
designs over nonregular design regions. The distinction between exact and continuous designs is made in
the following Section 5 and used in the Section 6 in the description of the general equivalence theorem for
D- and G-optimal designs. The theorem is also used to demonstrate the optimality of designs and calculate
efficiencies. Algorithms for design construction are in Section 7. Section 8 provides I-optimal designs for
one- and two-variable models with the equivalence theorem or I-optimal designs in Section 9. Extensions,
including designs for detecting lack of fit, and references to the literature on optimal experimental design
are in Section 10.

2 Simple Regression

As optimal designs focus on the variances of the estimated parameters, we need to specify a model. We
start with the simplest interesting case, linear regression in one variable, which serves to introduce some
important ideas. There is a single response y, the expected value of which depends linearly on the value of
the factor or process variable x through the relationship

E(y) = 𝛽0 + 𝛽1x (1)

The design problem is to choose N values of x at which measurements are to be taken. Although there are
N observations, the number of distinct values of x used in the experiment, which we call n, may be much
less than N . These n values of x must lie in the experimental region 𝒳 . For a single variable, we can scale
the values of x such that −1 ≤ x ≤ 1, where ±1 corresponds to the minimum and maximum values of the
variable, which might typically be time, temperature, pressure, stirring speed, or catalyst concentration.

The model is to be fitted to the data by least squares. For this method to be appropriate, the variance of the
observations should be constant and we write var(y) = 𝜎2. The least-squares estimators of the parameters
in Equation (1) are called 𝛽0 and 𝛽1 with

var(𝛽1) =
𝜎2

∑
(xi − x)2

(2)

where the sample average x =
∑

xi/N . Here and in Equation (2), the summations are over all N values xi.
From Equation (2), the variance of 𝛽1 is minimized when

∑
(xi − x)2 is maximized. For a fixed number of

trials N , this occurs when all trials are at +1 or −1. If N is even, exactly half the trials will be at x = +1 and
the other half at x = −1. This design has x = 0, so that var(𝛽0) = 𝜎2∕N , which does not depend any further
on the design. This design is, therefore, optimal for both parameters.
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This design has many of the features of an optimal design. The number of support points of the design n,
here two, may be appreciably less than the number of trials N . The fine structure of the design depends on
the values of N , here whether it is even or odd, in which case one more trial is put at one end of the design
region; it does not matter which. A third feature is that the design covers the whole of the design region,
using the most extreme values of x available. In any application of the design, the order in which the two
treatments x = −1 and x = 1 are applied should be randomized (see Randomization in Experimental
Designs), to avoid any confounding with omitted variables. For example, if experiments are performed
over time, gradual fouling of catalysts may mean that yields slowly decline during the experiment. If all
trials at one level of x were performed in the second half of the experiment, the decline in yield would be
confounded with any effect of the factor. Joiner[2] gives further examples of such “lurking variables.”

Fitted models are often used for prediction. The prediction at the point x, not necessarily included in the
data from which the parameters were estimated, is

ŷ(x) = 𝛽0 + 𝛽1x = y + 𝛽1(x − x) (3)

with variance

var{ŷ(x)} = 𝜎2
{

1
N

+ (x − x)2
∑

(xi − x)2

}
(4)

The optimal design found in this section for parameter estimation also has a minimax property for predic-
tion: it minimizes the maximum variance of the prediction ŷ(x) over 𝒳 . We discuss design for prediction
further in Section 3.

Optimal designs are tailored to the model that is assumed; particularly when there is one factor, the
designs often have the same number of design points as there are parameters. An example is the design
at two points for the two-parameter regression model. An objection to such a design is that it does not
provide for checking the model, for which trials at three or more values of x are needed. This suggests that
the design should also be efficient in case the relationship is a second-order model

E(y) = 𝛽0 + 𝛽1x + 𝛽2x2 (5)

It is always possible that an even-higher-order model is required, but empirical evidence from the results
of decades of experimentation has shown that third- or higher-order models are rarely needed. If such
models seem to be required, data transformations, such as the power transformations analyzed by Box
and Cox[3], are often called for.

Polynomial models such as Equations (1) and (5) can often be thought of as Taylor series approximations
of some underlying more complicated model. In such cases, relatively simple polynomial models may pro-
vide good predictions of the response, the bias of the approximation being offset by a low variance due
to a model with few estimated parameters. The trade-off between bias and variance and its effect on the
design of experiments is one of the central topics of response-surface methodology (see Response Surface
Methodology).

The design for the three-parameter second-order model, Equation (5), introduces further aspects of the
dependence of the optimal design on the precise purpose of experimentation. Unlike the two-point design
for the first-order model, there is now no overall optimal design for all parameters. Testing whether the
first-order model is adequate is equivalent to testing whether 𝛽2 = 0. The variance of 𝛽2 is minimized by
a design that puts half the trials at x = 0 and divides the remaining half between x = −1 and x = 1. But
the design that provided the best estimates of all three parameters, in the sense of D-optimality described
in the next section, puts one-third of the trials at each of these three points. In a satisfactory manner, the
optimal design depends on the precise purpose of the experiment.
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3 Criteria of Optimality

This section mainly describes the criterion of D-optimality, which provides designs minimizing the gener-
alized variance of the estimated parameters.

We consider a general experiment in which there are m factors and write the linear model as

E(y) = F𝛽 (6)

Here y is the N × 1 vector of responses, 𝛽 is a vector of p unknown parameters, and F is the N× p extended
design matrix. The ith row of F is f T(xi), a known function of the m explanatory variables. For the quadratic
model Equation (5), for which m = 1 and p = 3,

f T(xi) = (1 xi x2
i ) (7)

The design is determined by the experimental values of x. The extended design matrix reflects not only the
design but in addition the model to be fitted.

We assumed in Section 2 that the observational errors were independent with constant variance 𝜎2. This
value usually does not depend on the design. However, failure to block the experiment (see Blocking),
when there are block effects, can lead to an increase in the estimate of 𝜎2 and a loss of power of tests about
parameter values.

The least-squares estimator of the parameters is

𝛽 = (FTF)−1FTy (8)

where the p × p matrix FTF is the information matrix for 𝛽. The larger FTF , the greater is the information
in the experiment.

With 𝜎2 constant, the covariance matrix of the least-squares estimator is

var 𝛽 = 𝜎2(FTF)−1 (9)

The variance of 𝛽j is proportional to the jth diagonal element of (FTF)−1 with the covariance of 𝛽j and 𝛽k
proportional to the (j, k)th off-diagonal element. If we are interested in the comparison of experimental
designs, the value of 𝜎2 is not relevant, as the value is the same for all proposed designs for a particular
experiment.

Confidence regions of size (1 − 𝛼) for all p elements of 𝛽 are of the form

(𝛽 − 𝛽)TFTF(𝛽 − 𝛽) ≤ k(𝛼) (10)

In the p-dimensional space of the parameters, Equation (10) defines an ellipsoid, the boundary of which
is a contour of constant residual sum of squares. The volume of the ellipsoid is inversely proportional to
the square root of the determinant |FTF|. From the expression for var𝛽 in Equation (9), 𝜎2|(FTF)−1| =
𝜎2/|FTF| is called the generalized variance of 𝛽. Designs which maximize |FTF| are called D-optimal (for
determinant). They minimize the generalized variance.

Interest in the fitted model may be not only in the parameters, but also in the quality of the predictions.
The predicted value of the response for simple regression is given by Equation (3). For the general model
with p parameters, Equation (6), the prediction can be written

ŷ(x) = 𝛽Tf (x) (11)

with variance
var{ŷ(x)} = 𝜎2f T(x)(FTF)−1f (x) (12)

Designs that minimize the maximum over 𝒳 of var ŷ(x) are called G-optimal. As the theorem of Section 6
indicates, as N increases, D-optimality and G-optimality give increasingly similar designs.
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An alternative to this minimax approach to var ŷ(x) is to find designs that minimize the average value of
the variance over 𝒳 . Such designs, variously called I-optimal or V-optimal from Integrated and V ariance,
are hte subject of Sections 8 and 9. Another criterion of importance in applications, particularly for non-
linear models, is that of c-optimality in which the variance of the linear combination cT𝛽 is minimized,
where c is a p × 1 vector of constants. We do not exhibit such designs in this article, but focus on D-, G-,
and I-optimalities. Details of these and other design criteria are in Chapter 10 of Atkinson et al.[1].

4 Second-Order Response Surface in Two Factors

Many standard designs that have been derived over the years by a variety of methods share the prop-
erty that they are D- and G-optimals. One example is the series of 2m factorial designs (see Factorial
Experiments) and their symmetric fractions forming the 2m−f fractional factorial designs (see Fractional
Factorial Designs), which can also be used to construct D-optimally blocked 2m designs. Some proper-
ties of the designs are discussed as Example 6. But these excellent properties do depend on the number of
trials N . If this is not a power of 2, then only some of the 2m points of the full factorial will be selected as
design points or to be replicated, depending on whether N is less than or greater than 2m; the methods of
optimal design construction will then be needed to determine these points. Similarly, the designs depend
on the design region 𝒳 . If not all 2m combinations of the high and low (+1 and −1) values of the factors
are available, designs will need to be calculated over this irregular region. This section presents examples
of the construction of designs for arbitrary N , for nonregular design regions, and also for blocking. In the
case of the blocked 2m factorial, we might be forced by, for example, the size of batches of raw materials,
to have blocks which are not all of size 2m−f .

We now use the second-order polynomial in two factors to demonstrate some of the properties of D-
optimal designs and of the versatility of the approach based on the theory of design optimality. The model is

E(y) = 𝛽0 + 𝛽1x1 + 𝛽2x2 + 𝛽11x2
1 + 𝛽22x2

2 + 𝛽12x1x2 (13)

Although optimal designs depend on the model, the designs we find also have high efficiency for models
in which some of the terms in Equation (13) are absent.

Initially, we take 𝒳 as the square region [−1, 1]2. Numerical searches for the design maximizing |FTF|
will be confined to a grid of NC candidate points, rather than to searches over the continuous region. Very
little is lost in terms of the value of |FTF|, the maximization is simplified and a grid of values corresponds
to much experimental practice where settings are rounded to convenient values, such as 5 ∘C intervals of
temperature. The algorithms used to find the designs are outlined in Section 7.

Example 1. Dependence of D-Optimal Design on N When N = 9, the D-optimal design maximizing
|FTF| is the 32 factorial with trials at all combinations of the values −1, 0, and 1 for x1 and x2. This design is
plotted in Figure 1a. For N = 13, the 32 design is augmented by the 22 factorial at ±1, that is by replicating
the corner points of the 32 factorial, as shown in Figure 1b. This is distinct from the conventional central
composite design (see Central Composite Designs) in which the center point, that is the point x1 = x2 = 0,
is replicated (see Center Points). In either design, the replicated observations can be used to provide a
model-free estimate of the error variance.

For this second-order model, p, the number of parameters is six, which is therefore the minimum value
of N . The D-optimal design for N = 6 has three design points that belong to the 32 factorial and three
that do not. This design is only slightly better than the best design supported at six points of the 32. As N
increases, the number of points of the optimal design that are not factorial points decreases and the effi-
ciency of fractions of the factorial increases. Some details, together with the definition of design efficiency,
are in Section 6.
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Figure 1. Second-order response surface in two factors: D-optimal designs for number of trials N = 9 (a)
and 13 (b); heavy dots indicate support points with two observations.

Example 2. Blocking We now find designs for the second-order model (Equation 13) in which the trials
are divided into two blocks of predetermined size. We assume additive blocking, so the model in Equation
(13) is augmented by an indicator variable for blocks at two levels. As an example, Figure 2 shows the
division of 13 trials into two blocks, one of size 6 and the other of size 7.

This design is one of several with the same value of |FTF|, including some designs from searching over
the points of the 52 factorial in which the 32 factorial is augmented by points with at least one coordinate
at ±0.5. The design of Figure 2 is symmetrical in x1 and x2. But, in general, the labeling of the variables
can be interchanged, as can the order of the blocks. This design has the advantage that its projection is the
design for N = 13 in Figure 1b. Thus, the design is D-optimal whether or not blocking is required.

Example 3. Nonregular Design Region We consider a nonregular design region in which some extreme
values of x1 and x2 are excluded; in a chemical process, these might correspond to conditions so severe that
the product is degraded, or so dilute or cold that the desired reactions do not occur at a significant rate.
Such a design region is shown in Figure 3. Optimal designs were found by searching over the 63 points of
the 112 factorial that are included in the design region.

Figure 3 gives designs for N = 9 and 13. Although there are some other designs that are not far from these
designs in efficiency, it is hard to summon up any intuition that leads to efficient designs; the algorithmic
methods of optimal experimental design seem essential for the construction of efficient designs.

Finally, Figure 4 shows the D-optimal design when the 13 trials are divided into two blocks of sizes 4
and 9. In this case, the projection of the two designs does not quite give the optimal unblocked design for
N = 13 in Figure 3.

Example 4. Mixture Experiments In mixture experiments (see Mixture Experiments), the response
depends on the proportion of the various components, but not on their amount. This imposes constraints
on the values of the m factors and the resulting experimental region is a simplex in m − 1 dimensions.

The statistical study of mixture experiments was introduced by Scheffé[4]. Cornell[5] gives a book-length
treatment. Because of the constraints on the factors, not all terms in standard polynomial models are
estimable. However, optimal design methods provide D-optimal designs for Scheffé’s linear models.
Chapter 16 of Atkinson et al.[1] gives the details of the designs, including blocked designs similar to those
of Figure 4.

It is often necessary to introduce further constraints on the values of the factors to ensure that all mix-
tures in the experimental region are of interest; Martin et al.[6] give examples in glass manufacture. The
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Figure 2. Second-order response surface in two factors. D-optimal design for blocks of 6 (a) and 7 (b) tri-
als, a total of N = 13 trials.
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Figure 3. Second-order response surface in two factors with a nonregular design region: D-optimal
designs for number of trials N = 9 (a) and 13 (b); heavy dots indicate support points with two observa-
tions.

resulting design regions can be hard to visualize. However, once the design region has been given a math-
ematical description, optimal designs can readily be found by methods similar to those illustrated above
for experiments involving response-surface models.

5 Exact and Continuous Designs

The D-optimal designs found so far have been for a specified model, design region 𝒳 , and number of tri-
als N . As Figures 1 and 3 show, the structure of the designs can depend on the value of N . However, as N
increases, the dependence decreases and the series of exact designs for specific values of N tends to a limit-
ing continuous design independent of N . This section describes some uses of continuous optimal designs:
they are often easier to find than an exact design for one specific N and they can readily be approximated
to provide good exact designs for many values of N . The next section shows how continuous designs can
be checked for optimality. Implications for algorithms for finding exact designs are given in Section 7.
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Figure 4. Second-order response surface in two factors with a nonregular design region: D-optimal
design for blocks of 4 (a) and 9 (b) trials, a total of N = 13 trials; heavy dots indicate support points with
two observations.

The theory was introduced in Kiefer[7] and developed in a series of further papers. Kiefer’s work on
optimal design is collected in Brown et al.[8]. A basic idea is to write designs as probability measures.

Suppose an exact design has n points of support with ri the integer number of trials at experimental
conditions xi. This design can be written as

𝜉N =
{

x1 x2 … xn
r1∕N r2∕N … rn∕N

}
(14)

where
∑

ri = N . The measure 𝜉N specifies the experimental conditions and the proportion of experimental
effort at each condition. For example, for a response-surface design in m factors, the vector xi gives the
values of all m factors for the ri replicate observations at the ith set of conditions; often for an exact design
ri will be 1.

The information matrix introduced in Equation (8) can be written in terms of this measure as

FTF = NM(𝜉N ) (15)

Likewise, the variance of the predicted response, introduced in Equation (12), can be written in the stan-
dardized form

d(x, 𝜉N ) =
𝑁var{ŷ(x)}

𝜎2 = f T (x)M−1(𝜉N )f (x) (16)

The continuous design 𝜉 is found by replacing the fractions ri/N in 𝜉N by weights wi. At the end of Section 2,
it was stated that the D-optimal continuous design for the quadratic model in one variable with 𝒳 =
[−∞,∞] was

𝜉∗ =
{

−1 0 1
1∕3 1∕3 1∕3

}
(17)

where 𝜉*, rather than 𝜉, indicates optimality. This design puts one-third of the trials at each of the three
levels of x; −1, 0, and 1. For any N that is a multiple of three, we can find the exact optimal design by
putting N/3 trials at each of these sets of experimental conditions. For other values of N , a good design is
to distribute the trials as evenly as possible over these three points.
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6 The General Equivalence Theorem and Design Efficiency

Exact D-optimal designs such as those of Section 4, maximize |FTF|. From Equation (15), D-optimal
continuous designs therefore maximize |M(𝜉)|. Kiefer and Wolfowitz[9] provide an equivalence theorem
relating D- and G-optimal designs that provides a method of checking the optimality of any continuous
design.

If 𝜉* is a D-optimal design measure, then 𝜉* also minimizes the maximum over 𝒳 of the standardized
variance of prediction d(x, 𝜉) given by Equation (16); that is 𝜉* is also G-optimal. If we write this maxi-
mum as

d(𝜉) = max
x∈𝒳

d(x, 𝜉) (18)

then d(𝜉*) = p, the number of parameters of the linear model. For any nonoptimal design 𝜉, the maximum
over 𝒳 of d(x, 𝜉) is greater than p, which provides a method for checking the D-optimality.

The theorem holds for continuous optimal designs. Exact optimal designs such as that of Equation (16)
for the quadratic model when N is a multiple of 3 will clearly also satisfy it. But, for example, the exact
D-optimal design when N = 9 of Figure 1 will not satisfy the theorem.

The equivalence theorem provides a benchmark for the comparison of designs. To compare a continuous
design 𝜉 with the optimal design 𝜉*, we define the D-efficiency as

deff =
{

|M(𝜉)|
|M(𝜉∗)|

}1∕p

(19)

The comparison of information matrices for designs that are measures removes the effect of the num-
ber of observations. Taking the pth root of the ratio of the determinants in Equation (19) results in an
efficiency measure, which has the dimensions of a variance, irrespective of the dimension of the model.
As the variance of estimated regression coefficients is inversely proportional to the number of observa-
tions, two replicates of a design measure for which de𝑓𝑓 = 50% would be as efficient as one replicate of the
optimal measure.

Example 5. Quadratic Model in One Variable The D-optimal continuous design for the quadratic model
in one variable with 𝒳 = [−1, 1] is given in Equation (17). The claim that this design is D-optimal can
be checked using the general equivalence theorem through calculation of the variance of the predicted
response.

For this design, d(x, 𝜉*) is the quartic given by

d(x, 𝜉∗) = 3 − 9x2

2
+ 9x4

2
(20)

which has a maximum over 𝒳 of 3 at x = −1, 0, or 1, the three design points. Further, this maximum value
is equal to the number of parameters p. The plot in Figure 5 exhibits the optimality of the design, as the
values of three at the design points are indeed the maxima over 𝒳 .

Example 6. 2m Factorial and Fractions The first-order model in m factors with main effects and all pos-
sible interactions may be written as

E(y) = 𝛽0 +
m∑

i=1
𝛽ixi +

m−1∑

i=1

m∑

j=1+1
𝛽𝑖𝑗xixj + … + 𝛽𝑖𝑗𝑘… xixjxk … (21)

When 𝒳 is cuboidal, the D-optimal continuous design is the equireplicated 2m factorial, which has n = 2m

points of support at all combinations of values of ±1 for each factor. If the full model (Equation 21) is
fitted, p = N and M(𝜉*) is the identity matrix. Then, d(x, 𝜉*) = p at the design points and the equivalence
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Figure 5. Quadratic model in one variable; d(x, 𝜉*) over 𝒳 for the design of Equation (17), which puts
equal weights at x = −1, 0, and 1. As the maximum value is three, which is the number of parameters in
the model, the design is D-optimal.

theorem for continuous D-optimality is satisfied. Because of the orthogonality of the design, reflected in
the diagonal nature of M(𝜉*), the same design is optimal if terms are omitted from Equation (21) or if the
design is projected by the omission of one or more factors. Provided all the terms in the model can be
estimated, the regular fractions of the design, that is the series of 2m−f fractional factorials, are also the
continuous D-optimal designs.

It is clear when analyzing the properties of this design that the maximum values of d(x, 𝜉*) occur at
the points xi = ±1. However, with more complicated examples, it is prudent to search 𝒳 more carefully.
Suppose the design used was a shrunken 2m factorial with xi = ±c, c < 1. Then, d(x, 𝜉) would again equal
one at the points of support of the design. However, this would not be the optimal design, as these would
not be the maximum values of d(x, 𝜉) over 𝒳 .

Example 7. Second-Order Response Surface in m Factors The second-order polynomial in m factors is

E(y) = 𝛽0 +
m∑

j=1
𝛽jxj +

m−1∑

j=1

m∑

k=j+1
𝛽𝑗𝑘xjxk +

m∑

j=1
𝛽𝑗𝑗x2

j (22)

Farrell et al.[10] show that the D-optimal continuous design for a cuboidal experimental region is supported
on subsets of the points of the 3m factorial, with the members of each subset having the same number
of nonzero coordinates. Only three subsets are required, over each of which a specified design weight
is uniformly distributed. For m ≤5, the subsets have support ([0], [m − 1], [m]), that is the center point,
the midpoints of edges, and the corner points of the 3m factorial. For larger values of m, other subsets
also support optimal designs. It is interesting to note that the central composite designs ([11]; see Central
Composite Designs), which belong to the family ([0], [1], [m]), cannot provide the support for a D-optimal
continuous design when m > 2.

The number of support points of these continuous D-optimal designs increases rapidly with m, being
113 for m = 5. Exact designs with drastically reduced support are therefore required. As the D-optimal
continuous designs have support on the points of the 3m factorial, it is reasonable to expect that good exact
designs for small N can be found by searching over the points of these factorials. Table 11.7 of Atkinson
et al.[1] summarizes designs found by such searches.

The minimal design has N = p. For 2 ≤ m ≤ 5, these design all have efficiencies above 85% but designs
with appreciably higher efficiencies can be found at the cost of only a few more design points. For m = 3,
when p = 10, one design with N = 14 has an efficiency of 97.59%. When m = 4, p = 15 and a design with
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N = 18 has an efficiency of 93.11%. Finally, for m = 5 and p = 21, the best design with N = 26 is 95.19%
efficient. The addition of one or a few trials above N = p causes an appreciable increase in the efficiency of
the design, in addition to the reduced variance of parameter estimates coming from a larger design with
larger N .

Section 11.5 of Atkinson et al.[1] tabulates both continuous and exact D-optimal response-surface
designs including designs for spheroidal regions. Chapter 15 of the same book discusses the blocking of
response-surface designs.

Example 8. Second-Order Response Surface in Two Factors The designs in Figure 1 for the two-factor
response surface model when N = 9 and 13 illustrate the dependence of exact optimal designs on the
value of N . The continuous D-optimal design, like these two designs, is supported on the points of the 32

factorial with weight 0.1458 at each corner point (±1,±1), weight 0.0802 at each center points of the edges
(0,±1; ±1, 0), and weight 0.0960 at the center point of the design. Relative to this continuous design, the
exact design for N = 9 has a D-efficiency of 97.40%, whereas the value for N = 13 is 99.77%.

The smallest design, the exact D-optimal design for N = 6, has three support points that are not those
of the 32 factorial and a D-efficiency of 89.15% relative to the continuous optimal design. The best design
on six points of the 32 factorial has a very slightly lower efficiency of 88.49%. The best designs of both types
for N = 7 and 8 already have efficiencies close to, or above, 95%. The conclusion is that, even for these
very small designs, fractions of the 32 factorial provide efficient designs, as they do for higher values of m
in Example 7. Application of the methods of optimal experimental design allows us to quantify the loss
involved in experimenting at only these three levels.

7 Design Algorithms

Algorithms for the construction of continuous designs increasingly use relatively straightforward function
minimization routines as do Duarte et al.[12] to find optimal designs for model discrimination. But the most
widely used numerical methods are based on the general equivalence theorem through the properties of
the variance d(x, 𝜉). These show that the optimal design contains only points with the highest possible
value of d(x, 𝜉), namely p.

In the sequential construction of continuous D-optimal designs, observations are added at the value of x
in 𝒳 for which this variance is a maximum; 𝒳 can either be treated as a continuous region or discretized
to give a set of NC candidate points. For an N-trial design written as the measure 𝜉N , let the measure 𝜉N
put unit mass at the point where this maximum occurs. Then, provided d(𝜉) > p, we take

𝜉N+1 =
(N𝜉N + 𝜉N )
(N + 1)

(23)

If d(𝜉) = p, the equivalence theorem of Section 6 shows that the design is D-optimal and the algorithm
stops.

Convergence is not monotonic. As an instance, starting from the nine-trial design of Figure 1 for the
two-factor response-surface model, we find that the variance is maximum at the corners of the region and
one trial would be added at one of these corners. Continuing the procedure with N = 10 would lead to the
addition of a trial at another corner point, and so on, until the design for N = 13 is obtained when d(𝜉13)
is very close to p. For N = 14, a trail is added at the center point, maintaining the symmetry of the design.
Addition of one further trial must destroy the symmetry of the design and there will be a slight decrease
in D-efficiency and an increase in the value of d(𝜉), with d(𝜉15) > d(𝜉14). However, continuing with the
sequential addition of trials in this way will eventually lead to a design with the weights given in the first
paragraph of Example 8.
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The convergence of such algorithms can be slow, but ultimate convergence is usually not required. Start-
ing from an arbitrary design, the algorithm typically adds mass at a restricted number of conditions in 𝒳 .
These conditions suggest the support of the optimal design. Once this pattern becomes clear, either the
arbitrary starting design can be rejected and the algorithm restarted or the information gained can be used
to guide maximization of the function |M(𝜉)|. The advantage of the sequential algorithm is that it reduces
the search for an optimal design to a sequence of optimizations in m dimensions.

Exact designs for N trials are usually found using exchange algorithms. For algorithms that use candidate
sets, it follows from the equivalence theorem that the n support points of the design should have high val-
ues of d(x, 𝜉) and the NC − n unused candidate points should have low values. These exchange algorithms
explore the replacement of one of the N trials of the design by any of the other NC − 1 candidate points,
thereby allowing for a possible increase in replication of points already in the design. In the original algo-
rithm, Fedorov[13] all (NC − 1) × n exchanges were considered and the one leading to the largest increase
in |M(𝜉N )| made. At this point n may change, although N is constant. The process was then repeated until
no further improvement was found. More recent algorithms[14,15] independently order the values of d(x,
𝜉N ) for the candidate and support points and make the first exchanges in the ordered lists that increases
|M(𝜉N )|. Again the process is repeated until no further improvement is found. The use of a candidate set is
avoided in the coordinate-exchange algorithm of Meyer and Nachtsheim[16], examples of the use of which,
within the JMP software, are given by Goos and Jones[17] for both D- and I-optimal designs. Whatever
algorithm is used, the search is repeated several times from random starting points.

Computer procedures for finding D-optimal designs of the kind given here, such as Example 3, accord-
ingly require the ability to specify a model and a design region 𝒳 as well, perhaps, as a list of candidate
points. Commercial packages with this flexibility include Design Expert, JMP, SAS, and WebDOE. The R
package AlgDesign is downloadable from http://cran.r-project.org and the Gosset package of Hardin and
Sloane[18] is at http://www.research.att.com/∼njas/gosset/.

8 I-Optimality and the Average Variance of Prediction

It is clear from the definition of G-optimality in Equation (18) that D-optimality is a minimax property
of the variance d(x, 𝜉). In this section, the focus is instead on designs in which the average variance of
prediction is minimized over a specified region.

The continuous I-optimal design minimizes the average variance of prediction over a region ℛ

I(𝜉) = ∫ℛ
d(x, 𝜉)𝑑𝑥

/

∫ℛ
𝑑𝑥. (24)

It is, however, possible to avoid integration over ℛ by using the standard result that a scalar can be written
as a trace and the terms of the trace reordered. Then, for example, Box and Draper[11], the numerator of
Equation (24) becomes

∫ℛ
d(x, 𝜉)𝑑𝑥 = ∫ℛ

f T (x)M−1(𝜉)f (x)𝑑𝑥 = tr∫ℛ
f (x)f (x)T M−1(𝜉)𝑑𝑥 (25)

Here, only M(𝜉) depends on the design. In the calculation of I-optimal designs, it is often assumed, for
example, by Goos and Jones[17], to take ℛ as the experimental region, when

I(𝜉) = tr{RM−1(𝜉)}
/

∫𝒳
𝑑𝑥 (26)

where
R = ∫𝒳

f (x)f (x)T𝑑𝑥 (27)
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is the moment matrix of the model over the design region. However, Box and Draper[11] stress the impor-
tance for some applications of integrating over a region of interest, which may not be the design region.

Example 9. Quadratic Model in One Variable, N = 4. The continuous D-optimal design for the one vari-
able quadratic of Example 5 was used to illustrate the equivalence theorem. As Figure 5 verifies, this optimal
design puts one-third of the trials at x = −1, 0, and 1.

When N = 3, the D-optimal exact design puts one trial at each of the three design points of the optimal
continuous design. When N = 4, any one of these points is replicated, leading to two distinct designs, one
symmetrical with two trials at the origin and one asymmetrical with the replicate point at one end of the
region. These designs have very different properties when evaluated for average variance.

For the quadratic model and 𝒳 = [−1, 0, 1],

R = ∫𝒳

⎛
⎜
⎜⎝

1 x x2

x x2 x3

x2 x3 x4

⎞
⎟
⎟⎠
𝑑𝑥 = 2

⎛
⎜
⎜⎝

1 0 1∕3
0 1∕3 0

1∕3 0 1∕5

⎞
⎟
⎟⎠

(28)

and ∫ℛ𝑑𝑥 = 2.
Figure 6a shows the plot of the variance d(x, 𝜉∗4 ) for the design with the duplicate observation at x = 1.

At this point, the variance has the value 2, with the maximum value of 4 being at the other two design
points. D-optimal designs for N a multiple of 3 have the maximum value d(x, 𝜉∗N ) = 3, giving a value of 2.4
for I(𝜉∗N ). But, for the design in Figure 6a, the value of the average variance is appreciably higher at 2.933.

Figure 6b shows the plot of the variance, but now for the design with a duplicate center point, the design
and the variance are now symmetrical in x. As before, d(x, 𝜉∗4 ) = 4 at the unreplicated points and 2 at the
replicated point. The average variance I(𝜉∗4 ) now has the reduced value of 2.133.

The symmetrical four-point design of Figure 6b is the exact I-optimal design. Searching over the sym-
metrical family with 𝒳 = [−1,−a, a, 1], 0 ≤ a < 1, shows that the symmetrical design is optimal. Search-
ing over the asymmetric family of designs 𝒳 = [−1, 0, a, 1], 0 ≤ a ≤ 1, again shows that the symmetrical
design is optimal.

For this example with small N, the difference between the average variance for the two designs is appre-
ciable. Usually D- and I-optimal designs are distinct. The structure of the I-optimal design in this example
indicates the typical feature of such designs of increasing support at the center of the design region, relative
to D-optimal designs.

Example 8, again. Second-Order Response Surface in Two Factors, N = 13. With several factors, it is less
easy to understand how the variances in 𝒳 change with the design. With only two variables, as in this
example, contour plots of d(x, 𝜉), such as those given by Box and Hunter[19], can be helpful. With more
than two factors, other graphical methods are necessary.

The exact D-optimal design for N = 13 shown in Figure 1b has a value of 4.956 for the average variance
for this six parameter model. From considerations of symmetry, the I-optimal designs must be the 32 fac-
torial shown in the left-hand panel, plus a 22 factorial with trials at ±a, 0 ≤ a ≤ 1. The D-optimal design,
corresponding to a = 1, is at a local minimum of I(𝜉13). However, even when a is as large as 0.8, a design is
obtained, which has a lower average variance. The lowest value of I(𝜉13), 3.738, occurs when a = 0, giving
a design with five center points.

The variance for the D- and I-optimal designs for one path through 𝒳 are shown in Figure 7a, with the
path displayed in Figure 7b. The path is in three sections. In the left-hand part of the figure, the path runs
from one corner of the design region to the center. In the second part, the path goes from the center of the
region to the center of one edge. The final section goes from the center of an edge back to a corner of the
design region.

The first two sections of Figure 7 show that the I-optimal design has higher variance at the corners
of the region than the D-optimal design, but lower variance over a large central part of the region. The
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Figure 6. Variance d(x, 𝜉∗4 ) for quadratic model in one variable (N = 4). (a) Asymmetric D-optimal design;
(b) symmetric D-optimal design that is also I-optimal.
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Figure 7. Variance d(x, 𝜉∗13) for quadratic model in two variables (N = 13). (a) I, variance for I-optimal
design; X, variance for D-optimal design; (b) path through 𝒳 .

third section shows that the D-optimal design has lower variance along the edge of the region. This plot
quantifies the comparative behavior that would be expected when comparing designs with more and fewer
center points. A link with Section 6 is that the maximum value of d(x, 𝜉∗13) is at the center of the design
region. It therefore follows that the D-optimal design for N = 14 is the design of Figure 1b with an added
center point.

Figure 7 shows the behavior of the variance over one path in 𝒳 . To compare the properties of designs
over the whole of 𝒳 , Giovannitti-Jensen and Myers[20] developed a “variance dispersion graph,” which
plots the maximum, average, and minimum variance against distance from the overall center of the design
region. The resulting plots, shown in Figure 8, are found by averaging d(x, 𝜉) over shells of radius r, in our
case circles. The graph for D-optimality is in Figure 8a and that for I-optimality is in the Figure 8b. The
cusps in both plots are caused by the exclusion, for r > 1, of those arcs of the circle lying outside 𝒳 . These
two panels reinforce the interpretation of Figure 7 that I-optimal designs achieve the lower variance over
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Figure 8. Quadratic model in two variables (N = 13), variance dispersion graph; minimum, mean and
maximum of d(x, 𝜉∗13) over the arcs of a circle of radius r lying within 𝒳 . (a) D-optimal design; (b) I-optimal
design.

the center of 𝒳 at the cost of higher variance at the edges of the region. For spherical design regions, the
variances over shells can be found using Equation (26) with the appropriate moment matrix. Calculations
for cuboidal regions are more complicated.

A misleading feature of the variance dispersion graph is that it unduly emphasizes the center of the design
region; the proportion of the design region lying within r to r + 𝛿r is proportional to 2𝜋r𝛿r. In the fraction
of design space (FDS) plot Zahran and Myers[21], the prediction variance is plotted against the fraction of
the design space that has prediction variance at or below the given value.

In these simple examples, the optimal designs have been found by numerical search over simple sets of
candidate designs. In general, the more sophisticated algorithms described for D-optimality in Section 8
can be adapted for I-optimality, by replacement of d(x, 𝜉) by the derivative function i(x, 𝜉) of Section 9.

9 The Equivalence Theorem for I-Optimality

The equivalence theorem for I-optimality is similar in structure to that in Section 6 for D-optimality,
although with different functions. In a manner parallel to the results of Section 6, it provides a method
of checking the I-optimality of continuous designs. More importantly, it makes available versions of the
algorithms described in Section 7.

The criterion for I-optimality is a linear function of the elements of M−1(𝜉). Linear optimality criteria
are discussed by Fedorov[13], p. 125. For I-optimality, the theorem states the equivalence of the following
assertions about the design.

1. The design 𝜉∗ minimizes tr{RM−1(𝜉)}.
2. The design 𝜉∗ minimizes max𝒳 tr{M−1(𝜉)RM−1(𝜉)f (x)f T(x)}.
3. max𝒳 tr{M−1(𝜉∗)RM−1(𝜉∗)f (x)f T(x)} = tr{RM−1(𝜉∗)}.

The algorithms of Section 7 for exact D-optimal designs depend on the variance d(x, 𝜉). Similar algo-
rithms for the construction of I-optimal designs are obtained on replacing d(x, 𝜉) by the derivative

i(x, 𝜉) = tr{M−1(𝜉)RM−1(𝜉)f (x)f T(x)}
= f T(x)M−1(𝜉)RM−1(𝜉)f (x)
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Example 5, again. Quadratic Model in One Variable. As an example of the use of the equivalence theorem
for I-optimality, we return to the quadratic model in one variable. For N = 3, both D- and I-optimal designs
put one trial at x = −1, 0, and 1. For N = 4, a design with any one of these points replicated was D-optimal,
whereas the exact I-optimal design replicated the center point. The continuous design with this distribution
of weights, that is symmetrical with half the experimental effort at the center point, has a value of 2.133 for
tr{RM−1(𝜉)}. Calculation of i(x, 𝜉) for this design over 𝒳 gives a plot similar to Figure 5. But now at the
three maxima, all at the support points of the design, i(x, 𝜉) = 2.133. So, the I-optimal design for N = 4 is
also the continuous I-optimal design.

10 Discussion and Literature

The motivation for optimal designs in the introduction to this article was that they provide a means of mini-
mizing functions of the variances of the estimated parameters. Box [[16], Chapter 9] argues that it is doubt-
ful if single criterion optimal designs are useful in locating designs satisfying the compromises between
objectives required in a practical experiment. Although the focus of this article is on D-optimality, and
to a lesser extent I-optimality, the theory and algorithms extend straightforwardly to compound designs
in which a weighted combination of criteria can be employed to find a design that is, for example, simul-
taneously good for parameter estimation, establishing a response transformation, and for prediction in a
specified region. A general approach to compound designs is given in Chapter 21 of Atkinson et al.[1].

The list of 14 characteristics of a good experimental design in Box and Draper[22,23] includes the ability to
check models for lack of fit. The early stages of an experimental program often use 2m factorials and their
fractions to screen factors. To check whether a second-order model such as Equation (13) is required, one
or more trials are included at the center of the experimental region. An informal extension of this procedure
is to augment the optimal design by inclusion of a few extra trials in unused regions of 𝒳 . A more formal
approach to designs for model checking, using the methods of optimal design, is given by DuMouchel
and Jones[24], who specify both a primary model, for which good estimation of the parameters is required,
and secondary terms, which need to be detected if they are nonzero. It is hoped that the primary model
will provide an adequate fit. Examples of designs and the exploration of the relationship with compound
D-optimality are given in Chapter 20 of Atkinson et al.[1].

The first book in English on optimal experimental design was Fedorov[13]. Pukelsheim[25] focuses on the-
ory, while the emphasis in Walter and Pronzato[26] is on problems in control engineering. Atkinson et al.[1]
is more concerned with applications and provides SAS code for the construction of many designs. In addi-
tion to the linear models covered in this article, methods are given for the optimal design of experiments
for correlated data, generalized linear models and, in particular, in Chapter 17, for the design of experi-
ments for nonlinear models. Recent books focused on optimal design for nonlinear models are Pronzato
and Pázman[27] and Fedorov and Leonov[28], which describes applications in clinical trials and dose find-
ing. The papers in Berger and Wong[29] focus on applications of optimal design. Their more recent book
in addition Berger and Wong[30] covers applications in social science. Much of the material in the present
article is covered by Goos and Jones[17], who emphasize the advantages of the coordinate-exchange algo-
rithm and of I-optimality. As with any topic, a large amount of information can be obtained by searching
the Web. About 75% of the references on Google are to “optimal design” while 25% use the term optimum
design.
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Abstract: Count data analyzed under a Poisson assumption or data in the form of
proportions analyzed under a binomial assumption often exhibit overdispersion, where
the empirical variance in the data is greater than that predicted by the model. This entry
illustrates how overdispersion may arise and discusses the consequences of ignoring it,
in particular, the underestimation of standard errors of covariate effects. Straightforward
methods for ascertaining whether overdispersion is evident are presented. Simple meth-
ods for incorporating overdispersion within the framework of quasi-likelihood estimation
are reviewed as well as generalized linear mixed models, which form a broad scheme for
model-based analysis when overdispersion is present.

The phenomenon, which has come to be termed overdispersion, arises when the empirical variance in
the data exceeds the nominal variance under some presumed model. Overdispersion is often observed
in the analysis of discrete data, for example, count data analyzed under a Poisson assumption or data in
the form of proportions analyzed under a binomial assumption. Support for overdispersion is most likely
first obtained when the “full” model is fitted, and the Pearson or deviance residuals are predominantly too
large[1]; the corresponding Pearson and deviance goodness-of-fit statistics indicate a poor fit.

The Poisson and binomial distributions are derived from simple, but fairly strict assumptions, and it is
not surprising that these do not apply generally in practice. Fitting either of these distributions assumes
a special mean–variance relationship, as both distributions are fully characterized by a single parameter.
This can be contrasted with the analysis of continuous data using a normal assumption. Consider a simple
example where a set of univariate observations is modeled by a common N(𝜇, 𝜎2) distribution. In esti-
mating the fitted distribution, the sample average of the data points defines the location of the normal
distribution on the number line (𝜇), while the sample variance determines the spread of the fitted bell-
curve (𝜎2). The normal distribution is characterized by two parameters, while the Poisson and binomial
distributions are completely specified when only the mean, or the probability of success, respectively, is
determined; the variance is fixed by the mean.

The existence of overdispersion is a long-standing observation in the literature. Student[2] comments on
this problem, and Fisher[3] discusses a goodness-of-fit statistic for testing the adequacy of the Poisson
distribution in the single sample problem, that is, when the counts Yi, i = 1, … , n, are assumed to be
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independent variates from a Poisson distribution with common mean. The statistic is
∑n

i=1[(Yi − Y )2∕Y ],
where Y =

∑n
i=1 Yi∕n, and is called the sample index of dispersion.

An important question to ask when a model is suspected is: will the lack-of-fit affect inference and lead
to incorrect conclusions? If the effect is negligible, and if the efforts involved in fitting a more “exact” model
are substantial, then the approximate inference obtained under the simpler model may well suffice. In what
follows the effect of overdispersion is shown to be nonignorable, and can be quite drastic, so inference
under a Poisson or binomial model when overdispersion is present may be very misleading. We focus on
the analysis of count and categorical responses, because these are the two areas where overdispersion most
commonly arises, with binary responses being an important special case of the latter.

1 Effect of Overdispersion on Standard Poisson or Binomial Analyses

The effect of overdispersion is determined primarily by how it arises and its degree of incidence. One
common way that overdispersion arises in the analysis of proportions is through a failure of the binomial
independence assumption. In animal litter studies, for example, responses of animals in a litter are often
positively correlated (see Litter Effect); so, too, in dental studies for responses on individual teeth for a
single individual. Let Y denote a binomial response, Y =

∑m
j=1 Yj, where Yj are independent binary variates

taking values 0 or 1 with probabilities (1 − p) and p, respectively. Then, E(Y ) = 𝑚𝑝, and var(Y ) = 𝑚𝑝(1 − p).
If the independence assumption does not hold, and the correlation (Yj,Yk) = 𝜏 > 0, then E(Y ) = 𝑚𝑝, and
var(Y ) = var(

∑m
j=1 Yj) = 𝑚𝑝(1 − p)[1 + 𝜏(m − 1)], leading to overdispersion with respect to the binomial

model. Note that 𝜏 < 0 leads to underdispersion, which is rare in practice, but might correspond to com-
petition among the binary variates for a positive response (see Under- and Overdispersion).

Another way overdispersion may arise is through a failure of the binomial assumption of constant prob-
ability of success from trial to trial. This might occur if the population can be subdivided into naturally
occurring subunits, for example, colonies, where the probability of a positive response varies over these
subunits.

Similarly, for count data, failure of the assumptions underlying the use of the Poisson distribution gener-
ally leads to overdispersion. In particular, the probability of an event may vary over individuals or over time.
For a simple example, suppose that the response is the number of days absent due to illness over a period of
time, in a situation where the number of episodes of illness, Y , are Poisson (𝜇) distributed but will likely lead
to consecutive days of absence. The distribution of the number of days of absence due to illness will then
be overdispersed with respect to the Poisson model. If A represents the number of days of absence during
a single episode, A and Y being independent, then the total number of days of absence is

∑Y
i=1 Ai, which

has mean and variance, E(
∑Y

i=1 Ai) = 𝜇E(A), and var(
∑Y

i=1 Ai) = 𝜇E(A){E(A) + [var(A)∕E(A)]} > 𝜇E(A), if
E(A) > 1.

Hilbe[4] differentiates between real and apparent overdispersion. Apparent overdispersion occurs when
there is a systematic lack-of-fit, which may reflect missing covariates or interaction terms, the presence of
outliers or an inappropriate functional form of the mean. Sometimes apparent overdispersion can be iden-
tified and the model amended to eliminate it. When faced with evidence of overdispersion, the sources of
apparent overdispersion should be examined and, if appropriate, the model should be adjusted accordingly
to account for such sources.

Another possible source of overdispersion is zero inflation, where the observed number of zero counts is
larger than is expected under the parametric model being considered. In this case, traditional methods for
handling overdispersion, described further below, may not be appropriate. Two approaches that are often
used to handle excess zeros are the use of hurdle models and the use of mixture models. Hurdle models[5]
separately model the zero counts with a point mass at zero and utilize a truncated discrete distribution on
the positive counts. Common choices for truncated count distributions include the binomial, Poisson, and
negative binomial distributions. Under the hurdle model, we assume that the entire population is at risk
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for an event and the occurrence of an event represents a threshold or hurdle being crossed. On the other
hand, mixture models are specified as a mixture of a point mass at zero and a discrete distribution. The
mixture model permits the examination of structural zeros, which arise from a subgroup not at risk for an
event, and random zeros that occur randomly within the other subgroup, which is at risk.

In some contexts involving complex correlation structures arising from hierarchical, clustered, or spa-
tial data, the Poisson or binomial variation is only a minute part of the overall variability. This is typical,
for example, in cancer mapping studies, where the distribution of rates over a region is to be determined.
In many cases, it is the spatial variation of the cancer mortality rates that is the main component of the
dispersion. Sometimes observations are nested with clusters (i.e., schools, hospitals, and families). In this
case, the use of standard count distributions assuming independence of observations is problematic as
observations within a cluster are often correlated. Consider a study of number of awards earned by stu-
dents at high schools in various school districts. Here, the heterogeneity among school districts may be a
major source of the variability. In other contexts, the data collection process results in data with a hierar-
chical structure. Zhu and Weiss[6] consider an intervention trial targeting people living with HIV (human
immunodeficiency virus). Subjects are surveyed longitudinally at six interviews. At each interview, infor-
mation pertaining to the total number of sexual partners and the number of sex acts with each partner
is recorded. Variability exists both across different subjects and across partners within subjects. The use
of models incorporating the appropriate correlation structure is important for adequately addressing the
issue of overdispersion.

Overdispersion cannot be ignored. In fact, many statistical packages routinely incorporate overdisper-
sion. The magnitudes and signs of the estimated covariate effects in a log-linear or logistic analysis can be
quite similar whether or not overdispersion is properly accounted for, so a researcher may gain no hint of an
inappropriate analysis by there being strikingly strange estimated effects. However, the standard errors of
the estimated regression parameters will be underestimated; these will reflect only the Poisson or binomial
variation. The precision of the resulting estimates will be too high and P values for testing the significance
of the included covariates will be correspondingly too low. This will very likely lead to incorrect inference,
unless the overdispersion is almost negligible.

2 Testing for Overdispersion

In many situations, the presence of overdispersion is clearly indicated by the presence of overly large values
of the Pearson or deviance goodness-of-fit statistics, even when the full model is fitted. Formal tests for
overdispersion have also been discussed in the literature. Score tests for overdispersion[7–9] compare the
sample variance with what is expected under the model. For the testing of extra-Poisson variation, the
adjusted score test statistic, for testing the null hypothesis H1 ∶ 𝜏 = 0 in the model with overdispersed
variance function 𝜇i + 𝜏𝜇2

i , is

TP1 =
∑n

i=1{(yi − �̂�i)2 − (1 − ĥi)�̂�i}
(
2
∑n

i=1�̂�
2
i
)1∕2 (1)

In Equation (1) hi is the ith diagonal element of the hat matrix, H, for Poisson regression;
𝐇 = 𝐖1∕2𝐗(𝐗′𝐖𝐗)−1𝐗′𝐖1∕2, where 𝐖 = diag(𝜇1, … , 𝜇n), and X is n × p with ijth entry 𝜇−1

i (𝜕𝜇i∕𝜕𝛽j),
𝜇i = 𝜇i(xi; 𝛽). For log-linear regression, log 𝜇i = 𝐱′i𝛽, and X is the usual matrix of covariates. Estimates �̂�i
and ĥi are obtained by replacing 𝛽 by 𝛽, its maximum likelihood estimate under the Poisson assumption.
The statistic TP1 converges in distribution, as n → ∞, to a standard normal under H1. For testing the null
hypothesis 𝐻2 ∶ 𝜏 = 0, in the model with variance function (1 + 𝜏)𝜇i, the score test statistic is

TP2 = 1√
(2n)

n∑

i=1

{
(yi − �̂�i)2 − (1 − ĥi)�̂�i

�̂�i

}
(2)
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which is also asymptotically (n → ∞) distributed as standard normal (see Asymptotic Normality),
under H2.

It is interesting to note that the test statistic for testing H2 when considering 𝜇i → ∞ asymptotics, for
fixed n, is equivalently

T ′
P2 =

n∑

i=1

(yi − �̂�i)2

�̂�i
(3)

which has a limiting distribution of𝜒2(n − p). This is just the Pearson statistic, which is traditionally used to
assess correct specification of the mean. The derivation of the tests for extra-Poisson variation assumes that
the regression specification is correct. Hence, the Pearson statistic arises as a test of either of two alterna-
tive hypotheses: namely, 𝜇i = 𝜇i(xi, 𝛽) is incorrectly specified or the distribution of the counts has variance
form 𝜙𝜇i. We would not, however, interpret a significantly large Pearson statistic as indicating overdisper-
sion in a generalized linear model (GLM), unless the mean had been reasonably well modeled. Otherwise,
the apparent overdispersion could reflect missing covariates, for example, interaction terms, implying sys-
tematic lack-of-fit, or the functional form of the mean may be inappropriate. Pregibon[10] develops a test for
checking the form of the mean in GLMs; for multinomial models, O’Hara Hines et al.[11] develop diagnostic
tools for this purpose.

Smith and Heitjan[12] develop a test for overdispersion, which results when the vector of coefficients in
the mean is considered to be random. The score tests TP1 and TP2 arise from a random intercept model
and can therefore be considered a special case of Smith and Heitjan’s test. Dean[13] discusses testing for
overdispersion with longitudinal count data.

A score test for the adequacy of the binomial model against an alternative with variance form
mipi(1 − pi)[1 + 𝜏(mi − 1)] is

TB =
(∑n

i=1(p̂i(1 − p̂i))−1[(yi − mip̂i)2 + p̂i(yi − mip̂i) − yi(1 − p̂i)]
)

[
2
∑n

i=1mi(mi − 1)
]1∕2 (4)

which has a standard normal distribution as n → ∞. This variance form is obtained from the correlated
binomial model, discussed in the previous section. Prentice[14] derives this statistic as a score test statistic
against beta-binomial model alternatives; Tarone[15] derives it by considering correlated binomial alterna-
tives.

As an example in the application of the tests, consider the data, given in Ref. 16, from a clinical trial
of 59 patients with epilepsy, 31 of whom were randomized to receive the anti-epilepsy drug Progabide
and 28 of whom received a placebo. The total seizure count over four follow-up periods is taken here as
the response variable. Table 1 shows the results of a Poisson regression analysis of the effect of Progabide
on seizure rate, which includes two covariates and their interactions, plus terms for a main and interac-
tion treatment effect. The data and this fitted model have been discussed at length in Breslow[1] and his
results are given here. The Pearson and deviance goodness-of-fit statistics clearly indicate lack-of-fit of the

Table 1. Log-linear Poisson regression fit to the epilepsy data; case no. 207, with high leverage, omitted.

Coefficient Value Standard error t Statistic

Intercept 3.079 0.451 6.833
ln(base count/4) −0.074 0.201 −0.366
Age/10 −0.511 0.153 −3.332
ln(base count/4): age/10 0.351 0.068 5.164
Progabide −0.610 0.191 −3.197
Progabide: ln(base count/4) 0.204 0.088 2.325

Deviance= 408.4; Pearson 𝜒2 = 456.52; df = 52.
Reproduced from Statistica Applicata, Vol. 8, pp. 23–41, by permission of Rocco Curto Editore.
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Poisson model. The score test statistics TP1 and TP2 have observed values 36.51 and 37.56, respectively.
The overdispersion here is very substantial.

3 Accounting for Overdispersion

With overdispersion present, the use of the Poisson or binomial maximum likelihood equations for esti-
mating the regression parameters in the mean is still valid. These are the usual GLM or quasi-likelihood
(QL) estimating equations, and they are unbiased estimating equations regardless of any misspecification
of the variance structure. However, the estimated variances of the parameter estimates will be in error, and
possibly severely so.

If there are alternative “overdispersed” models, which are postulated, then certainly one could proceed
by maximum likelihood estimation. This will be discussed further below. There are, however, some robust,
simple methods for adjusting standard errors to account for overdispersion and these will be considered
first.

McCullagh and Nelder[17] suggest a simple adjustment, which is to multiply var(𝛽), obtained from the
Poisson or binomial model, by an estimate of the GLM scale factor, 𝜙. This estimate is usually the Pearson
or deviance statistic divided by its degrees of freedom. This is appropriate if the overdispersion gives rise to
a variance model that is a constant times the nominal variance, for example, 𝜙𝜇 for counts and 𝜙𝑚𝑝(1 − p)
for proportions. This variance form may also well approximate other, possibly more complicated, variance
structures in certain situations; for example, for count data, when var(yi) = 𝜇i + 𝜏𝜇2

i and 𝜏𝜇i do not vary
greatly with i.

If the sample is large, then an empirical variance estimate can be computed. This is called the sandwich
variance estimate, cf. Liang and Zeger[18]. For log-linear models, for example, the sandwich estimator is

var(𝛽) =

[ n∑

i=1
�̂�i𝐱i𝐱′i

]−1 [ n∑

i=1

(yi − �̂�i
�̂�i

)2

𝐱i𝐱′i

][ n∑

i=1
�̂�i𝐱i𝐱′i

]−1

(5)

Unless very large samples are available, the sandwich estimator tends to underestimate the true variance.
Resampling techniques, although typically computer intensive, have become popular for providing esti-

mates of the variance of regression parameters. Bootstrap and jackknife estimates are discussed in Ref. 19,
and there are methods of approximating these, which require less computing effort, for example, the one-
step jackknife estimate. The bootstrap estimates are considered to be quite accurate. Table 2, from Ref. 1,
compares these estimators in the analysis of the data from Ref. 16, mentioned earlier. Notice how much
larger these estimates of the standard errors are compared with those obtained from the Poisson model.
The treatment effect is no longer significant when overdispersion is taken into account.

Model-based methods for incorporating overdispersion lead to mixture models or random effects
models. A simple Poisson random effects model can be derived by considering a model with individual-
specific random effects 𝜈i > 0 where, conditional on (𝜈i, 𝐱i), the distribution of Yi is Poisson with a

Table 2. Overdispersion adjusted standard errors for Table 1 coefficients.

Coefficient Scale method Sandwich One-step jackknife True jackknife Bootstrap (nb = 5000)

Intercept 1.263 0.711 0.792 0.792 0.870
ln(base count/4) 0.564 0.326 0.368 0.369 0.424
Age/10 0.430 0.237 0.264 0.263 0.291
ln(base count/4): age/10 0.190 0.104 0.117 0.117 0.137
Progabide 0.535 0.403 0.440 0.448 0.466
Progabide: ln (base count/4) 0.246 0.188 0.210 0.214 0.226

Reproduced from Statistica Applicata, Vol. 8, pp. 23–41, by permission of Rocco Curto Editore.
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mean of 𝜈i𝜇i(𝐱i; 𝛽), and the 𝜈i are continuous, independent variates with probability density function
p(𝜈; 𝜏) depending on a parameter 𝜏 . If 𝜇i(𝐱i; 𝛽) takes the common form exp (𝐱′i𝛽), then the fixed effects
and random effects are added on the logarithmic scale and the random effects can be construed as
representing covariates that are unavailable. The probability function of Y in the mixed model is

∫
∞

0

(𝜇𝜈)y exp (−𝜇𝜈)
y!

p(𝜈)d𝜈 (6)

and the score function for estimating the regression parameters has the intuitively appealing form
n∑

i=1
[yi − 𝜇iE(𝜈i|yi)]

1
𝜇i

(
𝜕𝜇i
𝜕𝛽r

)
= 0 (7)

This equation, with E(𝜈i|yi) omitted, is the maximum likelihood equation for Poisson regression
(Equation 8, with 𝜎2

i = 𝜇i). If the distribution of 𝜈 is specified, then full maximum likelihood estimation
can be performed; if 𝜈 is assumed to be gamma, then this leads to a negative binomial distribution for the
counts. However, it is more common to adopt the more robust approach of specifying only the first two
moments for Y , that is, 𝜇i and 𝜎2

i , respectively; the parameters in the mean are then estimated using the
quasi-likelihood estimating equation,

n∑

i=1

(yi − 𝜇i)
𝜎2

i

(
𝜕𝜇i
𝜕𝛽r

)
= 0 (8)

for count data, together with another estimating equation for the additional parameter 𝜏 in 𝜎2
i .

There are many important reasons for the widespread use of the quasi-likelihood approach. For GLMs
with a full likelihood, these are the maximum likelihood equations. From the viewpoint of estimating
equations, Godambe and Thompson[20] (see also Nelder’s discussion of that paper) derive important opti-
mality properties of the estimators. When 𝜎2 = 𝜇𝜏 , estimation of the regression coefficients is not affected
by the value of 𝜏 . Estimation is easy with standard software. An important point is that the asymptotic
variance of 𝛽, the estimate of 𝛽, is independent of the choice of the estimating function for 𝜏 and depends
only on the first two moments of the distribution. This is also, asymptotically, a very efficient estimator for
a wide range of models. Simulation studies have been conducted to investigate the performance of 𝛽 in
small samples; they support the unbiasedness and efficiency of this estimator.

A popular method for estimating 𝜏 is pseudo-likelihood. Davidian and Carroll[21] derived the pseudo-
likelihood estimating equation as the maximum likelihood equation when residuals are normally dis-
tributed. An alternative simple choice is equating the Pearson statistic to its degrees of freedom.

Nonparametric methods of modeling random effects for handling overdispersion have been shown to be
useful. Lindsay[22] is a comprehensive source on the topic. He discusses the geometry and theory of mixture
models and describes a plethora of applications where mixture models are used, including overdispersion,
measurement errors, and latent variable models for cluster analysis. Practical issues for estimation of non-
parametric mixing distributions, such as algorithms and computational problems, are discussed at length
in Refs 23 and 24.

The preceding overdispersion models incorporated a single random effect that was independent over
subjects. More general models might include multiplicative random effects[12]; large numbers of random
effects are common in animal breeding experiments, where it is the prediction of the random effects,
representing sire effects, which is the main focus of the study. In studies of the geographic distribution
of cancer mortality rates (see Geographic Patterns of Disease), or disease incidence, the random effects
may represent area-specific effects and there may be good reason to suspect that such area effects are not
independent, and in some circumstances may be quite similar within small neighborhoods.

A general body of theory that synthesizes the incorporation of several random effects, which are not
necessarily independent, falls under the heading of generalized linear mixed models. It permits a simple
incorporation of overdispersion, as discussed previously, and can also model dependences in outcome
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variables or random effects, as are typical in repeated measures design. A generalized linear mixed logistic
model (see Generalized Linear Mixed Models) specifies that

log
( pi

1 − pi

)
= 𝐱′i𝛽 + 𝐳′i𝛾 (9)

where pi and xi are the probability of a positive response and the vector of covariates, corresponding to the
ith proportion, respectively, zi is a vector of covariates, and 𝛾 is distributed with a mean of zero and finite
covariance matrix. Conditional on 𝛾 , the responses are supposed binomially distributed. As an aside, note
that the representation above elucidates that apparent overdispersion can be induced by missing covariates,
or by outliers. Residual diagnostics are important for identifying the latter.

In generalized linear mixed models, the random effects are usually assumed to be Gaussian, and maxi-
mum likelihood estimation involves q-dimensional integration; here q is the dimension of 𝛾 . If q is small,
say <5, the marginal likelihood can be efficiently computed using adaptive Gaussian quadrature[25]. Song
et al.[26] provide algorithms for solving the score equations for maximum likelihood estimates in settings
where the log-likelihood yields a decomposition in which one part is more simple to analyze and the sec-
ond, more complex, part is used to update estimates from the first. Chen et al.[27] relax the distributional
assumptions of random effects and propose a Monto Carlo EM (expectation-maximization) algorithm that
utilizes a rejection sampling scheme to estimate parameters in mean and variance components.

Alternative simpler approaches for inference have been proposed, using generalizations of moment
methods or penalized quasi-likelihood[28] (see Penalized Likelihood). The penalized quasi-likelihood is
a Laplace approximation to the integrated likelihood, with some seemingly harmless other approxima-
tions added. Breslow and Clayton[28] provide simple algorithms for estimation using an iterative fitting
procedure, which updates both the parameter values and a modified response variable at each step. They
also evaluate the performance of their estimators. It seems that bias corrections are required for small
samples, and these are given in Ref. 29.

Lee and Nelder[30] discuss hierarchical GLMs, where the distribution of the random components is not
restricted to be normal, and where, like penalized quasi-likelihood, estimation avoids numerical integra-
tion. Maximizing what they call the h-likelihood, a posterior density, gives fixed effects estimators that are
asymptotically equivalent to those obtained using the corresponding marginal likelihood. Here, asymptoti-
cally refers to cluster sizes tending to infinity, and the random effects are cluster specific. This is important
to note because many applications with random effects involve several small-sized clusters. In general,
their asymptotic arguments require that the total number of random effects remains fixed, as the overall
sample size becomes large. However, they also derive properties of their estimators on a model-by-model
basis, and some models require less strict assumptions.

In the zero-heavy context, Lambert[31] introduces zero-inflated Poisson (ZIP) regression models where
the probability of a structural zero and Poisson mean are allowed to depend on covariates via canonical
link GLMs. Lambert utilizes an EM algorithm to obtain maximum likelihood estimates by incorporating
a latent variable corresponding to membership in the structural zero component to specify the complete
log-likelihood. Random effects may be included in ZIP regression models in order to incorporate complex
correlation structures. Feng and Dean[32] discuss the joint analysis of multivariate spatial count data with
excess zeros where outcomes are linked through a shared spatial random effect.

For small sample sizes, likelihood-based inference for generalized linear mixed models can be unre-
liable, particularly for the variance components. Bayesian inference is appealing in this setting as the
conditional independencies of the model can by exploited in the calculation of the required conditional
distributions. Zeger and Karim[33] discuss approximate Gibbs sampling in which nonstandard conditional
distributions are approximated by normal distributions. More general Metropolis–Hasting algorithms
have been implemented[34] and there are several software platforms for fitting generalized linear mixed
models via MCMC (Markov chain Monte Carlo) methods. A practical limitation to data analysis using
MCMC, especially for complex data sets, is the large computational burden. Fong et al.[35] propose inte-
grated nested Laplace approximation, which combines Laplace approximations and numerical integration,

Wiley StatsRef: Statistics Reference Online, © 2014–2016 John Wiley & Sons, Ltd.
This article is © 2016 John Wiley & Sons, Ltd.
DOI: 10.1002/9781118445112.stat06788.pub2

7



Overdispersion

as a computationally efficient alternative to MCMC methods. They conclude that their approximation
strategy is accurate in general, but may be less accurate for binomial data with small denominators. When
there are many random effects to be estimated, none of the procedures described here will be simple, as
can be expected when dealing with complicated mechanisms for incorporating overdispersion.

4 Technical Reference Texts and Software Notes

The general topic of overdispersion is discussed in McCullagh and Nelder [17, Sections 4.5, 5.5, 6.2].
Chapters 9 and 10 of that text are also relevant and discuss quasi-likelihood and joint modeling of mean
and dispersion. Diggle et al.[36] discuss random effects models for longitudinal data, and Chapter 5 of
Lindsey[37] is devoted to the topic of overdispersion in models for categorical data.

Software for incorporating overdispersion includes the S-PLUS[38] and R function glm, SAS (39, proce-
dures LOGISTIC, MIXED GENMOD, and CATMOD), and GLIM[40].

Related Articles

Overdispersion with emphasis on theory; Index of Dispersion; Dispersion Parameter.
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Abstract: In Bayesian statistics, the “predictive distribution” is defined as the conditional
distribution of future observations, given past observations. The predictive approach
to inference highlights the centrality of predictive distributions, both for model assign-
ment and inference. The relevance of the predictive approach is twofold. Starting from
de Finetti, it is a cornerstone of the philosophical foundation of Bayesian statistics.
Moreover, it has shown to be extremely fruitful, for model construction, in research areas
with strong applied motivation, such as Bayesian nonparametrics and machine learning.

1 Introduction

Predictive distributions play a central role in statistics and in close areas such as Machine Learning
(see Machine Learning). In Bayesian (see Bayesian Inference) statistics, a “predictive distribution”
is defined as the conditional (see Conditional Probability and Expectation) distribution of a future
sample (Xn+1, … ,Xn+k) given a past sample X(n) = (X1, … ,Xn), where “past” and “future” simply mean
“observed” and “not-yet-observed.”

In introducing de Finetti’s view to the problem of prediction, it is useful to underline the different focus
of the so-called hypothetical and predictive approaches to statistical learning.

In the hypothetical approach (sometimes referred to as the hierarchical approach, in the machine learn-
ing literature), a Bayesian model is specified through the conditional distribution of the observables – the
statistical model or likelihood (see Likelihood) – given a parameter Θ, and a prior (see Prior Distribu-
tions) distribution for Θ. Making assumptions on the statistical model, and expressing a prior distribution
on its parameters, is often convenient. However, ultimately, these assumptions imply assumptions on
the probability law of the observable sequence (Xn)n≥1. The predictive distributions are then uniquely
determined as

P((Xn+1, … ,Xn+k) ∈ B ∣ X(n)) = ∫ P𝜃((Xn+1, … ,Xn+k) ∈ B ∣ X(n)) 𝜇(d𝜃 ∣ X(n))

for any k ≥ 1, where PΘ(⋅ ∣ X(n)) = P(⋅ ∣ Θ,X(n)) is the statistical model and 𝜇(A ∣ X(n)) = P(Θ ∈ A ∣ X(n)) is
the posterior distribution. The above equation shows that the predictive distribution fully encompasses
the uncertainty, including the uncertainty about the parameters (see Parameter).

Bocconi University, Milano, Italy

Wiley StatsRef: Statistics Reference Online, © 2014–2016 John Wiley & Sons, Ltd.
This article is © 2016 John Wiley & Sons, Ltd.
DOI: 10.1002/9781118445112.stat07831

1



Predictive Distribution (de Finetti’s View)

In the predictive approach (also referred to as the generative model), the uncertainty is directly
described through the predictive distributions. If P(Xn+1 ∈ ⋅ ∣ X(n) = x(n)) is the sequence of one-step-
ahead predictive distributions, the finite dimensional laws of the observables can be obtained through the
product rule

P((X1, … ,Xn) ∈ B) = ∫B
P(X1 ∈ dx1)

n−1∏

i=1
P(Xi+1 ∈ dxi+1 ∣ X1 = x1, … ,Xi = xi)

Generative models allow to directly make predictions – which is often the ultimate goal of the
analysis – without the need for a parametric representation. If, instead, the aim is to learn about the
model, this can be done by exploiting the relationship between the predictive distributions and the model
itself.

2 De Finetti’s View

Bruno de Finetti (see De Finetti, Bruno: A Brief Biography) (1906–1985) is nowadays recognized as one
of the Mathematicians who gave the most significant contribution to the rebirth of Bayesian statistics[1–3].

In the debate on foundations of probability in the 1920–1940 (see Development of Statistical Theory in
the 20th Century), de Finetti underlined the logical inconsistencies of objective approaches to probability,
arguing that the only consistent interpretation of probability (see Interpretations of Probability) neces-
sarily is the subjective (see Subjective Probabilities: Overview) interpretation. According to de Finetti,
probability is the natural language of science: uncertainty, or, rather, incomplete information, should be
formalized through probability. As such, probability is a subjective judgment, given the researcher’s state
of information. The inductive process of learning from experience is then naturally solved by computing
conditional distributions – that is, probability statements restricted to the updated state of information.
Hence, inference and prediction are just a matter of computing probabilities, consistently with the rules
coming from the axioms of coherence (see Coherence – Basic).

Accordingly, probability can only be given on observable facts. The same notion of probability should
be thought of as prediction of uncertain events. De Finetti gave an operational definition of probability
by means of a betting scheme: an individual will give probability p to an event E if he is ready to accept
any bet on E with gain c(p − 1E), where 1E is the indicator of E and c is any real number chosen by the
opponent[4,5]. Being the price of a bet, a probability can only be assigned to events that can be observed,
at least in principle. In this approach, parameters are sometimes useful to simplify the computations, but
the focus is always on observable “facts.”

The first formal appearance of de Finetti’s subjective point of view is in 1930–1931[6–8], but the same
philosophical attitude underlies his whole works. De Finetti takes up the point several times in the
thirties[4,9,10]. In 1935, de Finetti expounds his theory on the logic of probability in a series of lectures held
at the Institut Henry Poincaré, later collected in La prévision: ses lois logiques, ses sources subjectives[11].
In his final lecture, he points out that “the object of employing the calculus (of probability) will always be
that of judging as more or less likely the occurrence of certain facts, more or less complex, but verifiable in a
finite time (de Finetti 11, p. 58).”

The implication of de Finetti’s subjective viewpoint on the role of the predictive distribution is well under-
stood by Harry V. Roberts. In his paper Probabilistic prediction[12], he writes, speaking of de Finetti: “What
is fundamental to him is the sequence of future observations, and how the distribution of the sequence
changes as data are observed. Parameters are a secondary device that can ultimately be justified in the-
ory and can lend to some simplification in practice (Roberts 12, p. 51).” De Finetti takes up again the
centrality of predictive distribution in 1971: “(The Bayesian predictive viewpoint) consists in considering
as “main objective,” not the distribution of the parameter (that is, the opinions concerning the “laws”), but
the (“predictive”) probabilities of the “facts” that we are expecting. It is always a matter of seeing how the

Wiley StatsRef: Statistics Reference Online, © 2014–2016 John Wiley & Sons, Ltd.
This article is © 2016 John Wiley & Sons, Ltd.
DOI: 10.1002/9781118445112.stat07831

2



Predictive Distribution (de Finetti’s View)

opinions change, owing to the experience (i.e., concretely, owing to new data), but paying attention primarily
or exclusively to the opinions concerning facts (de Finetti 13, p. 90).” In 1974, commenting Roberts’s paper,
de Finetti writes: “To get rid from such framework (of hypotheses) is the aim explicitly expressed in H. V.
Roberts[12]: advocating that attention should be focused on the predictive distribution concerning directly
the quantities of interest rather than the ones concerned with the parameters that are but auxiliary ingre-
dients (de Finetti 14, p. 124).”

3 Predictive Distribution and Exchangeability

The relationship between model and predictive distribution is particularly simple in the case of exchange-
able sequences. Consistently with his subjective interpretation of probability, de Finetti studies the problem
under the assumption of finite additivity[5]. We will report the results under the more familiar postulate of
complete additivity of probability measures. Hence, the results slightly differ from the ones presented by
de Finetti (see De Finetti, Bruno (1906–1985): His Life and Contributions to Statistics). Furthermore,
we will assume that the random elements take values in a complete and separable metric space – a Polish
space – for example, an Euclidean space.

A sequence of random elements (Xn)n≥1 is said to be exchangeable if its law is invariant under finite
permutations. The celebrated de Finetti representation theorem (see de Finetti’s representation theorem)
proves that a sequence (Xn)n≥1 is exchangeable if and only if there exists a random element Θ such that
X1,X2, … are conditionally independent (see Conditional Independence) and identically distributed
(i.i.d.), given Θ, with law PΘ(⋅) depending on Θ. Furthermore, the random probability distribution
PΘ is the almost sure limit (in the topology of weak convergence (see Weak Convergence, Statistical
Applications of) of both the predictive distributions and the empirical (see Empirical Distribution)
distributions[15–17]. Summarizing, exchangeability is an assumption on the observables, and it is the
representation theorem that motivates the hypothetical approach given by the conditionally i.i.d. statistical
model and the prior distribution. In this sense, exchangeability is the Bayesian counterpart of the classical
notion of a random sample from an unknown distribution.

In the hypothetical approach, specifying the model means choosing P𝜃 , as a function of 𝜃, and the law
𝜇 of Θ – the prior distribution. The law of the observable quantities – sometimes called prior predictive
distribution[18] – is obtained as

P(X1 ∈ B1, … ,Xn ∈ Bn) = ∫
n∏

i=1
P𝜃(Bi)𝜇(d𝜃)

Inference is based on the posterior distribution (see Posterior Distribution: Introduction) 𝜇(⋅ ∣ X(n))
of Θ, given the sample. The predictive distribution of k future observations – sometimes called the poste-
rior predictive distribution – is computed as

P(Xn+1 ∈ Bn+1, … ,Xn+k ∈ Bn+k ∣ X(n)) = ∫
k∏

i=1
P𝜃(Bn+i)𝜇(d𝜃 ∣ X(n))

The role of the posterior distribution, both for inference and prediction, justifies regarding it as “the key
to a coherent learning process” (Bernardo and Smith 19, p. 244).

Furthermore, as PΘ is the limit of the empirical distribution, the prior on PΘ has to be interpreted as infor-
mation on the long-run frequency of future observations. Similarly, as the limit does not depend on the
first n observations, the posterior represents the up-to-date information about the frequency distribution
of future observations. Consequently, inference on PΘ can be interpreted as a limiting form of predictive
inference[19].

In the predictive approach, specifying the model means specifying the sequence of one-step-ahead
predictive distributions, in such a way that they characterize an exchangeable probability law of the
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observables. Two conditions are necessary and sufficient for exchangeability: firstly, the one-step-ahead
predictive distributions should be a symmetric function of the past observations; secondly, next two
observations should be exchangeable with respect to the predictive law[20].

The predictive distributions of an exchangeable sequence completely characterize the prior and poste-
rior laws of PΘ, through E(

∏k
i=1 PΘ(Ai) ∣ X(n)) = P(Xn+1 ∈ A1, … ,Xn+k ∈ Ak ∣ X(n)). However, solving this

functional equation (see Functional Equations) (in PΘ) in closed form is not an easy task, in general, and
inference on PΘ is often based on numerical (see Numerical Algorithms) methods.

4 Some Predictive Constructions

The characterization of models through a predictive approach is a long studied problem in Bayesian
statistics[1,21]. A basic problem is to establish under what predictive assumptions an exchangeable law has
a de Finetti representation with P𝜃 in a specific family of distributions. Conditions are generally given in
terms of invariance[22–25,51] or in terms of predictive sufficient (see Sufficiency) statistics[18–20,50].

In recent years, the problem has aroused new interest in research fields with strong applied motivation,
such as Bayesian nonparametrics[26,27] (see Nonparametric Statistics), machine learning, and population
genetics (see Population Genetics). In this section, we briefly mention some classical and recent construc-
tions. Our aim is not to provide an exhaustive review of this rich literature, but to give the flavor of the
predictive approach potential.

As the examples show, an advantage of the predictive approach is that it usually leads to the character-
ization of families of prior distributions that are closed under sampling; that is, such that the posterior
distribution still belongs to the same family, and there exists a closed-form mapping from the hyper-
parameters of the prior distribution to those of the posterior distribution.

4.1 Pólya Urn Scheme

An urn (see URN Models), initially containing 𝛼j balls of color j (j = 1, … , k), is sampled sequentially.
At each draw, the sampled ball is returned into the urn, together with another ball of the same color.
The sequence of colors X1,X2, … so generated is exchangeable, with a Dirichlet (see Dirichlet Distri-
bution) prior distribution. The posterior distribution is again Dirichlet, with updated parameters. Thus,
the Pólya’s urn scheme characterizes the conjugate family of Dirichlet prior distributions for a multino-
mial statistical model. A characterization based on Johnson’s predictive sufficiency postulate is given by
Zabell[28].

4.2 Pólya Sequence

The Pólya urn scheme can be extended to the case of an infinite (eventually uncountable) state space. Given
a scalar 𝛼 > 0 and a probability distribution P0, a sequence (Xn) is a Pólya sequence[29] (see Polya Process)
if X1 ∼ P0, and for any n ≥ 1, the predictive distribution of Xn+1 ∣ X1, … ,Xn is such that Xn+1 is equal
to a previously observed value x∗j , with probability nj∕(𝛼 + n), j = 1, … , kn, where nj is the frequency of
x∗j in the sample, and

∑kn
j=1 nj = n; or it is a new value sampled from P0, with probability 𝛼∕(𝛼 + n). The

construction is usually referred to as the Blackwell and McQueens urn scheme[29], although one cannot
actually figure an urn with an infinite number of balls. A Pólya sequence is exchangeable, with a Dirich-
let Process (see Sufficient Statistic: Overview) prior distribution[30]. The Dirichlet process is a conjugate
(see Conjugate Families of Distributions) nonparametric prior. Interestingly, the predictive rule can be
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exploited for designing efficient Markov chain Monte Carlo (see Markov Chain Monte Carlo (MCMC))
algorithms for Bayesian nonparametric inference[31].

4.3 Hoppe Urn Scheme

An urn, initially containing only 𝛼 > 0 black balls, is sampled sequentially. If the sampled ball is black,
it is returned into the urn together with a ball of a previously unobserved color; if it is colored, it is
returned into the urn together with another ball of the same color. Colors are labeled sequentially as
1, 2, … , as the need arises. The Hoppe urn scheme[32] is employed in species (see Species Estimation
and Applications) sampling, with black balls representing new species. The colored version of the
Hoppe Urn is obtained by picking a color at random from a (diffuse) distribution, each time a black ball
is observed. The colored Hoppe Urn generates an exchangeable sequence with a Dirichlet Process (see
Dirichlet Processes) prior distribution. It gives a physically interpretable urn scheme that generates a
Pólya sequence.

4.4 Chinese Restaurant Process

Imagine a restaurant with an infinite number of tables, each with an infinite number of seats. Entering the
restaurant, the (n + 1)th customer joins an existing table with probability equal to the number of occupants
divided by 𝛼 + n, where 𝛼 is a fixed positive number, or starts a new table with probability 𝛼∕(𝛼 + n). Tables
are numbered sequentially as they are formed. The Chinese restaurant metaphor[15,33] was suggested by Jim
Pitman and Lester Dubins, apparently inspired by the seemingly infinite capacity of Chinese restaurants
in San Francisco. The Chinese restaurant process has the same distribution as the Hoppe Urn process; it
generates an exchangeable probability law on the sequence of random partitions of {1, 2, … , n}. Coloring
the tables with i.i.d. colors, gives a Pólya sequence.

4.5 Pólya Tree Sequences

Consider a binary tree partition of the state space with a two color – say black and white – Pólya urn
associated to every node. Start from the vertex of the tree and pick a ball from the urn associated with
it. If it is black, move to the right branch; if it is white, move to the left branch. Reach the vertex in the
second level of the tree and pick a ball from the urn associated with it; proceed in the same way until you
have covered a whole branch of the tree. The branch identifies a point in the state space, which gives X1.
The process then starts again from the vertex of the tree, to generate X2, and so on. The sequence (Xn)n≥1
is exchangeable and its prior distribution is called a Pólya Tree[34,35] (see Polya Trees and Their Use in
Reliability and Survival Analysis). Pólya trees are conjugate nonparametric priors. For particular values
of the parameters, a Pólya tree reduces to the Dirichlet process.

4.6 Two-Parameter Poisson–Dirichlet Process

Consider the following extension of Pólya sequences, where the predictive distribution depends on two real
parameters 𝛼 and 𝜃, with 0 ≤ 𝜃 < 1 and 𝛼 > −𝜃. Namely, the predictive distribution of Xn+1 ∣ X1, … ,Xn
is such that Xn+1 is equal to a value x∗j that has been observed nj times in the past, with probability (nj −
𝜃)∕(n + 𝛼); while it is a new value, taken from a diffuse distribution, with probability (𝛼 + k𝜃)∕(𝛼 + n),
where k is the number of distinct values in (X1, … ,Xn). The sequence (Xn) is exchangeable, and its prior
distribution is called two-parameter Poisson–Dirichlet process[36] (also named Pitman–Yor process). The
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sequence (Xn) reduces to a Pólya sequence when 𝜃 = 0. The additional parameter allows a power law (see
Zipf’s Law) behavior of the tails of the random distribution, and of the implied random partition.

4.7 Exchangeable Species Sampling Sequences

The problem of species sampling, widely studied in ecology (see Population Ecology), genetics (see
Evolutionary Genetics, Statistics in), and population dynamics (see Population Dynamics), is naturally
addressed by means of the predictive distributions[33]. Species are labeled sequentially as they are
discovered, generating labels from a diffuse distribution. At each step, the next observation can belong
to one of the species already discovered, or to a new species; the predictive probabilities of an “old” or
“new” species have to satisfy certain conditions in order to obtain exchangeability. Exchangeable species
sampling sequences include Pólya sequences and Pitman–Yor processes as special cases.

4.8 Indian Buffet Process

Consider customers entering in a restaurant sequentially. The buffet consists in an infinite number of dishes
arranged in a line. The first customer takes a serving from the first N1 dishes, with N1 distributed according
to a Poisson(𝛼) distribution. The nth customer takes a serving from each of the dishes chosen by the pre-
vious customers, independently and with a probability proportional to the popularity of that dish. Then,
he/she tries a Poisson(𝛼∕n) number of new dishes. The Indian buffet process[37] can be used to define a
prior distribution for latent feature models – the customers are the objects and the dishes are the fea-
tures – without imposing a bound on the number of possible features. The generative construction gives
a computationally tractable model. The Indian buffet process has been extended in different directions. In
the three-parameter Indian Buffet Process[38], the predictive probabilities are modified in order to obtain
power law behavior.

4.9 Reinforced Urn Processes

Reinforced urn processes (RUP) are characterized by a predictive rule that, informally speaking, describes
a random walk on a space of Pólya urns[39]. They have been proposed to characterize prior distributions for
the transition matrix of a Markov chain (see Markov Chains), and for survival times[39] (see Survival Anal-
ysis, Overview). A generalized RUP[40], which includes RUPs[39] as a special case, is as follows. Consider
a finite or countable set I. To each i ∈ I, associate a Hoppe urn Ui, with 𝛼i black balls, and color distri-
bution P0,i on I. Fix X0 = x0, go to urn Ux0

and pick a ball from it. As the urn initially contains only black
balls, a color x1 is sampled from P0 and a ball of color x1 is added in the urn, together with the black ball.
Set X1 = x1 and move to Hoppe urn Ux1

, and so on. The process of colors (Xn) is Markov exchangeable[41].
When recurrent, it can be represented as a mixture of Markov chains. These processes can be extended to
hierarchical constructions[40] (see Hierarchical Models - Theory), including the predictive characteriza-
tion of the hierarchical Dirichlet process[42] and of infinite hidden Markov models[43] (see Hidden Markov
Models), which have extensive application in Bayesian nonparametric and machine learning exploratory
analysis and prediction.

4.10 Edge-Reinforced Random Walks

Edge-reinforced random walk is an elegant and powerful predictive construction, which characterizes a
family of conjugate priors for reversible Markov chains[44]. It is defined in terms of a random walk along

Wiley StatsRef: Statistics Reference Online, © 2014–2016 John Wiley & Sons, Ltd.
This article is © 2016 John Wiley & Sons, Ltd.
DOI: 10.1002/9781118445112.stat07831

6



Predictive Distribution (de Finetti’s View)

an undirected graph (see Graph Theory), where edges are reinforced when traversed. An edge-reinforced
random walk generates a Markov exchangeable[41] process; when recurrent, it can be represented as a
random walk on a graph with random edge weights (a random walk on a random environment), whose
distribution is the limit law of the fractions of time spent by the process on the edges. By the representation
of reversible Markov chains as random walks on undirected graphs, this result implies that recurrent edge-
reinforced random walks are mixtures of reversible Markov chains, and lead to the mixing distribution.
Extensions to variable-order reversible Markov chains have been studied[45].

4.11 Generalized Ottawa Sequences

Consider a model for species sampling, in which a positive weight is associated to each observation; the
probability of observing species j, at time n + 1, depends on the sum of the weights of all the observations
of species j in (X1, … ,Xn)[46]. The weights can be either random variables or deterministic. The process of
colored tags for species is not exchangeable in general, owing to the presence of the weights, but preserves
many nice features of exchangeable sequences.

4.12 Indian Buffet Model with Random Weights

This is a weighted version of the three-parameter Indian buffet process. Weights are associated to cus-
tomers and the probability of taking a serving of a dish, for a customer entering the restaurant, depends on
the total weight of the previous customers who have taken the same dish. As for the generalized Ottawa
sequences, this process is not exchangeable, but preserves main features of exchangeable processes[47].

Extensions to more general dependence structures, including regression, which is a main tool for predic-
tion, are beyond the scope of this note. We just mention a brief note by de Finetti on interpolation[48], which
anticipates what is nowadays the basis of Bayesian nonparametric regression. We conclude this article by
underlying that, in de Finetti’s view, prediction has a central role, even when interest is in the explanatory
model. Thus, the predictive approach should be a guideline in statistical problems, beyond pure prediction.
An example is model selection (see Bayesian Model Selection), where a predictive viewpoint underlines
comparisons in term of scoring (see Predictive Scores) rules[5,49].

Related Articles

Bayesian Forecasting; Bayesian Model Selection; Coherence—II; One- and Two-Armed Bandit Prob-
lems; Partial Exchangeability; Predictive Analysis; Predictive Scores.
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Transplantation
By Sheila M. Bird

Keywords: transplantation, survival analyses, distinct epochs of follow-up, matchability, center variation,
cost-effectiveness, randomized controlled trials

Abstract: The first successful human corneal transplant was around 1900 by Zirm, corneal
xenografting having been tried as early as 1837 but without notable success. From the
early 1950s, Calne envisaged kidney transplantation as a practicable therapy; and surgical,
immunological, and immunosuppressive advances made it so by the mid-1980s. By 1970,
Barnard had pioneered heart transplantation; and liver transplantation was also under
way. Xenografting from transgenic pigs was an unrealized challenge of the next decades,
together with improvements in unrelated donor bone marrow transplantation and ther-
apeutic exploitation of stem cell banking. Interventional ventilation has not been pro-
ceeded with, and there has been more emphasis on realizing national potentials for living
related kidney transplantation together with ethical and matching safeguards for unre-
lated living renal transplantation.

By 1990, transplantation had achieved 1-year graft survival rates of 80% or more for
most solid organs, and had done so through surgical innovation, advances in immunosup-
pression, beneficial and favorable matching of kidney donor to recipient, better preser-
vation solutions, and by studying center variation in donor rates as well as in transplant
outcome. In the 1990s, shortage of cadaveric donor organs was a limiting factor which
the use of split livers or of domino heart transplants from cystic fibrosis heart-lung block
recipients mitigated only very partially. Epidemiological studies monitor malignancies sec-
ondary to immunosuppression. Quality of life as well as length of life (see Life Expectancy)
is improved by transplantation.

Statistical science has underpinned much of the above progress.
The past decade has seen transplant organizations internationally seeking to increase the
equity and transparency as well as efficiency (e.g., in terms of quality-adjusted life-years)
of their policies for national (and local) allocation of cadaveric donor organs.

Statistical science has underpinned most of this progress. Well-conducted randomized controlled trials
(RCTs) (see Clinical Trials, Overview) of new immunosuppression therapies and preservation fluids have
been published[1]; there has been occasional but critical early stopping of trials, because of overimmuno-
suppression, on the basis of surrogate endpoints of rejection episodes and major infections[2]. Proposals
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for the design and analysis of randomized trials with recurrent events[3] have had application in kidney
transplantation. Two small trials in bone marrow transplantation were used to illustrate a new statistical
measure to aid in the interpretation of published trials[4].

Beneficial matching[5,6], that is, the rules by which cadaveric donor kidneys have been exchanged in
the United Kingdom, had a statistical basis and persisted for 10 years until 1997 when extended, also on
statistical grounds, to favorable matching. Similar work on matching and matchability (see below) was done
independently by Mickey and colleagues[7,8]. Validation studies have featured, whether in independent
data sets (matching effects in distinct epochs of follow-up[9–11]) or by meta-analysis (DR mismatching in
corneal transplantation[12]). Matchability score, dependent on human leukocyte antigen (HLA) phenotype
and exchange rules, for patients on the kidney transplant waiting list was introduced by Gilks[6,13,14] to
summarize a patient’s chance of getting a well-matched donor kidney in 2 or 5 years, and hence to aid
individual decision-making on whether to accept or reject an offered kidney.

Special studies such as Corneal Transplant Follow-up Study (CTFS) and International Marrow Unre-
lated Search and Transplant (I MUST) Study were set up to establish the core data that national registries
(see Disease Registers: Overview) should seek to collect because they determined either waiting times[15],
tissue allocation or prognosis[16], or quality of outcome, for which visual acuity is a natural measure[17]. In
the I MUST Study, minimization, as in randomized trials, was adapted to select prospectively a control
cohort of twice as many HLA-identical sibling transplants to correspond to the unrelated donor trans-
plants in terms of marginal frequency for age group, diagnosis, risk, and transplant center. A second aspect
of the design of the I MUST Study is noteworthy: in unrelated bone marrow donor searches, the patients
for whom the search procedure finds an unrelated HLA-identical donor are effectively selected by “ge-
netic randomization” (or Mendelian randomization), which has broader epidemiological application than
in studies of transplantation, for example, to understanding environmental determinants of disease[18].
A time-dependent covariate indicator (or several to account fully for nonproportionality of hazards post
transplant) can be switched on at that time and, by following all patients for whom an unrelated donor
search was initiated, the effect of unrelated HLA-identical bone marrow transplantation against alterna-
tive management can be estimated in an unbiased manner. Effective randomization makes the proposed
analysis even more powerful than the use of a time-dependent indicator to switch patients from “awaiting
cardiac transplantation” to “recipient status”[19], leading to appropriate analyses of the cost-effectiveness
of heart transplantation (see Health Economics).

Cardiothoracic transplantation has posed other important statistical problems, including anal-
ysis of repeated biopsies after cardiac transplantation[20], informative censoring of quality-of-life
measurements[21], and individualization of cyclosporine dose by monitoring the variability of cyclosporine
blood levels and also the patient’s kidney and liver function[22]. Kalman filter techniques[23], applied to
weight-adjusted reciprocal creatinine for detection of kidney rejection episodes, were pioneering but
did not become routine, perhaps because they were developed before cyclosporine. Sharples[24,25] used a
Gibbs sampling approach to modeling the longer-term risk of developing coronary occlusive disease after
heart transplantation and thereby showed that there were particularly high transition intensities from
mild to severe disease and from severe disease to death; thus, once mild disease developed, a patient’s
deterioration was rapid and research should focus on reducing progression from mild to severe disease.

Renal graft failure rates were published in the United Kingdom on a center-anonymized basis since
the early 1970s. This tradition in transplantation was in contradistinction to center-identified “name and
shame” publication of performance data in the public services that took hold in the United Kingdom in
the late 1990s. Dissemination strategies were among the issues reported upon in October 2003 by a Royal
Statistical Society Working Party on Performance Monitoring in the Public Services (see www.rss.org.uk
for “Performance Indicators: Good, Bad, and Ugly”). Center variation reduced considerably in the post-
cyclosporine era[26], and further analysis by the confidence ranking methods developed by Goldstein and
Spiegelhalter[27] would allow comparison of centers over calendar time, with or without adjustment for
case mix, but taking account of center covariates such as whether a department of transplant immunology
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or transfusion medicine was responsible for tissue typing and crossmatching. In renal transplantation,
where centers’ policies, let alone practice, on acceptance of older or asystolic donors, adherence to favor-
able matching, and retransplantation of older or diabetic or highly sensitized recipients may differ greatly,
there is merit in no adjustment for case mix on the basis that the case mix is effectively center deter-
mined. Ohlssen[28] used center variation in mortality after transplantation as one of the three running
examples that motivated a predominantly Bayesian analytical framework (See Bayesian Inference), easily
programmable in WINBUGS, for the identification of unusual performance in a limited number of, versus
in many, centers.

Donor statistics are as important in transplantation as understanding the determinants of graft outcome.
Confidential audit of all deaths in intensive care units in England and Wales in 1989–1990[29,30] showed that
the second reason, after relatives’ refusal, for missed suitable organs differed for the different organs – for
example, failure to ask in the case of kidneys but nonprocurement of offered suitable livers. That confiden-
tial audit also showed that even if all potential kidney donors in intensive care units became actual donors,
the need for cadaveric kidneys would not be met. Since then, the problem of nonprocurement of donor
livers has been solved by designating new centers but the shortage of donor kidneys has been exacerbated
by the successful introduction of rear seat-belt legislation that saves lives. The United Kingdom’s most
recent donor audit, begun in 2003, additionally records ethnicity because special allocation measures have
had to be introduced to achieve better equity for blood group B patients on the kidney transplant waiting
list, and differential relatives’ consent rate by ethnicity needs to be investigated. Worryingly, preliminary
results suggested that, overall, relatives’ consent rate in 2003 had reduced markedly compared to 1990.
Reduced altruism may be an adverse consequence of an organ-retention scandal emanating from the Royal
Liverpool Children’s NHS Trust, which has led to a revised Human Tissue Bill[31].

1 Transplantation Update

The past decade has seen transplant organizations internationally seeking to increase the equity and trans-
parency as well as efficiency (e.g., in terms of quality-adjusted life-years) of their policies for national (and
local) allocation of cadaveric donor organs (for UK policies, see http://www.organdonation.nhs.uk:8001/
newsroom/publications/#policy).

In particular, equity and transparency are written into national allocation policies, and these policies
will have generally been pretested in simulation studies using historical donor pools before being formally
adopted. Hence, their defence can be robust. For this reason, among others, some countries try to maximize
the number of allocations of donor organs that are made by their national allocation center rather than by
local centers. Locally, allocations principles may be different from those determined nationally, including
for sound practical reasons. Hence, as Neuberger et al.[32] remind us in their review of methods for compar-
ing center performance[33,34] after organ transplantation, analyses without – as well as with – adjustment
for the case-mix have merit because local as well as national decisions on whom to transplant with which
donor organ contribute to center performance.

Owing to organ donor shortages, higher-risk kidneys, and other organs, from expanded criteria donors
(ECDs) are being transplanted, see http://www.odt.nhs.uk/pdf/Use_of_Organs_from_High_Risk_Donors.
pdf. Transplant candidates can choose whether to accept an ECD kidney, or to remain on dialysis and wait
for a possible non-ECD transplant later. Patients who forego an ECD transplant need not to remain on dial-
ysis forever and could receive a non-ECD graft. Schaubel et al.[35] proposed a novel sequential-stratification
method that uses time-dependent covariates correctly to estimate the survival benefit of ECD transplanta-
tion relative to the conventional therapy of rather than being wait-listed for possible subsequent non-ECD
transplant.

Brain stem death as well as cardiac death donations include some from higher risk individuals (e.g., cur-
rent intravenous drug users for whom carriage of Hepatitis C virus is a risk to be minimized, including
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as a recent seroconverter). Donation from living related or unrelated donors is also important. Kidney
donation, for example, can now occur as paired or pooled donations that aim to improve matchability
for a set of recipients of organs from living-donors. Thus, if living (related) donor A is a better match for
recipient B and living (related) donor B a better match for recipient A, then the two transplants may be
approved to proceed as donor A to recipient B and donor B to recipient A. More generally, the donor set
may include an unrelated living donor C who is not a part of any donor-recipient-pair but whose altruism
brings a further recipient D into the pool and widens the recipient set for whom optimization occurs,
all with living donors, see http://www.organdonation.nhs.uk/how_to_become_a_donor/living_donation/
national_living_donor_kidney_sharing_scheme/paired_pooled_donation/.

The scope of transplantation has also increased in the twenty-first century to include face[36] and hand
transplants[37]. The use of stem cells for tissue regeneration is also being actively researched[38–41].

Transplantation-related RCTs contribute to the growth of surgical trials[42–45] with a well-recognized
need for multi-center collaboration to reveal modest relative risks of around 1.3[46]. Surgeons are con-
cerned to minimize the delay between explantation and implantation and actively seek improvements in
organ preservation techniques. Examples include machine perfusion preservation for liver grafts from
donation after circulatory death[47] and ex-vivo reconditioning and optimization of lungs – with or without
the use of mesenchymal stem cells during machine perfusion[48]. However, as yet, well-designed clinical tri-
als are needed before any such techniques are adopted into practice. Bridging the waiting time until a donor
heart becomes available, for example, by the use of ventricular assist devices, was robustly researched
with cost-effectiveness as a key arbiter of surgical practice[49–51]. The Cochrane Collaboration and James
Lind Library have a Centre for Evidence in Transplantation that maintains a monthly Trial Watch (see
http://www.transplantevidence.com/ttw.php).

Cancer incidence in the transplant patient has been reviewed by Chapman et al.[52] who considered
variation in risk by cancer site, the role of viral infections and of the components of immunosuppressive
regimens, and discussed the evidence for screening for skin and other cancers. See also Collett et al. who
present trends in standardized incidence ratios for particular cancers in kidney transplant recipients over
15 years[53].

In 1994, the United Kingdom introduced the NHS Organ Donor Register (ODR) but, even now, only a
third (21 millions) of the UK population has registered willingness to donate organs or tissue in the event
of their death. The NHS ODR was for many years underanalyzed: not even the 2008 report by an Organ
Donor Taskforce on the potential impact of an opt out system for organ donation in the United Kingdom
remedied this[54], except insofar as a practice was instituted of writing to newly registered donors to thank
them and to affirm their wishes in respect of organ-specific donations. Numerous potential donors who
had registered via the UK’s Driving and Vehicle Licensing Agency (DVLA) responded that their wishes had
been misregistered: in particular, their willingness to donate the corneas and the heart had been muddled.
The explanation, as revealed by the Duff report[55], was that donor organs were listed in a different order on
the DVLA form. The computer code that had corrected for this centrally was overlooked when the code
was migrated to a new computing system and the resultant mix-up went undetected for a decade (see
https://www.gov.uk/government/publications/organ-donor-register-review-by-professor-sir-gordon-duff).

In its dismissal of an opt-out system for the United Kingdom, the Organ Donor Taskforce had mis-
represented the findings of an expert group[56] it had commissioned to report on opt out versus opt in to
organ donation internationally. The Taskforce’s report prompted Bird and Harris[57] to review the potential
increase in solid organ donation from brain-stem dead potential donors if relatives’ refusal rate reduced
from 40% to 30% (as it had been in 1990) or further still or in scenarios that allowed only opt-outs from
organ donation or posited mandatory donation.

Taking Organ Transplantation to 2020, the United Kingdom’s current strategy, recognizes that, although
there had been a 50% increase in the number of deceased donors (from 809 in 2007/2008 to 1212 in
2012/2013), the increase in transplants had been only 30% (1068 kidney transplants in the United Kingdom
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from living donors in 2012/2013, 1750 from deceased donors; but only 142 heart transplants), while typi-
cally 7000 people await transplants in the United Kingdom. Having greatly expanded the United Kingdom’s
living related (also unrelated) kidney donations, and also kidney donations from cardiac death donors,
Taking Organ Transplantation to 2020 emphasized that fewer than 5000 of the United Kingdom’s half mil-
lion deaths annually occur in circumstances whereby the deceased can become an organ donor, and only
around 1500 will be brain-stem deaths. Accordingly, the United Kingdom needed to improve its consent
rate for solid organ donation in respect of brain-stem dead potential donors and also for cardiac death
donors (including from black and ethnic minority citizens), and to ensure that if the deceased has given
permission in life, his or her wish to donate should not be overridden by family members, as currently[54]

and http://www.odt.nhs.uk/pdf/pda_report_1314.pdf.
The most recent of the United Kingdom’s annual potential organ donor audits shows encouraging evi-

dence that relatives’ refusal rate in respect of brain-stem dead potential donors had decreased from over
40%[58] to 32% (401/1258) in 2013/14.
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